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Preface

Artiﬁcial intelligence tools and techniques are changing the landscape of health and
medicine dramatically. Medicine is at a crossroad deﬁned by a failed business
model with increased expenditure and deteriorating main outcomes and the generation of huge quantities of data. The question being asked by the medical community is how to leverage data for improved care delivery and decreased
inefﬁciencies. The answer increasingly lies at the convergence of health and data
science, where artiﬁcial intelligence acts as the starting point. The biggest challenge
lies in leveraging applied artiﬁcial intelligence to create value for the patient, for the
provider, and for the healthcare institution.
This book highlights the latest achievements in the application of artiﬁcial
intelligence to healthcare and medicine. The edited volume contains selected papers
presented at the 2019 Health Intelligence workshop, co-located with the
Association for the Advancement of Artiﬁcial Intelligence (AAAI) annual conference and presents an overview of the issues, challenges, and potentials in the ﬁeld,
along with new research results. The book makes the emerging topics of digital
health and precision medicine accessible to a broad readership with a wide range of
practical applications. It provides information for scientists, researchers, students,
industry professionals, national and international public health agencies, and NGOs
interested in the theory and practice of digital and precision medicine and health,
with an emphasis on individuals’ risk factors for disease prevention, diagnosis, and
intervention.
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From Precision Medicine to Precision
Health: A Full Angle from Diagnosis
to Treatment and Prevention
Arash Shaban-Nejad and Martin Michalowski

Abstract Health Intelligence, a term that encompasses a broad range of techniques
and methods from artificial intelligence and data science that provide better insights
and improved decision making about individuals’ health and well-being, is increasingly used in today’s medicine and healthcare services. Here we discuss some applications of precision medicine and health, innovative approaches that utilize health
intelligence to improve diagnosing people’s illnesses and making decisions about
different treatment and prevention options in a timely manner.
Keywords Precision medicine · Precision health · Health intelligence · Digital
health · Health big data analytics

1 Introduction
The advances in computational tools and techniques and the adoption of smartphones,
mobile health apps, and wearable devices enable medical practitioners and decision
makers not only to improve personalized treatment and multifactorial risk stratification a but also take several preventive measures to address multiple public health
priorities. Moreover, with the explosive growth in the popularity of the Internet [1]
and online social media along with the increasing adoption of mobile health apps and
wearable sensors the impact of digital health on supporting patients’ engagement and
improving their access to health is accelerating. Furthermore, Recent computational
advances in omics data analysis, however, have now created a unique opportunity
to study and interpret disease-specific genetic variation and relevant social environmental exposures thereby providing personalized treatment and prevention plans to
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deliver better targeted care and interventions for specific diseases, individuals and
populations.
Precision Medicine is defined [2] as “an innovative approach that takes into
account individual differences in people’s genes, environments, and lifestyles” while
diagnosing people’s illnesses and making decisions about different treatment options
in a timely manner. Unlike the more traditional “one-size-fits-all” approaches and
treatments, precision medicine intends to design tailored interventions and treatments
with considering the differences between different patients and their diseases. Precision medicine can facilitate new drug development and discovery by providing better
understandings of the interaction between genomics and drug response and potential
treatment options of an individual patient’s disease or condition [3]. Analogous to
precision medicine, Precision Health and Precision Public Health can be defined as
considering all the variations in gene, environment, and lifestyle while providing
preventing measures and to design efficient interventions to the individual and population, respectively, in a timely manner [4]. Precision health is aiming to address
many public health challenges such as health promotion or the health disparities
in a population through interaction between omics, behavioral and environmental
data way beyond what is considered as individualized clinical medicine or precision
medicine [5].
Now, patients, caregivers, managers, and policymakers can expect the adoption
of more holistic approaches in medicine and healthcare through more efficient use
of not only biomarkers but also sociomarkers [6], which are measurable indicators
of social conditions in which a patient is embedded, in design and delivering therapeutic and preventive interventions. Neighborhood quality [7], social relationships
[8] and specific lifetime experiences [9] and other social determinates of health have
a significant impact on individuals’ overall health and wellbeing. Health intelligence
[10] “uses tools and methods from artificial intelligence and data science to provide
better insights, reduce waste and wait time, and increase speed, service efficiencies,
level of accuracy, and productivity in health care and medicine”. Throughout this
volume, readers will find several studies employing health intelligence approaches
and using methods such as machine learning, natural language processing, and statistical analysis, social media content analysis, predictive modeling, and decision
support, and computational behavioral modeling, along with and multiple clinical,
public health and biomedical applications.
Additionally, the complexity of the patient population is increasing. There are
several factors that contribute to this increase. Average life expectancy in the US has
been steadily increasing and most significantly the baby boomers are ageing (20%
of the 65 + population by 2029). With the ageing of the population, chronic illness
is increasingly common, leading to more complex patient populations in primary
care. As the number of chronic diseases increases, so do unnecessary hospitalizations, adverse drug events, duplicative tests, and conflicting medical advice. Multimorbidity affects over 60% of this ageing population and is associated with over twice
as many patient-physician encounters and results in the prevalence of polypharmacy.
As such, social and behavioral contexts play key roles in the management of both
chronic and acute conditions affecting this population.
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Several issues arise as a result of this population shift: (1) How do health providers
treat multiple diseases following evidence-based recommendations? (2) How is endto-end care support provided within this context? Artificial intelligence and analytical
methods represent an opportunity to create new computer-based approaches and
support tools to answer these questions by supporting the management of these
complex patients. The use of artificial intelligence enables the transfer away from
tertiary to primary care through its use in evidence-based management tools for
primary care physicians and nurses [11–14], its elicitation and application of patient
preferences for more informed participation in shared decision making [13, 15, 16],
and its support of patients at home to ensure compliance and treatment execution
[17].

2 Precision Medicine and Health in Action
Infrastructures such as PopHR [18] can “automate the integration and extraction
of massive amounts of heterogeneous data from multiple distributed sources (e.g.,
administrative data, clinical records, and survey responses) to support the measurement and monitoring of population health and health system performance for a
defined population.” Of course, the reliability of such integrated systems depends on
the degree of interoperability between its individual components, specifically when
these components undergo change over time [19].
Moreover, data analytics approaches based on machine learning to automate the
identification of patterns in data sets and improve decisions making have shown
promising results in biomedicine and healthcare. Gao et al. [20] present an interpretable machine learning model for clinical healthcare applications that assists in
predictions and discovery of new knowledge from high dimensional patient information. They first developed a categorical rule mining method based on Multivariate
Correspondence Analysis (MCA) capable of handling datasets with large numbers
of features, and then, applied this method to build transdiagnostic Bayesian Rule List
models to screen for psychiatric disorders. Lu et al. [21] show a machine learning
method applied to large transactional data from grocery stores to provide evidence to
guide public health policy. Sakishita and Kishimoto et al. [22] created a large diagnosis speech corpus from the recordings of conversations between psychologists and
subjects to be used for automatic mental disease diagnosis through machine learning
approaches. Vente et al. [23] use concepts and approaches from image processing,
computer vision, and machine learning and propose an algorithm for automatic estimation of the number of Tuberculosis bacteria present in images generated with
fluorescence microscopy. To assist individuals to track their physical activity via
smartphones and devices Mendiola et al. [24] proposed a machine learning approach
to recognize common exercises such as sit-ups, bench presses, bicep curls, squats,
and shoulder presses using accelerometer data from a smartwatch. Narui et al. [25]
demonstrated a deep learning technique for human fall detection using WiFi Channel
State Information (CSI) of a WiFi transmitter and receiver. Hagad et al. [26] used
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visual electroencephalograms (EEG) representations and deep learning models in
order to model EEG signals during meditation. DNA micro-arrays high-dimensional
data sets may contain redundancies and noises that consists of thousands of features.
Yan and Lu [27] offered a hybrid feature selection framework based on ensemble
learning to select the most important genes and increase the classification accuracy. Huang and Nogueira [28] showed how to use a reinforcement learning model
to improve Epistasis (gene-gene interaction) detection to improve the prediction of
genetic diseases. Bhatia et al. [29] present a novel end-to-end neural model to enhance
the discrimination between negative and positive medical findings in clinical reports.
Relation extraction (RE) aims to label relations between groups of marked entities in raw text. To mitigate the problem of cross sentence relations, Bhatia and
Arumae [30] propose augmenting RE with relations derived from explicit context
conditioning. Daughton and Paul [31] propose a new algorithm for better construction of confidence intervals of social media estimates on influenza-related Twitter
datasets. Jiang et al. [32] studied how different word embedding techniques perform
in the identification of personal experience tweets for post-market surveillance of
medicinal products. Zheng et al. [33] explore the use of a spoken dialogue system
framework and a medication-oriented knowledge base to elicit medication history
information from patients.
Panigutti et al. [34] proposed a model agnostic method which explains multilabel black box decisions, i.e., clinical decision-making systems whose internal
logic is obscure. The proposed model generates a synthetic neighborhood around
the instance to be explained using a strategy suitable for multilabel decisions. It then
learns a decision tree on such neighborhood and finally derives from it a decision
rule that explains the black box decision. Sakishita et al. [35] presented an approach
to improve the diagnoses of autism spectrum disorder (ASD). Tao et al. [36] propose a hybrid segmentation architecture, trained by a criterion-oriented adaptive loss
function, for efficient follicular segmentation of thyroid cytopathological whole slide
images (WSIs). Saito et al. [37] used stereo cameras and microphones installed in
an emergency room to acquire position and conversational information from the
active medical personnel and combine the medical personnel trajectory and conversational information to quantitatively evaluate the quality of the team medical care.
Feng et al. [38] illustrated two widely used R-based omics data integration tools:
mixOmics and STATegRa, to analyze different types of omics data sets and evaluate
their performance.
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Constructing Accurate Confidence
Intervals When Aggregating Social
Media Data for Public Health Monitoring
Ashlynn R. Daughton and Michael J. Paul

Abstract Social media data are widely used to infer health related information (e.g.,
the number of individuals with symptoms). A typical approach is to use a machine
learning classification to aggregate and count the information of interest. However,
this approach fails to account for errors made by the classifier. This paper summarizes
data mining concepts that account for classifier error when counting data instances,
and then extends these ideas to propose a new algorithm for constructing confidence
intervals of social media estimates that we show to be substantially more accurate
than standard approaches on two influenza-related Twitter datasets.

1 Introduction
Social media posts have been used to infer trends related to a wide variety of health
applications. A common approach to extract signals from social media is to first
filter the data for relevant content, usually involving a combination of simple search
queries and machine learning classification, and then aggregating the content by
counting the number of relevant posts within specified groups (e.g., counts by week
or by location) [16]. This approach has been applied to influenza surveillance [2,
4], measuring vaccination attitudes [14] and behavior [11], and monitoring public
health concerns [12].
A flaw in this approach is that the aggregated counts typically do not account for
biases and errors introduced by the relevance filtering and classification step. While
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studies will typically report evaluation metrics of the accuracy of this step, once the
accuracy is deemed “good enough”, downstream statistical analysis is applied to the
classified data and relevance classifications are treated as correct. Since almost all
methods of filtering and classification will introduce some degree of error, we seek
to better understand the effect this error has on downstream aggregation.
In the data mining community, the task of aggregating individually-classified
instances is known as quantification, and various methods have been proposed to
adjust for classification error to produce more accurate counts [7]. However, most
social media studies do not draw on methods from the quantification literature when
conducting statistical analyses of aggregated data, and to the best of our knowledge,
these methods have not been applied to social media studies in the health domain.
The purpose of this short paper is to introduce concepts of quantification from
the data mining community to the social media monitoring community; additionally,
we present a new algorithm for constructing confidence intervals of social media
estimates that we show to be more accurate than standard quantification approaches,
as existing quantification techniques have been focused on point estimates rather than
confidence intervals. We validate this approach empirically on two influenza-related
Twitter datasets used for public health monitoring.

2 Background: Quantification
The quantification problem was first described in seminal work by Forman [6, 7],
who showed that classification errors introduce systematic bias into the calculation
of the number of positives. He used the term “classify and count” to describe the
naïve quantification approach of simply counting the number of positively classified
instances, and proposed several methods for adjusting the counts based on the true
and false positive rates of the classifier, with some methods motivated specifically
for data with imbalanced classes [7].
This line of work has been extended to consider the effect of concept drift on
quantification [18, 20], to count ordinal values [3], and to incorporate classifier
probabilities into quantification estimates [1]. See Gonzalez et al. for a review of
quantification methods [10].
In practice, quantification is an increasingly widespread application of social
media posts. All of the health studies cited above in the introduction used the “classify
and count” method of quantification [7], though they did not refer to it as such;
indeed, most work on aggregating social media content does not reference related
work on quantification, even though quantification is implicitly being performed.
After reviewing all papers on Google Scholar that cited the quantification papers
above, we were able to find only a small number of studies that used adjustments
when quantifying social media posts, all for the application of sentiment analysis [8,
9, 15, 19]. As far as we were able to discover, no work on social media-based health
monitoring has applied adjustments when aggregating data.
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2.1 Confidence Intervals
All previously proposed quantification methods have focused on producing point
estimates of counts. We argue that for many quantification tasks it is useful to provide
confidence intervals around the estimate; indeed, many of the social media studies we
cited in the introduction constructed confidence intervals or similar statistics, but did
not adjust for classification error. The main contribution of this work is to present an
adjusted method for constructing bootstrap-based confidence intervals to correctly
account for classification error, described in the next section. In our experiments,
we show that naïvely -constructed confidence intervals are highly inaccurate, and
our proposed algorithm is much more accurate than simply constructing confidence
intervals using statistics adjusted with Forman’s methods.

3 Adjusted Confidence Intervals
In this section, we present a non-parametric approach to constructing a confidence
interval for the percent of instances within a group (e.g., the percent of tweets within
a week) that are labeled positive. We denote this estimate as p̂. We first review
bootstrapping for constructing confidence intervals, then propose a modification that
incorporates classifier error into the sampling procedure.

3.1 Bootstrapping
Bootstrapping, or bootstrap resampling, is a procedure to simulate the statistics one
would obtain when sampling from a distribution [5]. A bootstrapped estimate is
obtained by sampling N instances with replacement from the original dataset of size
N, then calculating the statistic (e.g., p̂) on the set of sampled instances. This procedure can be repeated many times to obtain many bootstrapped estimates, providing a
distribution over estimates. To construct a c% confidence interval, the bootstrapped
estimates can be sorted, and the range of the middle c% of values can be taken as the
interval.

3.2 Error-Adjusted Bootstrapping
If bootstrapping is applied to noisy classifications rather than true labels, then the
samples will not be drawn from the correct distribution. We propose an adjustment
to the sampling procedure that draws from the actual distribution of the data.
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For each bootstrap sample, after selecting the instances (sampled with replacement), we randomly sample the labels of the instances two ways. The first is according
to the confusion matrix of the classifier. If an instance is classified positive, we sample the label according to P(Yi |Ŷi = 1), where Yi is the true label of instance i and
Ŷi is the classifier estimate. If an instance is classified negative, we sample the label
according to P(Yi |Ŷi = 0). In this way, rather than treating the classifications as
labels directly, we sample labels based on the probability that the classifier predicted
an incorrect label.
This procedure simulates the classification process in addition to the sampling
process when obtaining an estimate.
We refer to this approach as error-adjusted bootstrapping. The steps to obtain a
set of error-adjusted bootstrapped samples are detailed in Algorithm 1.
Correctness of Algorithm The underlying assumption of bootstrap resampling is
that the instances are i.i.d. and that uniformly
an instance is a draw from
 sampling

P(Y ). If the distribution of classifications P Ŷ is different from the distribution of
labels P(Y ), then randomly sampling from the classifier outputs will not correctly
draw from P(Y ).
 
Our approach uses the distribution P Ŷ and predictive values P(Y |Ŷ )


to correctly calculate P(Y ) : P(Yi = y) = P(Yi = y|Yi = 0)P Yi = 0 +


P(Yi = y|Yi = 1)P Yi = 1 .
As a generative process, sampling from this marginal distribution corresponds
to the following steps for each instance i: (i) Sample yi ~ P(Ŷ ); (ii) Sample yi ~
P(Y |Yi = yi ). This matches Algorithm 1, which thus samples a label y according
  to
the true label distribution P(Y ) rather than the classification distribution P Ŷ .
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Predictive Value Estimation As described so far, we assume the positive predictive
value, P(Y |Ŷ = 1), and negative predictive value, P(Y |Ŷ = 0), are known. We
propose two approaches to estimating these values. The first uses cross-validation
to provide point estimates of the positive and negative predictive values at each
threshold of interest. This is the same approach used in prior work [7].
The second approach extends Algorithm 1 to use a posterior distribution over
predictive values. We do this by fitting a beta distribution to the individual estimates
from cross-validation. We then draw a new estimate of the predictive values before
sampling each label y j during bootstrapping. We refer to this in experiments as the
extended algorithm. Importantly, data used for these methods may be subject to
other types of bias, including concept drift. If error rates change, predictive values
would need to be re-estimated with new data [18].

4 Experiments
We now experiment with estimating the percent of positive tweets in two datasets,
comparing four different methods of constructing bootstrap-based confidence intervals.

4.1 Datasets and Classification Details
We experimented with binary classification on two datasets:
– Flu Vaccination: A set of 10,000 tweets labeled with if the tweet indicates that
someone has received an influenza vaccination (i.e., a seasonal flu shot) [11] from
2013–2016. The aggregation task is to calculate the percent of tweets that indicate
vaccination each month.
– Flu Infection: A set of 1,017 tweets from [13] from 2009 labeled as indicating
flu infection. The original dataset included 5,000 tweets, but most are no longer
available for download. The aggregation task is to calculate the percent of tweets
indicating flu infection each week of available data.
Classification was done using binary logistic regression classifiers with unigram
features implemented with scikit-learn [17]. For the larger Flu Vaccination data, we
held out 15% of tweets for testing. Because the Flu Infection data were quite small,
25% of tweets were held out for testing. Grid search using five-fold cross validation
on the training data was used to tune the l2 regularization parameter.
with different classification thresholds, meaning we set yi = 1 if

We experiment
P yi = 1|xi > τ for a threshold τ . Increasing the threshold will generally increase
precision while reducing recall.
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Baseline We experimentally compare to the “adjusted counts” method from Forman [7]. Here, the true positive rate (α) and the false positive rate (β) are used to
obtain an adjusted estimate of the percent of positive instances:
p≈

p̂ − β
,
α−β

(1)

where p̂ is the fraction estimated positive by the classifier. The estimate must be
truncated to the range [0, 1]. In our experiments we calculate the adjusted counts
within each bootstrapping iteration, and then construct confidence intervals of the
adjusted counts.

5 Results
We examine the empirical characteristics of 95% confidence intervals constructed
using bootstrap sampling, with and without making various error adjustments. We
look at two characteristics: the fraction of times that the true value is contained in the
interval (which should be 95%, asymptotically), as well as the size of the intervals.
Figure 1 shows these characteristics. The blue lines show the fraction of correct
values contained in the 95% confidence intervals. As expected, the confidence intervals constructed using error-adjusted bootstrapping correctly capture the true values
around 95% of the time, though it is less consistent on the smaller Flu Infection
where the fraction sometimes drops to around 90%. This fraction is often higher
than 95% with the extended version of Algorithm 1, suggesting that this method
may unnecessarily overcompensate for uncertainty in the predictive values, but this
method provides a benefit on the smaller Flu Infection set.
Importantly, we see that traditional bootstrapping without adjusting for classification error can severely affect the reliability of the confidence intervals. On Flu
Vaccination, the unadjusted 95% confidence interval is correct less than 90% of the
time at best and is as low as 65% at suboptimal thresholds. The Forman adjusted
count method is more accurate than doing no adjustment, but is still inaccurate, with
values between 80 and 90%. The situation is even worse on Flu Infection, where
the unadjusted fraction is only 77% at best and as low as 45%. Similarly, the Forman baseline is more accurate than doing no adjustment, but less accurate than the
Algorithm 1-adjusted methods, with a fraction around 80% at best.
Finally, the orange lines show the size of the intervals, to quantify how much wider
the intervals must be to correctly adjust for error. In the Flu Vaccination dataset, the
width of the confidence intervals in the Algorithm 1-adjusted methods consistently
increase as the threshold increases even while the confidence intervals are consistently capturing the true values 95% of the time, suggesting that more statistical
power can be obtained with a lower classification threshold (i.e., tuned for high
recall). Due to the small size of the Flu Infection dataset, there is greater variation
between the different methods, without clear conclusions.
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(a) Flu Vaccination

(b) Flu Infection
Fig. 1 The size of 95% confidence intervals (orange) and fraction of true values contained within
95% confidence intervals (blue) at different classification thresholds, when constructing intervals
with and without adjusting for error. With error-adjusted bootstrapping, the true value should theoretically be contained in the interval 95% of the time

5.1 Use Case: Vaccination Surveillance
Finally, we consider how this type of analysis relates to a real application of using
the proportion of vaccine-related tweets to measure vaccination rates in a population.
To do this, we applied the classifier trained on the Twitter dataset to a larger set of
approximately 1 million tweets, from Huang et al. [11]. At different classification
thresholds, we estimate the proportion of positive tweets in each month, and we
compare these proportions to official flu vaccination data from the US Centers for
Disease Control and Prevention (CDC), to evaluate how well monthly variations in
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Fig. 2 Correlations between Twitter classifier output and official vaccination data (higher is better)

vaccine tweets track true vaccination behavior [11]. We measure this with Pearson
correlation, calculating the proportions using adjusted bootstrapping from Algorithm
1 versus no adjustment.
Figure 2 shows the correlations between Twitter proportions and CDC data.
While error-adjusted bootstrapping is more accurate at capturing confidence intervals
(Fig. 1), we do not see comparably large gains in correlations in this task. However,
error-adjusted bootstrapping seems to provide a small benefit at some classification
thresholds.

6 Discussion and Conclusion
Confidence intervals constructed without accounting for classification error could be
surprisingly inaccurate in our experiments (e.g., a 95% interval behaves like a 45%
interval), highlighting the need to be careful about analyzing classifier outputs. We
showed that a simple-to-implement adjustment to bootstrap sampling can correct for
this, and we recommend this approach when aggregating social media posts or other
filtered data.
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MCA-Based Rule Mining Enables
Interpretable Inference in Clinical
Psychiatry
Qingzhu Gao , Humberto Gonzalez

and Parvez Ahammad

Abstract Development of interpretable machine learning models for clinical healthcare applications has the potential of changing the way we understand, treat, and
ultimately cure, diseases and disorders in many areas of medicine. These models can
serve not only as sources of predictions and estimates, but also as discovery tools for
clinicians and researchers to reveal new knowledge from the data. High dimensionality of patient information (e.g., phenotype, genotype, and medical history), lack
of objective measurements, and the heterogeneity in patient populations often create significant challenges in developing interpretable machine learning models for
clinical psychiatry in practice. In this paper we take a step towards the development
of such interpretable models. First, by developing a novel categorical rule mining
method based on Multivariate Correspondence Analysis (MCA) capable of handling
datasets with large numbers of features, and second, by applying this method to build
transdiagnostic Bayesian Rule List models to screen for psychiatric disorders using
the Consortium for Neuropsychiatric Phenomics dataset. We show that our method
is not only at least 100 times faster than state-of-the-art rule mining techniques for
datasets with 50 features, but also provides interpretability and comparable prediction
accuracy across several benchmark datasets.

1 Introduction
The use of novel Artificial Intelligence (AI) tools to derive insights from clinical
psychiatry datasets has consistently increased in recent years [3], generating highly
predictive models for heterogeneous datasets. While high predictability is indeed a
desirable result, the healthcare community requires that the AI models are also interpretable, so that experts can learn new insights from these models, or even better, so
that experts can improve the performance of the models by tuning the data-driven
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models. We take a practical approach towards solving this problem, by developing a new rule mining method for wide categorical datasets, and by applying our
mining method to build interpretable transdiagnostic screening tools for psychiatric
disorders—aiming to capture underlying commonalities among these disorders.
Starting from early clinical decision support systems (CDSS) [26], the interpretation that clinicians obtain from data-driven models was identified as a critical element
in their practical deployment. A report by the AI Now Institute remarks as the top
recommendation in their 2017 report that core government agencies, including those
responsible for healthcare, “should no longer use black box AI and algorithmic systems” [6]. The Explainable Artificial Intelligence (XAI) program at DARPA has as
one of its goals to “enable human users to understand, appropriately trust, and effectively manage the emerging generation of artificially intelligent partners” [13]. In
contrast, popular machine learning methods such as artificial neural networks [16]
and ensemble models [9] are known for their elusive readout. For example, while
artificial neural network applications exist for tumor detection in CT scans [2], it is
virtually impossible for a person to understand the rational behind such a mathematical abstraction.
Interpretability is often loosely defined as understanding not only what a model
emitted, but also why it did [11]. As explained in [19], rule-based decision models offer desirable interpretation properties such as trust, transparent simulatability,
and post-hoc text explanations. Recent efforts towards interpretable machine learning models in healthcare can be found in the literature, such as the development
of a boosting method to create decision trees as the combination of single decision nodes [25]. Bayesian Rule List (BRL) [17, 24] mixes the interpretability of
sequenced logical rules for categorical datasets, together with the inference power
of Bayesian statistics. Compared to decision trees, BRL rule lists take the form of a
hierarchical series of if-then-else statements where model emissions are correspond
to the successful association to a given rule. BRL results in models that are inspired,
and therefore similar, to standard human-built decision-making algorithms.
While BRL is by itself an interesting model to try on clinical psychiatry datasets, it
relies on the existence of an initial set of rules from which the actual rule lists are built,
which is similar to the approach taken by other associative classification methods [18,
20, 27]. Frequent pattern mining has been a standard tool to build such initial set of
rules, with methods like Apriori [1] and FP-Growth [14] being commonly used to
extract rules from categorical datasets. However, frequent pattern mining methods do
not scale well for wide datasets, i.e., datasets where the total number of categorical
features is much larger than the number of samples, commonly denoted as p  n.
Most clinical healthcare datasets are wide and thus require new mining methods to
enable the use of BRL in this research area.
In this paper we propose a new rule mining technique that is not based on the frequency in which certain categories simultaneously appear. Instead, we use Multiple
Correspondence Analysis (MCA) [12], a particular application of correspondence
analysis to categorical datasets, to establish a similarity score between different associative rules. We show that our new MCA-miner method is significantly faster than
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commonly used frequent pattern mining methods, and that it scales well to wide
datasets. Moreover, we show that MCA-miner performs equally well as other miners
when used together with BRL. Finally, we use MCA-miner and BRL to analyze
a dataset designed for the transdiagnostic study of psychiatric disorders, building
interpretable predictors to support clinician screening tasks.

2 Problem Description and Definitions
We begin by introducing definitions used throughout this paper. An attribute, denoted
a, is a categorical property of each data sample, which can take a discrete and finite
number of values denoted as |a|. A literal is a Boolean statement checking if an
attribute takes a given value, e.g., given an attribute a with categorical values {c1 , c2 }
we can define the following literals: a is c1 , and a is c2 . Given a collection of
p
attributes {ai }i=1 , a data sample is a list of categorical values, one per attribute. A
rule, denoted r , is a collection of literals, with length |r |, which is used to produce
Boolean evaluations of data samples as follows: a rule evaluates to True whenever
all the literals are also True, and evaluates to False otherwise.
In this paper we consider the problem of efficiently building rule lists, which
are evaluated sequentially until one rule is satisfied,
for datasets with a large total
p
number of categories among all attributes (i.e., i=1 |ai |), a common situation among
datasets related to health care or pharmacology. Given n data samples, we represent a
dataset as a matrix X with dimensions n × p, where X i, j is the category assigned to
the ith sample for the jth attribute. We also consider a categorical label for each data
sample, collectively represented as a vector Y with length n. We denote the number
of label categories by , where  ≥ 2. If  = 2, we are solving a standard binary
classification problem. If, instead,  > 2 then we solve a multi-class classification
problem.
Bayesian Rule Lists (BRL) is a framework proposed by Rudin et al. [17, 24]
to build interpretable classifiers. Although BRL is a significant step forward in the
development of XAI methods, searching over the configuration space of all possible
rules containing all possible combinations of literals obtained from a given dataset
is simply infeasible. Letham et al. [17] offer a good compromise solution to this
problem, where first a set of rules is mined from a dataset, and then BRL searches
over the configuration space of combinations of the prescribed set of rules using a
custom-built MCMC algorithm. While efficient rule mining methods are available in
the literature, we show in Sect. 5 that such methods fail to execute on datasets with a
large total number of categories, due to either unacceptably long computation time
or prohibitively high memory usage.
In this paper we build upon the method in [17] developing two improvements.
First, we propose a novel rule mining algorithm based on Multiple Correspondence
Analysis that is both computational and memory efficient, enabling us to apply BRL
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on datasets with a large total number of categories. Our MCA-based rule mining
algorithm is explained in detail in Sect. 3. Second, we parallelized the MCMC search
method in BRL by executing individual Markov chains in separate CPU cores of a
computer. Moreover, we periodically check the convergence of the multiple chains
using the generalized Gelman and Rubin convergence criteria [5, 10], thus stopping
the execution once the convergence criteria is met. As shown in Sect. 5.2, our implementation is significantly faster than the original single-core version, enabling the
study of more datasets with longer rules or a large number of features.

3 MCA-Based Rule Mining
Multiple Correspondence Analysis (MCA) [12] is a method that applies the power of
Correspondence Analysis (CA) to categorical datasets. For the purpose of this paper
it is important to note that MCA is the application of CA to the indicator matrix
of all categories in the set of attributes, thus generating principal vectors projecting
each of those categories into a euclidean space. We use these principal vectors to
build an efficient heuristic merit function over the set of all available rules given the
categories in a dataset.

3.1 Rule Score Calculation
First, we compute the MCA principal

vectors of the extended data matrix concatenating X and Y , defined as Z = X Y with dimensions n × ( p + 1). Let
us denote
 i |ai |
the MCA principal vectors associated each categorical value by v j j=1 , where
p
{ai }i=1
is the set of attributes in the dataset X . Also, let us denote the MCA principal
vectors associated to label categories by {ωk }k=1 .
Since each category can be mapped to a literal statement, as explained in Sect. 2,
these principal vectors serve as a heuristic to evaluate the quality of a given literal
to predict a label [28]. Therefore, we define the score between each v j and each ωk
v ,ω 
by ρ j,k = cos (v j , ωk ) = v j ωk  . Note that in the context of random variables,
j 2
k 2
ρi,k is equivalent to the correlation between v j and ωk [21].
We compute the score between a rule r and label category k, denoted μk (r ), as
the average among
the scores between the literals in r and the same label category:

μk (r ) = |r1| l∈r ρl,k . Finally, we search the configuration space of rules r built
using the combinations of all available literals in a dataset such that |r | ≤ rmax , and
identify those with highest scores for each label category. These top rules are the
output of our miner, and are passed over to the BRL method as the set of rules from
which rule lists will be built.
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Fig. 1 Pseudocode of our MCA-based rule mining algorithm

The pseudocode for our rule mining algorithm is shown in Fig. 1, where we parallelized the loop iterating over label categories in line 3.

3.2 Rule Prunning
Since the number of rules generated by all combinations of all available literals up
to length rmax is excessively large even for modest values of rmax , our miner includes
two conditions under which we efficiently eliminate rules from consideration.
First, similar to the approach in FP-Growth [14] and other popular miners, we
eliminate rules whose support over each label category is smaller than a user-defined
threshold smin . Recall that the support of a rule r for label category k, denoted
suppk (r ), is the fraction of data samples that the rule evaluates to True among the
total number of data samples associated to a given label. Given a rule r , note that
once a rule r fails to pass our minimum support test, we stop considering all rules
longer than r that also contain the all the literals in r since their support is necessarily
smaller.
Second, we eliminate rules whose score is smaller than a user-defined threshold
μmin . Suppose that we want to build a new rule r̂ by taking a rule r and adding a
literal l. In that case, given
a category k the score of this rule must satisfy μk (r̂ ) =

1
|r | μk (r ) + ρl,k ≥ μmin . Let ρ k = maxl ρl,k be the largest score among all
|r |+1
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available literals, then we can predict that
of r will have a
 at least one extension

score greater than μmin if μk (r ) ≥ |r1| (|r | + 1) μmin − ρ k = m k (|r |). Given the
maximum number of rules to be mined per label M, we recompute μmin as we iterate
combining literals to build new rules. As μmin increases due to better candidate
rules becoming available, the rule-acceptance bound m k becomes more restrictive,
resulting in less rules being considered and therefore in a faster overall mining.

4 Benchmark Experiments
We benchmark the performance and computational efficiency of our MCA-miner
against the “Titanic” dataset [15], as well as the following 5 datasets available
in the UCI Machine Learning Repository [8]: “Adult,” “Autism Screening Adult”
(ASD), “Breast Cancer Wisconsin (Diagnostic)” (Cancer), “Heart Disease” (Heart),
and “HIV-1 protease cleavage” (HIV ). These datasets represent a wide variety of
real-world experiments and observations, thus allowing us to fairly compare our
improvements against the original BRL implementation using the FP-Growth miner.
All 6 benchmark datasets correspond to binary classification tasks. We conduct the
experiments using the same set up in each of the benchmarks, namely quantizing
all continuous attributes into either 2 or 3 categories, while keeping the original
categories of all other variables. We train and test each model using 5-fold crossvalidations, reporting the average accuracy and Area Under the ROC Curve (ROCAUC) as model performance measurements.
Table 1 presents the empirical results comparing both implementations. To guarantee a fair comparison between both implementations we fixed the parameters
rmax = 2 and smin = 0.3 for both methods, and we set μmin = 0.5, and M = 70 for
MCA-miner. Our multi-core implementations for both MCA-miner and BRL were
executed on 6 parallel processes, and only stopped when the Gelman and Rubin
parameter [5] satisfied R ≤ 1.05. We ran all the experiments using a single AWS

Table 1 Performance evaluation of FP-Growth against MCA-miner when used with BRL on benchmark datasets. ttrain is the full training wall time in seconds
Dataset n

p

p

i=1 |ai |

FP-growth + BRL

MCA-miner + BRL

Accuracy

ROCAUC

ttrain

Accuracy

ROCAUC

ttrain

Adult

45,222

14

111

0.81

0.85

512

0.81

0.85

115

ASD

248

21

89

0.87

0.90

198

0.87

0.90

16

Cancer 569

32

150

0.92

0.97

168

0.92

0.94

22

Heart

303

13

49

0.82

0.86

117

0.82

0.86

15

HIV

5,840

8

160

0.87

0.88

449

0.87

0.88

36

Titanic 2,201

3

8

0.79

0.76

118

0.79

0.75

10
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EC2 c5.18xlarge instance with 72 cores. It is clear from our experiments that our
MCA-miner matches the performance of FP-Growth in each case, while significantly
reducing the computation time required to mine rules and train BRL models.

5 Screening Tools for Clinical Psychiatry
The Consortium for Neuropsychiatric Phenomics (CNP) [23] is a project aimed at
understanding shared and distinct neurobiological characteristics among multiple
diagnostically distinct patient populations. Four groups of subjects are included in
the study: healthy controls (HC, n = 130), Schizophrenia patients (SCHZ, n = 50),
Bipolar Disorder patients (BD, n = 49), and Attention Deficit and Hyperactivity
Disorder patients (ADHD, n = 43). The total number of subjects in the dataset is
n = 272. Our goal in analyzing the CNP dataset is to develop interpretable screening
tools to identify the diagnosis of these three psychiatric disorders in patients, as well as
finding transdiagnostic tools that identify the commonalities among these disorders.

5.1 CNP Self-reported Instruments Dataset
Among other data modalities, the CNP study includes responses to p = 578 individual questions
 pper subject [23], belonging to 13 self-report clinical questionnaires with
a total of i=1 |ai | = 1350 categories. The 13 questionnaires are: “Adult ADHD
Self-Report Screener” (ASRS), “Barratt Impulsiveness Scale” (Barratt), “Chapman Perceptual Aberration Scale” (ChapPer), “Chapman Social Anhedonia Scale”
(ChapSoc), “Chapman Physical Anhedonia Scale” (ChapPhy), “Dickman Function and Dysfunctional Impulsivity Inventory” (Dickman), “Eysenck’s Impulsivity
Inventory” (Eysenck), “Golden and Meehl’s 7 MMPI Items Selected by Taxonomic
Method” (Golden), “Hypomanic Personality Scale” (Hypomanic), “Hopkins Symptom Check List” (Hopkins), “Multidimensional Personality Questionnaire—Control
Subscale” (MPQ), “Temperament and Character Inventory” (TCI), and “Scale for
Traits that Increase Risk for Bipolar II Disorder” (BipolarII).
The details about these questionnaires are beyond the scope of this paper, and
due to space constraints we abbreviate the individual questions using the name in
parenthesis in the list above together with the question number. Depending on the
particular clinical questionnaire, each question results in a binary answer (i.e., True
or False) or a rating integer (e.g., from 1 to 5). We used each possible answer as a
literal attribute, resulting in a range from 2 to 5 categories per attribute.

Q. Gao et al.
MCA-miner
FP-Growth
Apriori
Carpenter

Time

104
103
102

102

1

10

100

103

Time

105

0

100 200 300 400 500 600

multi-core
single-core

0

Number of Attributes

500

Rule Set Size

1000

Run-time Ratio

26
slope=0.52

5
4
3
2
2

3

4

5

6

7

8

9

Number of Chains

Fig. 2 Wall execution times of our MCA-miner and parallel MCMC implementations. All times
are an average of 5 runs

5.2 Performance Benchmark
This is a challenging dataset for mostrule learning algorithms since it is wide,
p
with more features than samples since i=1 |ai |  p  n. Indeed, just generating
all rules with 3 literals from this dataset results in approximately 23 million rules.
Figure 2a compares the wall execution time of our MCA-miner against three popular
associative mining methods: FP-Growth, Apriori, and Carpenter, all using the implementation in the PyFIM package [4] and the same set of CNP features. While the
associative mining methods are reasonably efficient on datasets with few features, for
datasets with roughly 100 features they result in out-of-memory errors or impractically long executions (longer than 12 h) even on large-scale compute-optimized
AWS EC2 instances. In comparison, MCA-miner empirically exhibits a grow rate
compatible with datasets much larger than CNP. It is worth noting that while FPGrowth is shown as the fastest associative mining method in [4], its scaling behavior
versus the number of attributes is practically the same as Apriori in our experiments.
In addition to the increased performance due to MCA-miner, we also improved the
implementation of the BRL training MCMC algorithm by running parallel Markov
chains simultaneously in different CPU cores, as explained in Sect. 2. Figure 2b shows
the BRL training time comparison for the same rule set between our multi-core implementation against the original single-core implementation reported in [17]. Also,
Fig. 2c shows that the multi-core implementation convergence time scales linearly
with the number of Markov chains, with tsingle-core ≈ 21 Nchains tmulti-core .

5.3 Interpretable Classifiers
In the interest of building the best possible screening tool for the psychiatric disorders
present in the CNP dataset, we build three different classifiers. First, we build a binary
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transdiagnostic classifier to separate HC from the set of Patients, defined as the
union of SCHZ, BD, and ADHD subjects. Second, we build a multi-class classifier
to separate all four original categorical labels available in the dataset. Finally, we
evaluate the performance of the multi-class classifier as a transdiagnostic tool by
repeating the binary classification task and comparing the results. All validations were
performed using 5-fold cross-validation. In addition to using Accuracy and ROCAUC as performance metrics as in Sect. 4, we also report the Cohen’s κ coefficient [7],
which ranges between –1 (complete misclassification) and 1 (perfect classification),
as another indication for the effect size of our classifier since it is compatible with both
binary and multi-class classifiers and commonly used in the healthcare literature.
Binary transdiagnostic classifier The rule list was generated using all the available
samples, namely 130 HC versus 142 Patients, and is shown in Fig. 3. A description of
the questions in Fig. 3 is shown in Table 3. Note that most subjects are classified with
a high probability in the top two rules, which is useful in situations where fast clinical
screening is required. The confusion matrix for this classifier is show in Fig. 5a.
We also benchmark the performance of our method against other commonly used
machine learning algorithms compatible with categorical data, using their Scikitlearn [22] implementations and default parameters. As shown in Table 2, our method
has comparable effect size, if not better, than the state of the art.
Multi-class classifier Figure 4 shows the rule list obtained using the all 4 labels in
the CNP dataset. We sub-sampled the dataset to balance out each label, resulting

Number of Samples

125

HC
Patients

100
75
50
25
0

1

2

3
4
Rule Index

5

Fig. 3 Transdiagnostic screening of psychiatric disorders in the CNP dataset. Estimated probabilities for each label shown in parenthesis
Table 2 Transdiagnostic prediction performance comparison for different models
Classifier
Accuracy
ROC-AUC
Cohen’s κ
MCA-miner + BRL
Random forest
Boosted trees
Decision tree

0.79
0.75
0.79
0.71

0.82
0.85
0.87
0.71

0.58
0.51
0.59
0.43
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0.06

0.06
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0.5
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0

0
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0.06
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0.06

0.72

0.28

ADHD+BD+SCHZ
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0.77
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0.72
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0.07
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0.93
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Fig. 4 Multi-class screening of psychiatric disorders in the CNP dataset. Estimated probabilities
for each label shown in parenthesis

0.08

0.92
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ADHD+BD+SCHZ

Predicted

Fig. 5 Confusion matrices on test cohorts for our classifiers

in n = 43 subjects for each of the four classes, with a total of n = 172 samples.
Our classifier has an accuracy of 0.57 and Cohen’s κ of 0.38, and Fig. 5b shows
the resulting confusion matrix. The questions present in the rule list are detailed in
Table 3.
While the accuracy of the rule list as a multi-class classifier is not perfect, it is
worth noting how just 7 questions out of a total of 578 are enough to produce a
relatively balanced output among the rules. Also note that, even though each of the
13 questionnaires in the dataset has been thoroughly tested in the literature as clinical
instruments to detect and evaluate different traits and behaviors, the 7 questions
picked by our rule list do not favor any of the questionnaires in particular. This is
an indication that classifiers are better obtained from different sources of data, and
likely improve their performance as other modalities, such as mobile digital inputs,
are included in the dataset.
Binary classification using multi-class rule list We replace the ADHD, BD, and
SCHZ labels with Patients to evaluate the performance of the multi-class classifier as
a binary transdiagnostic classifier. Using the cross-validated multi-class models, we
compute their performance as binary classifiers obtaining an accuracy of 0.77, ROCAUC of 0.8, and Cohen’s κ of 0.54. The confusion matrix is shown in Fig. 5c. These
values are on par with those in Table 2, showing that our method does not decrease
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Table 3 CNP dataset questions singled out by the rule lists in Figs. 3 and 4. All questions are
True/False except when noted
Label
Question
Barratt#12
BipolarII#1
BipolarII#2
ChapSoc#9
ChapSoc#13
Dickman#22
Dickman#28
Dickman#29
Eyenseck#1
Golden#1
Hopkins#39
Hopkins#56
Hypomanic#1
Hypomanic#8
TCI#231

I am a careful thinker (answer: 1–4)
My mood often changes, from happiness to
sadness, without my knowing why
I have frequent ups and downs in mood, with
and without apparent cause
I sometimes become deeply attached to people
I spend a lot of time with
My emotional responses seem very different
from those of other people
I don’t like to do things quickly, even when I
am doing something that is not very difficult
I often get into trouble because I don’t think
before I act
I have more curiosity than most people
Weakness in parts of your body
I have not lived the right kind of life
Heart pounding or racing (answer: 0–3)
Weakness in parts of your body (answer: 0–3)
I consider myself to be an average kind of
person
There are often times when I am so restless that
it is impossible for me to sit still
I usually stay away from social situations
where I would have to meet strangers, even if I
am assured that they will be friendly

performance by adding more categorical labels. Note that while the original binary
classifier is highly accurate identifying HC subjects, the multi-class classifier with
binary emission is better at identifying Patient subjects, opening the door to new
techniques capable of fusing the best properties of these different rule lists.

6 Discussion
We formulated a novel MCA-based rule mining method, with excellent scaling properties against the number of categorical attributes, and presented a new implementation of the BRL algorithm using multi-core parallelization. We also studied the
CNP dataset for psychiatric disorders using our new method, resulting in rule-based
interpretable classifiers capable of screening patients from self-reported question-
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naire data. Our results not only show the viability of building interpretable models
for state-of-the-art clinical psychiatry datasets, but also highlight the scalability of
these models to larger datasets to understand the interactions and differences between
these disorders. We are actively exploring avenues for improving recruitment and
reducing screening rejections in clinical trials.
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Automatic Exercise Recognition
with Machine Learning
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Abstract Although most individuals understand the importance of regular physical
activity, many still lead mostly sedentary lives. The use of smartphones and fitness
trackers has mitigated this trend some, as individuals are able to track their physical
activity; however, these devices are still unable to reliably recognize many common
exercises. To that end, we propose a system designed to recognize sit ups, bench
presses, bicep curls, squats, and shoulder presses using accelerometer data from
a smartwatch. Additionally, we evaluate the effectiveness of this recognition in a
real-time setting by developing and testing a smartphone application built on top of
this system. Our system recognized these activities with overall F-measures of 0.94
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and 0.87 in a controlled environment and real-time setting respectively. Both users
who were and who were not regularly physically active responded positively to our
system, noting that our system would encourage them to continue or start exercising
regularly.
Keywords Machine learning · Activity recognition · Exercise recognition

1 Introduction
The World Health Organization (WHO) recommends that adults engage in at least
150 min of moderate or 75 min of vigorous aerobic exercise per week. Furthermore,
adults should perform activities designed to strengthen their major muscle groups
at least two days a week [17]. Studies have found that this kind of regular physical activity can add 1.3–3.7 years to life expectancy [7, 18] and can contribute to
improved mental health [9]. The consequences of regular physical inactivity are similarly compelling, as it is one of the leading risk factors for global mortality, behind
only high blood pressure, tobacco use and high blood glucose [17] and is a major
cause of breast and colon cancer, diabetes, and ischemic heart disease [16].
Most individuals understand the importance of physical activity and even intend
to exercise regularly; however, for varying reasons they fail to act [22]. Indeed a
recent study found that 27.5% of adults worldwide were not physically active enough
in 2016, with this percentage being even higher in high-income countries [10]. A
number of studies have looked at these barriers to staying physically active, and found
the causes generally center around the amount of effort involved both in terms of
time and physical exertion [3]. Thus, any solution aimed at encouraging individuals
to become more physically active would need to overcome these barriers. Several
solutions have been implemented over the years, most notably in the form of wearable
fitness trackers and smartwatches. By being able to recognize common physical
activities such as walking, running, and biking, these devices allow individuals to
seamlessly incorporate activity tracking into their daily lives. However, while these
devices have had significant success, the number of activities they are able to reliably
recognize still remains limited [5].
In this work we present a system that is able to recognize the activities of sit
ups, bench presses, bicep curls, squats, and shoulder presses. While several existing systems do allow users to track these exercises, they require users to manually
select what exercise they are doing before they can track the exercise. Furthermore
we tested the effectiveness of this recognition framework in a real-time setting by
incorporating our recognition into a smartphone application. By presenting a system
that can automatically detect when these activities are being performed we aim to
remove some of the effort involved in performing these activities in an effort to make
it easier for individuals to regularly engage in physical activity.
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2 Prior Work
In recent years there has been a wide array of work done in the activity recognition space. Studies have looked at recognizing sports activities [4, 14], ambulatory
activities [1], and even daily health activities [5, 26]. Several studies have looked
at recognizing exercises and other weight-lifting activities. Some of these studies
have looked at a combination of basic ambulation activities and exercise activities.
Tapia et al. [24] recognized basic ambulation activities as well as the exercises of
cycling, rowing, bicep curls, jumping jacks, push ups, sit ups, and carrying and
moving weights. They used a combination of 5 accelerometers placed on different
parts of the body and a heart rate monitor worn on the chest but found that adding
heart rate data only marginally improved their accuracy. Bartley et al. [2] developed
World of Workout, which recognized activities in three different categories—speed,
strength, and stamina—in order to level up a character in their mobile RPG designed
to encourage individuals to become more physically active.
There are a number of studies that have looked specifically at recognizing musclestrengthening activities. A number of these studies utilize data from both accelerometers and gyroscopes. Mortazavi et al. [15] sought to recognize five exercises using
accelerometer and gyroscope data and found that in most cases they were able to accurately recognize the motion using the features extracted from a single accelerometer
axis. Um et al. [25] used accelerometer and gyroscope data from a PUSH armband
to recognize the 50 most commonly performed exercises using a CNN; however this
system was not tested in a real-time setting. Morris et al. [13] developed RecoFit,
which utilized accelerometer and gyroscope data to recognize up to 13 exercises.
Kowsar et al. [12] looked specifically at recognizing the bicep curl and determining if they could recognize when someone was performing the exercise incorrectly.
Pruthi et al. [20] developed Maxxyt, a system focused on recognizing repetitions
rather than recognizing specific exercises and were able to accurately identify the
number of reps for 8 different exercises by counting the number of peaks in the
accelerometer and gyroscope data produced by performing these exercises.
A few studies have looked at recognizing exercises with just accelerometer data.
Pernek et al. [19] used a system of five accelerometers to recognize a set of 6 exercises but did not recognize repetitions. MiLift [23] recognized 15 exercises using
accelerometer data from the Moto 360 smartwatch; however, this system recognized
a slightly different set of exercises and utilized a different set of features and algorithms than those presented in this work to recognize these activities.
Our work differs from prior work in several ways. Although other works have
recognized more exercises, our work seeks to recognize exercises using solely
accelerometer data from a smartwatch. Additionally by developing a smartphone
application and implementing and evaluating both the performance of our recognition and the usability of the application, we take a step further towards seeing how
effective such a system would be in a real world scenario.
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3 Exercise Recognition
3.1 Data Collection
To collect data and build a model of the exercises, we developed a system consisting
of a Pebble smartwatch application and an Android application. Data was collected
from the Pebble smartwatch’s 4G 3-axis accelerometer at a sampling rate of 25 Hz.
Data was transmitted via Bluetooth to an Android application which both allowed
us to start and stop data collection and store the transmitted data for offline analysis.
Although the Pebble smartwatch is no longer commercially available and there are
newer smartwatches currently on the market, none of this work was dependent on
using a Pebble smartwatch in particular, as the goal of this work was to show that
these activities could be recognized with data from just a wrist-worn accelerometer.
For our study we collected data from seven participants for the following five
exercises: sit ups, bench presses, bicep curls, squats, and shoulder presses. Data
collected in between performing the specific exercises was labeled as “No Workout”.
Each participant performed 3 sets of 10 reps for each exercise. The goal of this data
collection was to capture the correctly performed movement constituting the exercise,
and as such participants were given weights that they could lift comfortably without
significant strain. For bench presses and squats users used a 45-pound bar, unless
a lighter bar was necessary. Shoulder presses and bicep curls were performed with
provided free weights.

3.2 Feature Extraction
Collected data was fed into a low pass filter (α = 0.25) and then segmented into
two-second static windows. From these windows we extracted a set of 36 features.
These consisted of the mean, standard deviation, minimum, and maximum of the
x, y, and z axes, each of these axes squared, the euclidean distance, the euclidean
distance squared, and the jerk of the euclidean distance. A number of studies have
shown these features to be effective in activity recognition [6].

3.3 Results
The extracted features were run through a several different classifiers with 10-fold
cross-validation using the Weka Data Mining Toolkit [11]. These results can be seen
in Table 1. Table 2 shows the confusion matrix for the best classifier, Random Forest,
which was able to recognize the exercises with an F-measure of 0.94.
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Table 1 Performance of classifiers for distinguishing between the six activities
Classifier
Overall F-measure
C4.5
SVM (Polynomial kernel)
KNN (K = 6)
Multilayer perceptron
Random tree
Random forest

0.90
0.84
0.93
0.93
0.88
0.94

Table 2 Confusion matrix for discerning between the six activities using Random Forest
Classified As
Activity
Sit up Bench Press Bicep Curl Squat Shoulder Press No Workout
Sit up
0.90
0
0
0
0
0.1
Bench Press
0
0.92
0
0
0.02
0.07
Bicep Curls
0
0.01
0.93
0
0
0.06
Squat
0
0.05
0
0.81
0
0.14
Shoulder Press
0
0.05
0
0
0.90
0.06
No Workout
0
0.01
0
0
0
0.98

4 Real Time System
4.1 Smartphone Application
Our smartphone application was designed with two goals in mind: exercise tracking
and goal setting; two of the more common design principles guiding the design of
health applications [21]. With those goals in mind, we designed five main sections
of our application all accessible from the Home screen of the application shown in
Fig. 1: Goals, Profile, Plan, History, and Start Workout. Goals allows users to set
specific goals, which the application will track and display on the Home screen.
Progress towards these goals is conveyed through a circular progress bar. Examples
of goals users can set include performing a certain number of reps and working out
for a set amount time per session. Profile allows users to view their workout statistics,
and edit basic profile details such as height and weight. Plan allows users to create,
edit, and delete specific workout plans, which consist of the desired exercises and
the number of reps for that exercise. History shows a complete list of the workouts
the user has done. Start Workout allows users to select the workout that they will be
doing and then tracks the exercises and the reps as they are being done.

38

V. Mendiola et al.

Fig. 1 Smartphone
application UI

4.2 Dynamic Windows
To facilitate real-time recognition, a second phase of classification was implemented
on top of the classified two-second windows, similar to that implemented by other
studies [5]. This phase takes advantage of the fact that multiple reps of a particular exercise are performed at a time. As such, we established a dynamic window
representing the exercise being performed. An exercise is said to start when three
out of five consecutive two second windows are classified as a particular window.
Subsequent two second windows are then added to this larger window until one of
two stopping conditions is met. The first stopping condition occurs when two subsequent windows are classified as No Workout. The second stopping condition occurs
when two subsequent windows are classified as another exercise that is poorly correlated with the exercise being done. These correlations were generated based on the
confusion matrix shown in Table 2.

4.3 Counting Reps
Whenever a new two-second window is added to this dynamic window, the dynamic
window is analyzed to determine how many reps the individual has done. This is done
by first identifying the axis with the highest variance, as this generally correlates with
the direction in which the exercise is being done. Next we count the number of peaks
that occur on that axis, where each peak represents a single rep. Peaks were counted
by determining if the data went above the third quartile after being below the first
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quartile. Due to the starting conditions of a dynamic window, there was a delay in
notifying the user of the number of reps they have completed; i.e. the number of reps
does not appear on the smartphone screen until the user has completed his or her
third rep.

4.4 Evaluation
To test our application, we conducted a user study consisting of 20 participants,
who were asked to perform one set of at least ten reps of each of the five exercises.
Participants were outfitted with the Pebble smartwatch and provided with an Android
phone with the application on it. Participants were asked to fill out questionnaires
before and after completing the study.
Pre-Study Questionnaire The pre-study questionnaire was given to the participants
of our study to understand their exercise history, mobile health application usage,
and smartwatch usage.
The Godin Leisure-Time Questionnaire [8] was given to users to determine their
previous workout history. This simple questionnaire has users report how frequently
they perform different levels of exercise: strenuous exercise, moderate exercise, and
mild exercise. The score resulting from this questionnaire is a number between 0 and
100 that represents the amount of exercise performed on average per week. A score
of less than 14 is inactive, a score between 14 and 23 is moderately active, and a
score over 24 is active.
Additionally, participants were asked whether or not they self-monitor their exercises, use any mobile health apps, or use a smartwatch. This information was used
to both facilitate the procedure and give us initial feedback on the accessibility of
our system, which requires a smartwatch and phone. These questions are shown in
Table 3.
Post-Study Questions on Perceived Accuracy and Usability Following use of
our application we asked participants a series of questions shown in Table 3. These
included questions on the perceived accuracy and usability of our application, as well
as what aspects of the application they liked and disliked.

4.5 Results
Real-Time Classification and Repetition Counting The performance of our system
in terms of exercise tracking can be broken down into two categories: classification
of the exercises being performed and counting the number of reps. Table 4 shows
the performance of our system for each exercise and the average percent error when
counting the number of reps of each exercise.
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Table 3 Survey Questions
Pre-study questionnaire When you exercise, do you record your exercises in a notebook,
phone, or on some other medium? Do you use any mobile health
apps? Do you use a smartwatch?
Post-study questionnaire On a scale from 1 to 5, how accurately did you feel that the
application predicted the correct exercise? On a scale from 1 to 5,
how accurately did you feel that the application counted your
repetitions? When did the application seem to predict the wrong
exercise? How could we improve upon this? When did the
application seem to predict the wrong number of repetitions? How
could we improve upon this? Was the application easy to use? Were
the application’s features and menus intuitive? Which features of the
application did you like? What features would you like to see added
to this application? If you exercise regularly, would you use this
application to facilitate your workouts? Why or why not? If you do
not exercise regularly, would this application make starting a workout
regimen easier? Why or why not? On a scale from 1 to 5, how likely
would you be to use this application again?

Table 4 Exercise classification F-measure and repetition error
Exercise
F-measure
Repetition Error (%)
Sit ups
Bench Presses
Bicep Curls
Squats
Shoulder Presses

0.98
0.73
1.00
0.79
0.83

25
15
12.5
42.5
8

Pre-Study Questionnaire The first section of our pre-study questionnaire was the
Godin Leisure-Time Questionnaire, which was used to establish an exercise profile
for each participant. Figure 2 expresses the number of participants that fell within
distinct ranges of Godin Leisure-Time scores. The remaining questions from the prestudy questionnaire asked users about different health-related habits before taking
the study.
We found that 40% of participants recorded their exercise in a notebook, phone,
or other medium. We found that the number of participants who used mobile health
apps and smartwatches was quite low, with only 35 and 20% saying they used them
respectively.
Post-Study Questionnaire After completing the study, participants were asked how
accurate they thought the classifier and repetition counter were. We used a 5-point
Likert scale to gauge their thoughts on the accuracy. The average Likert score for both
questions was 4.05. Figures 3 and 4 display the results from the perceived accuracy
questions.

Automatic Exercise Recognition with Machine Learning

41

Fig. 2 Godin Leisure-Time
results

Fig. 3 Question: How
accurately did you feel that
the application predicted the
correct exercise?

Fig. 4 Question: How
accurately did you feel the
application counted your
repetitions?

When asked what classification mistakes the system made the most common
responses were bench press and shoulder press being occasionally mistaken for
each other. When asked what repetition counting mistakes the system made the
participants found that squats were the most error-prone exercise. This agrees with
the experimental data above, as squats had a 40% error for repetition counting.
When asked about the ease of use and intuitiveness of the application all participants found the application both easy to use and the features and menus intuitive.
In terms of the liked features, most participants highlighted the live rep count as
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Fig. 5 Question: How likely
would you be to use this
application again?

a standout feature and appreciated that the app allowed for custom workout goal
tracking. When asked what they would like to see added to the application, the most
common responses called for more exercises and improved accuracy.
When we asked participants who currently exercise frequently whether they would
incorporate this application into their workout routine, 71.4% of participants noted
that they would continue using the application if it was made available. Additionally, 66.7% of participants who do not workout regularly noted that this app would
encourage them to start working out. Furthermore participants indicated that they
would be likely to use this application again, as can be seen in Fig. 5.

5 Future Work
One of the main limitations to our work is the limited number of exercises that our
system is able to recognize. To that end one of our immediate goals is to expand
the range of activities that our system can reliably recognize and track. It is worth
noting that because we are using a smartwatch as our data source we are restricted to
only being able to recognize activities that have some amount of wrist movement. In
addition to strength training exercises we plan on expanding our system to recognize
other physical activities that commonly factor into workout routines.
In this work, participants noted that they enjoyed the experience of using our
application during a single session and expressed enthusiasm towards continuing
to use the application. However we also plan to perform an independent long-term
study to more objectively ascertain how popular our application remains over time
and see how motivating it is for individuals. To do this, we plan on developing
both an iOS version of our Android application as well as versions of our Pebble
application that could run on other commonly owned smartwatches. This would
allow study participants to run our application on devices they already own, making
its integration into their daily lives more natural.
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6 Conclusion
The lack of exercise in modern society is a pressing issue, one that has resulted in an
ever-increasing obesity rate and a number of pressing health concerns. Smartphones
and fitness trackers have made it easier to integrate physical activity into our daily
lives, as they can reliably track a number of common physical activities. However,
the number of systems that are able to reliably track exercises beyond basic ambulatory activities are limited, and many of the systems that do exist rely on manual
input to track the exercise. Thus in this work we present a system designed to reliably recognize five common physical exercises in a real-time setting. We found that
participants appreciated having this recognition in a fitness application and that it
would encourage them to be physically active.
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Abstract Twitter, a general purpose social media service, has seen growing interests
as an active data source for possible use of post-market surveillance of medicinal
products. Being able to identify Twitter posts of personal experience related to medication use is as important as being able to identify expressions of adverse medical
events/reactions for the surveillance purpose. Identifying personal experience tweets
is a challenging task, especially in the aspect of engineering features for classification.
Word embedding has become a superior alternative to engineered features in many
text classification applications. To investigate if word embedding-based methods
can perform constantly better than conventional classification methods with engineered features, we assessed the classification performance of 4 word embedding
techniques: GloVe, word2vec, fastText, and wordRank. Using a corpus of 22 million
unlabeled tweets for learning of word embedding and a corpus of 12,331 annotated
tweets for classification, we discovered that word embedding-based classification
methods consistently outperform the engineered feature-based classification methods with statistical significance of p < 0.01, but there exist no significantly statistical
differences among the 4 study word embedding methods (p < 0.05).
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1 Introduction
Social media data have become an active source of data for possible use of postmarket surveillance on pharmaceutical products, and this phenomenon was driven
and motivated by several factors including under-reporting of adverse medical events
by patients [9], and efforts of gathering user-generated information pertaining to the
adverse effects (self-reported information) [17], and regulatory agencies’ interest in
seeking alternative data sources for post-market surveillance of medicinal products
[18]. Twitter, a microblogging service, has been an active data source for this purpose
[3, 6–8, 12, 15, 16, 20, 22, 23]. While the main focus of the endeavor using Twitter
data has been on identification of expressions of adverse drug effects in Twitter posts
or tweets, which is important, we consider it equally important to discover Twitter
posts of personal experiences related to the uses of medications. This is to ensure
that study Twitter posts will contain expressions of adverse effects associated with
the uses of medications. Twitter, as a general purpose social media platform, is not
specifically for health-related topics. Twitter users can virtually post anything online
and this can make Twitter data noisy and irrelevant to health issues. Identifying
Twitter posts of personal experiences related to medicinal uses can help reduce the
noise and filter out irrelevant Twitter posts.
Personal experience is related to any facts encountered by a person. In the case
of medication use, personal experience can be related to any changes of a person’s
health condition due to the administration of the medication. Below are examples of
personal experience (underscored) tweets pertaining to the use of medication (bold):
“This Doxycycline makes me a bit queasy.”
“Celebrex once a day keeps my pain away huhu”
“I’m on methotrexate and Humira—and now free from the worst of the pain.”

Prior to November 2017, Twitter only allowed 140 characters in a single post,
and this limitation had yielded many creative ways of expressing health concepts to
include the needed information within the space limit, without following the spelling
and grammatical rules [13]. Even without the 140 character limit, there could be many
different ways to express the same health concept. Therefore, being able to correctly
identify the tweets of personal health experience is a challenge in the field of natural
language processing (NLP).
Identification of personal experience tweets is a binary classification problem.
The challenge lies in the semantic representation of tweet text. Traditionally a set of
features engineered by human expert are used to feed into a classifier. Intuitively, these
categories of data of each Twitter post may be used for features: tweet text, metadata
and network information [11, 24]. The tweet text, embedded in the text posted by a
user, is semantically rich and can be processed with various NLP techniques, from
part-of-speech (POS) tagging to named entity recognition (NER). The metadata of
a tweet include the information such as creation timestamp, application used to post
the tweet, the Twitter user information, number of favors, and so forth. Limited
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by human knowledge and insight, engineered features are not necessarily optimal
in representing semantics in the text, leading to poor classification performance
on Twitter data. Other approaches need to be sought to improve the classification
performance.
Personal pronouns were first considered as important features to predict personal
experience tweets related to drug effects [12]. A set of features, including Twitter specific features, n-grams, punctuation elements, and topics, was developed by Alvaro
and colleagues [1] to identify first-hand experiences of prescription drug use. A significant amount of efforts was required to extract these features, and the feature of
topic derived from Latent Dirichlet Allocation (LDA) was discarded by the authors
due to the minimum effect of the feature. While developing an iterative method of
constructing corpora of personal experience tweets, Jiang and colleagues used 22
engineered features from both textual data and metadata of tweets [11]. Calix et al.
[5] further investigated the concept of deep grammulator to improve the discriminatory ability of classifiers by adding features related to the textual terms frequently
appearing in one class but not in the opposite class. Recent development in word
embedding has demonstrated successes in many text classification tasks. This led to
the work of using word embedding rather than human engineered features to predict personal experience tweets, and combining word embedding (word2vec) with
a recurrent neural network demonstrated a significant improvement of classification
performance (p < 0.01) [14].

2 Research Questions
In this study, we seek to answer the following research questions:
RQ1. Do commonly used word embedding techniques perform consistently better
than baseline methods? Our baseline methods include conventional classifiers with
human engineered features as well as bag-of-words with the linear regression classifier.
RQ2. Among the study word embedding techniques, does any one of them outperform
others?
Answers to these research questions can guide us in selecting appropriate word
embedding techniques to represent semantics in Twitter text for identification of
personal experience tweets pertaining to medication use.

3 Method
To find the answers to our research questions, we chose a set of baseline classification methods using engineered features and vector representation features along with
conventional classifiers. Twenty two engineered features as described in [11] were
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Fig. 1 The setup of classification methods

used with linear regression (LR), decision tree (DT), k-nearest neighbors (KNN),
and support vector machine (SVM) classifiers. Bag-of-words (BoW), a vector representation of word occurrences in the tweet text, was used with the logistic regression
algorithm (BoW + LR). Four word embedding techniques, GloVe [21], fastText [4],
word2vec [19], and WordRank [10] were considered. They were used to represent
semantics of tweet text after learning from a corpus of 22 million unannotated tweets.
The word embedding representations of tweets were fed to a long short term memory (LSTM) neural network for classification. Both BoW and word embedding are
thought as self-learned features without supervision. The setup of the classification
methods is shown in Fig. 1.

3.1 Word Embeddings
Word embeddings or neural language models, a new breed of distributional semantic
models, use dense vectors of real numbers to record context information in a large
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corpus of unlabeled text, and the vectors are constructed by the way of assigning
maximized probability of the contexts to the values (or weights) in the vector [2].
The collection of vectors generated through word embedding forms a vector space
model (VSM). The advantage of the approach is that there is no need to annotate the
data in the corpus, which can become impractical and cost-prohibitive if the corpus
is very large. Four commonly used word embedding techniques were investigated in
this study: GloVe, fastText, word2vec, and WordRank.
In this research, two special terms, “unknown” and “pad”, were added to the
vocabulary which is the collection of all of the unique terms in the unlabeled corpus.
This was to handle terms unseen and to pad for a fixed length sequence of 48 vectors.
Each tweet was treated as a sequence of 48 term index vectors—a term index is the
term’s position in the vocabulary and each vector is of 128 dimensions. Any tweets
shorter than 48 terms (tokens) were padded with “pad” index vectors. This sequence
of vector representation of tweet index terms was feed to the LSTM neural network
for classification.

3.2 Data
Two corpora of tweets were used in the study. The first one consists of 22 million
raw tweets (without label), and the second corpus is a collection of 12,331 tweets
randomly selected from the first corpus and annotated. In the annotated corpus,
retweets and non-English posts were discarded to eliminate the data duplication and
facilitate the subsequent analyses.
The first corpus of tweets was collected using Twitter Streaming APIs1 from 25
August 2015 to 7 December 2016, with brand and generic names of 103 medicines
as filter keywords. This corpus was used for word embedding learning.
The second tweet corpus, for testing the classification performance of the study
methods (baseline and word embedding), was constructed through an iterative process [11] during which tweets were labelled by three annotators. A guideline of
annotation was developed first and shared with all the annotators. A collection of
first 100 tweets independently labelled by annotators was reviewed by the first author
and annotators to establish the gold standard of annotation. Annotators independently
completed the rest of the tweets and a solver stepped into settle any disagreed labels
in the corpus. This corpus of annotated tweets is available on Github.2

1 https://developer.twitter.com/en/docs/tweets/filter-realtime/overview.
2 https://github.com/medeffects/tweet_corpora.
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3.3 Experiment Design
Ten-fold cross-validations were used to (a) derive the average classification performance of each method and (b) facilitate statistical analyses of the performance
differences. Choice of ten-fold cross-validations over a single split of annotated tweet
corpus into training and test sets is to help discern whether or not the differences
in classification performances are due to the chance. Same 10 folds were used with
each classification method and paired t-tests were performed to show the statistical
significances of the differences. T-tests were performed on two sets of results: one
between each word embedding method and each baseline method (the answer to
RQ1), and another between each pair of word embedding methods (the answers to
RQ2).

3.4 Implementation
All baseline methods were implemented using the scikit-learn toolkit,3 an open
source Python library for machine learning. For word embedding methods, tensorflow4 implementation of word2vec was chosen, and the native code was used for
other techniques with a minor change in WordRank to eliminate the dependency on
special parallel hardware. The implementation of the LSTM algorithm in Keras5 was
untilized.
Our LSTM neural network used a general L2 regularization, and was trained
with 5 epochs upon which the accuracy changes became stable. The class weight
adjustment was implemented in the neural network in order to boost the significance
of minority class in our class-imbalanced corpus of annotated tweets (more negatives
than positives). The ratio of the number of majority class instances to the number of
minority class instances is the weight of the minority class.

4 Results
Table 1 shows the performance measurements of all the classification methods studied. Listed in Table 2 are the p values from the paired t-tests of 10 cross-fold validations of each performance measure between each word embedding-based method
(across) and each baseline method (left). The purpose of having Table 2 is to
demonstrate if the differences in performance measure between each pair of a word
embedding-based method and a baseline method are of statistical significance (p <
0.01). Displayed in Table 3 are the results of paired t-tests of 10 cross fold valida3 http://scikit-learn.org.
4 https://www.tensorflow.org/.
5 https://keras.io/.
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Table 1 Performance measurements of all the study classification methods. Top 5 methods are the
baseline methods, among which top 4 use 22 human-engineered features. PET stands for personal
experience tweet
Classification
method

Accuracy

Precision (PET)

Recall (PET)

F1 (PET)

ROC/AUC

22 Features +
Logistic regression

0.637

0.356

0.471

0.405

0.598

22 Features +
Decision tree

0.602

0.329

0.442

0.357

0.547

22 Features +
KNN

0.669

0.383

0.481

0.411

0.604

22 Features +
SVM

0.635

0.339

0.478

0.393

0.580

BoW + Logistic
regression

0.757

0.498

0.567

0.530

0.698

FastText + LSTM

0.818

0.602

0.736

0.661

0.790

GloVe + LSTM

0.814

0.592

0.757

0.662

0.794

Word2vec +
LSTM

0.815

0.598

0.702

0.645

0.776

WordRank +
LSTM

0.793

0.555

0.728

0.627

0.771

tions of each performance measure between a given word embedding-based method
(left) and other word embedding-based methods (across). This table exhibits if the
differences among word embedding-based methods are of statistical significance (p
< 0.05). The boldfaced measures (on the left) are the ones having the highest values
among all the methods shown in Table 1 (accuracy and precision for fastText, and
recall, F1 and ROC/AUC for GloVe).

5 Discussions
As can be seen in Table 1, both BoW and word embedding methods show better
performance than engineered feature methods, an indication that the 22 previously
engineered features do not seem to be optimal. In addition, all the word embeddingbased methods demonstrate better classification performance—that is, all the values
for word embedding-based methods are higher than every baseline method. Although
the BoW + LR method shows a better classification performance than the engineered
feature methods, all the word embedding-based methods display better performances
than the BoW + LR method. The result of statistical analysis of these observed
differences shown in Table 2 indicates that they are significant with p < 0.01.
Observing the data in Table 3, one can see that the t-test results (p values) of each
performance measure between any pair of word embedding-based methods show
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Table 2 Results of paired t-tests between each pair of a baseline method and a word embeddingbased method. Numbers in the table are p values and those in boldface are the highest of each
column. None of the boldface values are greater than or equal to 0.01 (1.00 × 10−2 )
Logistic
regression

Measure

GloVe

fastText

word2vec

WordRank

Accuracy

2.86 × 10−7

4.82 × 10−9

2.52 × 10−8

1.49 × 10−7

Precision

2.44 × 10−7

6.66 × 10−10

1.85 × 10−9

3.90 × 10−8

5.48 ×

10−9

1.12 × 10−6

5.87 ×

10−10

5.13 × 10−10

2.34 ×

10−8

F1

2.90 ×

10−10

ROC/AUC

6.95 × 10−10

Recall

Decision tree

SVM

1.84 × 10−10
1.12 ×

10−4

6.03 ×

10−5

1.46 × 10−9

1.04 × 10−8

1.80 ×

10−4

4.15 × 10−4

1.51 ×

10−4

6.73 × 10−4

1.55 ×

Precision

1.49 ×

10−4

Recall

1.47 × 10−6

4.13 × 10−6

6.99 × 10−6

1.30 × 10−4

1.28 ×

10−6

7.37 ×

10−7

1.92 ×

10−6

4.02 × 10−6

ROC/AUC

7.12 ×

10−6

6.02 ×

10−6

1.16 ×

10−5

1.52 × 10−5

Accuracy

1.63 × 10−4

7.48 × 10−5

8.08 × 10−5

1.34 × 10−4

Precision

2.43 ×

10−4

5.65 ×

10−5

6.22 ×

10−5

1.89 × 10−4

Recall

6.15 ×

10−5

3.63 ×

10−4

1.40 × 10−3

2.57 × 10−3

F1

3.83 × 10−5

6.97 × 10−5

8.50 × 10−5

1.82 × 10−4

10−5

10−5

10−4

1.68 × 10−4

Accuracy

ROC/AUC

1.84 ×

Accuracy

8.72 × 10−8

3.12 × 10−8

1.17 × 10−8

1.91 × 10−7

Precision

6.61 ×

10−7

1.76 ×

10−7

4.61 ×

10−8

4.21 × 10−6

Recall

2.18 ×

10−6

1.90 ×

10−5

1.74 ×

10−4

5.77 × 10−5

F1

3.61 × 10−7

3.67 × 10−7

7.89 × 10−7

1.44 × 10−6

3.94 ×

10−7

1.54 ×

10−6

5.02 ×

10−6

1.78 × 10−6

Accuracy

1.63 ×

10−3

7.83 ×

10−4

4.26 ×

10−4

6.17 × 10−3

Precision

2.21 × 10−3

7.94 × 10−4

2.22 × 10−4

7.12 × 10−3

1.42 ×

10−7

1.64 ×

10−5

1.79 ×

10−4

1.56 × 10−4

F1

1.56 ×

10−5

5.02 ×

10−5

9.85 ×

10−5

2.17 × 10−4

ROC/AUC

4.28 × 10−8

2.12 × 10−5

3.40 × 10−5

ROC/AUC
BOW + LR

5.36 ×

10−11

10−4

F1
KNN

5.22 ×

10−9

Recall

6.94 ×

3.38 × 10−6

1.29 ×

that the differences of values shown in the bottom 4 rows of Table 1 are not of
statistical significance (even with p < 0.05). In other words, there exists no statistical
significance for any word embedding method to perform differently than any other
word embedding methods.
In Table 1, the fastText + LSTM method shows highest values in both accuracy
and precision, but they are of statistical significance only with the WordRank +
LSTM method (Table 3). Similarly, the GloVe + LSTM method displays highest
values in recall, F1, and ROC/AUC, but the recall is statistically different only than
that of the word2vec + LSTM method, and both F1 and ROC/AUC values are
of statistical difference only to those of the word2vec + LSTM and WordRank +
LSTM methods. In other words, there is no clear winner among the word embedding-
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Table 3 Results of paired t-tests of each performance measure of a method on the left with each
method across. Figures in bold are less than or equal to 0.05 (5.00 × 10−2 )
Measure
FastText

FastText

Precision

2.53 ×

10−1

Recall

1.39 × 10−1

3.70 × 10−3

3.72 × 10−1

4.47 ×

10−1

2.13 ×

10−2

8.61 × 10−4

2.50 ×

10−1

5.08 ×

10−3

1.33 × 10−2

2.51 ×

10−1

3.69 × 10−3

3.60 ×

10−1

6.50 × 10−3

Accuracy

2.87 × 10−1

4.38 × 10−1

2.72 × 10−3

Precision

2.53 ×

10−1

2.85 ×

10−1

1.03 × 10−2

Recall

1.39 ×

10−1

2.03 ×

10−2

1.66 × 10−1

F1

4.47 × 10−1

1.63 × 10−2

2.00 × 10−4

2.50 ×

10−1

10−2

5.98 × 10−3

Accuracy

2.51 ×

10−1

Precision

ROC/AUC

Recall

WordRank

WordRank

2.87 ×

Accuracy

ROC/AUC

Word2vec

word2vec
10−1

F1
GloVe

Glove

1.13 ×
10−1

1.01 × 10−3

3.60 × 10−1

2.85 × 10−1

1.12 × 10−3

10−3

10−2

1.80 × 10−1
3.11 × 10−2

3.70 ×

4.38 ×
2.03 ×

F1

2.13 × 10−2

1.63 × 10−2

ROC/AUC

5.08 × 10−3

1.13 × 10−2

10−3

10−3

Accuracy

3.69 ×

Precision

6.50 × 10−3

1.03 × 10−2

1.12 × 10−3

Recall

3.72 × 10−1

1.66 × 10−1

1.80 × 10−1

10−4

10−4

3.11 × 10−2

5.98 × 10−3

2.70 × 10−1

F1

8.61 ×

ROC/AUC

1.33 × 10−2

2.72 ×

2.70 × 10−1

2.00 ×

1.01 ×

10−3

based methods studied. In addition, word2vec is perhaps the most popular word
embedding technique widely used in various tasks of natural language processing,
but our analysis indicates that this popular technique may not be the best choice as
many perceived.

6 Conclusion
In this research, four word embedding techniques were assessed for representing
semantics of tweet text in the classification task of predicting personal experience
tweets related to the medication use. The results of statistical analyses show that (1)
the word embedding-based classification methods using LSTM outperform both the
feature-based classification methods and the bag-of-words with logistic regression
method, and (2) there are no consistently statistical differences in classification performance among the four word embedding techniques studied. In other words, all
four word embedding techniques can perform similarly, and any of them can be the
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choice of representing tweet text with self-learned features from unannotated data
for predicting personal experience tweets related to medication use.
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Using Machine Learning for Automatic
Estimation of M. Smegmatis Cell Count
from Fluorescence Microscopy Images
Daniel Vente, Ognjen Arandjelović, Vincent O. Baron, Evelin Dombay
and Stephen H. Gillespie

Abstract Relapse in Tuberculosis (TB) patients represents an important challenge
to improve treatment. A large number of patients undergo relapse even after what was
thought to be a successful treatment. Lipid rich (LR) bacteria, surviving treatment,
are thought to play a key role in patient relapse. The presence of bacteria with intracellular lipid bodies in patients sputum was linked to higher risk of poor treatment
outcome. LR bacteria can be stained and detected using fluorescence microscopy.
However, manual counting of bacteria makes this method too labour intensive and
potentially biased to be routinely used in practice or to foster large-scale data sets
which would inform and drive future research efforts. In this paper we propose a
new algorithm for automatic estimation of the number of bacteria present in images
generated with fluorescence microscopy. Our approach comprises elements of image
processing, computer vision and machine learning. We demonstrated the effectiveness of the method by testing it on fluorescence microscopy images of in vitro grown
M. smegmatis cells stained with Nile red.
Keywords Microscopy · Tuberculosis · Computer vision · Health care · Public
health · Medicine · AI

1 Introduction
Tuberculosis (TB), a chronic pulmonary infection caused by the organism Mycobacterium tuberculosis (Mtb), is the most important cause of preventable infectious
disease death. Worldwide, TB kills an estimated 1 million people annually. The
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majority of the impact of the disease is felt in low and middle income countries,
especially in southern Africa and south-east Asia. While the WHO has resolved to
end TB by 2030, relatively little progress has been made in the past decade [30].

2 Background and Context
In this section, we present the relevant medical background needed to understand the
motivation behind our work and the context of the broader problem thus addressed.

2.1 Lethality of Mtb
Mtb is an airborne bacterium which requires large amounts of oxygen to survive
and is therefore predominantly found in the lungs of humans and occasionally other
mammals. Due to the airborne nature of the bacterium, it can spread quickly in
densely populated areas. One of the traits that make Mtb so difficult to treat is that
after infecting a patient it can be dormant for years before actively causing the disease
(the patients do not experience symptoms and transmit the disease at a low level) i.e.
be in the state known as latent TB. Mycobacterial dormancy corresponds to a cell state
in which bacteria exhibit low metabolic activity, the accumulation of intracellular
lipid bodies, the inability to grow on solid media, and the loss of acid fastness
among other features [21]. Dormant bacteria can then become active years after the
first infection when the patient’s immune system is weakened. Subpopulations with
compromised immune systems, such as heavy smokers, people suffering from HIV,
malnutrition, or diabetes are at greatly increased risk of showing active symptoms of
TB [7]. Once patients declare active sensitive TB they undergo a standard six month
long treatment using four antibiotics: rifampicin (RIF), isoniazid (INH), ethambutol
(EMB), and pyrazinamide (PZA). The WHO defined the different objectives for TB
treatment as: curing TB patients and restoring their productivity and quality of life,
preventing death due to active TB or its late effects, reducing the transmission of TB,
preventing drug resistance and the transmission of drug-resistant strains, and finally
preventing relapse [29]. There is a strong need in particular to reduce the duration of
treatment. However, new regimens tested in recent clinical trials, aiming at shortening
treatment, have failed to show superiority compared to the current practice, mainly
because of higher relapse rates [12, 16, 22].

2.2 Research Relevance
Relapse in TB could be defined as a patient with recurrent TB symptoms becoming
culture positive after having been culture negative and after completing an anti-TB
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treatment. In addition the original and the new isolates must have matching genotypes
to confirm relapse and exclude re-infection [15]. TB relapse remains relatively poorly
understood; it has been shown that relapse could occur even in patients who cleared
their sputum early in treatment [24]. Bacteria showing intracellular storage of nonpolar lipids represent a phenotype called lipid-rich (LR) cells, as opposed to lipidpoor (LP) cells. It is believed that LR bacteria that survive treatment play a key role
in patient relapse [24]. LR cells have been shown to be up to 40 times more resistant
to first-line drugs than LP bacteria [14] and the presence of cells with intracellular
lipid bodies in patients sputum on days 21 and 28 of treatment is associated with
higher risk of poor treatment outcome [27]. This line of inquiry is highly relevant
for both researchers and clinicians, as being able to detect the different bacterial
phenotypes could potentially help identify patients that are at a higher risk of poor
treatment outcome so they can be more carefully monitored and treated. Both polar
and non-polar lipids can be detected by Nile red staining. The fluorescent properties
of the fluorophore change based on whether it is located in a relatively polar or nonpolar lipid environment [13]. In samples stained with Nile red, short excitation and
emission wavelengths favour the detection of non-polar lipids such as triacylglycerols
while higher excitation and emission wavelengths allow the detection of polar lipids
(phospholipids of the membrane for example) [25]. A fluorescence microscopy image
showing the polar lipids of Nile red stained M. smegmatis cells is shown in Fig. 1.

Fig. 1 Typical fluorescence microscopy image showing polar lipids of 7 day old Nile red stained
M. smegmatis cells
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Intracellular non-polar lipid bodies, in mycobacteria, can be detected using Nile red
staining and fluorescence microscopy [11]. Several previous studies have used Nile
red staining to investigate the presence or absence of non-polar lipids in mycobacteria
[3, 8, 9, 14, 18, 19]. Manual counting of bacteria is a very labour intensive process.
The first step in developing a software solution to report on the relative percentages
of LR and LP cells present is to count the total number of cells. Therefore this
paper proposes an automatic procedure for estimating the cell number present in
fluorescence images of M. smegmatis cells stained with Nile red.

3 Technical Details
As can be seen in Figs. 1 and 2, the difficulty in counting the bacteria emerges from the
fact that they are often densely packed or even overlapping, so that it can be difficult
to distinguish them individually. Thus, to summarize, our method approaches the
task in several steps to address different challenges. First, we employ Canny edge
detection (CED) and morphological image processing to identify key image areas
of interest (AOI). After AOI are identified, features based on Local Binary Patterns
are extracted and used to describe the corresponding content. Finally, rather than
attempting to count individual cells, a regression based approach is used for the
inference of the cell count in each AOI. An overview of the process can be seen in
Fig. 3.

Fig. 2 Magnified input image patches exemplifying the impracticability of counting individual
cells
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Fig. 3 High level conceptual overview of the proposed algorithm

3.1 Data Acquisition
Bacterial culture M. smegmatis (NCTC 8159), was grown at 37 ◦ C in Middlebrook
7H9 medium (Sigma-Aldrich), supplemented with 0.45% (v/v) of glycerol (SigmaAldrich) and with 0.05% (v/v) Tween80 (Fisher Scientific).
Sample preparation In this work two experiments were performed. Both comprise
two sets of prepared samples: an early exponential phase culture (24-hour-old) and
a stationary phase culture (7-day-old). In each experiment, two times 100 µl from
a 7-day-old culture were taken and stained with Nile red. At the same time 200 µl
of the 7-day-old culture was spun down (20,000 g for 3 min) and then resuspended
in 500 µl of fresh 7H9 medium. The bacterial suspension was incubated at 37 ◦ C
for 24 h. Then the culture tube was spun down (20,000 g for 3 min), the supernatant
removed and the pellet resuspended in 200 µl of phosphate buffered saline (PBS).
Two times 90 µl from this suspension were taken and stained with Nile red.
Nile red staining Using a Nile red (Sigma-Aldrich) stock solution at 250 µg/ml dissolved in dimethyl sulfoxide (DMSO), 0.9–1 µl was added to the bacterial suspension
(90 or 100 µl) to obtain a final Nile red concentration of 2.5 µg/ml. The tubes were
then vortexed and left in the dark (covered with aluminium foil) at room temperature
for 10 min. The bacterial suspensions were then centrifuged at 20,000 g for 3 min
and the supernatant was discarded. Following this the bacteria were washed twice
using PBS (the pellet was resuspended in PBS, the tubes vortexed, then the tubes
were centrifuged at 20,000 g for 3 min and the supernatant was discarded). Finally,
the bacterial pellets were resuspended in 20 µl of PBS and 10 µl was heat fixed on
top of a microscopy slide. Similar Nile red staining protocols have been used with
success in previously published work [3, 19].
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Fluorescence micropscopy The microscopy slides were then observed using a fluorescence microscope (Leica DM5500). The objective used was a 100×-magnification
oil immersion objective. A Leica camera DFC 3000 G was used to capture images. A
L5 filter cube, presenting an excitation of 480/40 nm and an emission of 527/30 nm
was used to observe the fluorescence from Nile red located in a non-polar lipid environment. The TX2 filter cube with an excitation light of 560/40 nm and an emission
of 645/75 nm was used to detect the fluorescence from Nile red present in a polar
lipid environment.

3.2 Proposed Method
Localization The first step in the process is to obtain an AOI on which to perform our
learning. An example of this process is shown in Fig. 5. Firstly, the image was preprocessed using contrast stretching, a form of intensity normalization that is applied
as follows:
255
Iout = (Iin − plow )
(1)
phigh − plow
where plow and phigh represent lower and higher percentiles which are preset algorithm parameters.
After that, Canny edge detection [6] is used to produce a binary image which
captures variable information content across the input image [2]. To summarize the
key ideas, CED applies a Gaussian blur to the image to reduce high frequency noise.
Then the Sobel operator [26] is applied as a means of approximating the intensity
gradient at each pixel.
The Sobel operator comprises the application of two kernels, G x and G y respectively as can be seen in Fig. 4. As per the convolution theorem:
I ∗ G = F −1 {F{I } · F{G}}

(2)

where F denotes the Fourier transform [26]. We can then calculate the magnitude
and orientation of the gradient as follows:

Fig. 4 Sobel edge detection
directional kernels, G y and
G x respectively
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(G x ∗ I )2 + (G y ∗ I )2

Θ = arctan((G y ∗ I )/(G x ∗ I )).
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(3)
(4)

Non-maximum suppression to the gradient magnitude is applied thereafter. Since
the intensity gradient was calculated in the previous step and we are looking for
a continuous edge, only the pixels in the direction of the gradient and the negative
gradient have to be checked. Non-local maxima pixels are set to 0. Finally, hysteresis
thresholding is applied. This means that two thresholds are made use of. Any pixel
with an intensity below the lower threshold is set to 0, and anything that has a gradient
above the upper threshold is set to 1. If a gradient falls between the thresholds, it is
set to 1 only if it neighbours an edge pixel.
For the AOI extraction step, it is important that a bacterial clump is detected in
its entirety, as one connected object. Due to possibly non-uniform lighting, focusing
problems, as well as other potential issues encountered during image acquisition, it
is possible that the edge detector produces breaks in salient edges. For this reason,
repeated morphological dilation is applied to the original binary images, thickening
edges and thus closing small edge breaks. However, this introduces a tradeoff: if
an edge is dilated too much it can merge with neighbouring clusters. To minimize
this effect, erosion is applied after each dilation, thus thinning the edge again, while
retaining its greater continuity. Note that combining dilation and erosion with 8- and
4-connectivity respectively has a smoothing effect. After these operations, connected
component labelling is applied to the produced binary image. Then we extract the
coordinates of the bounding box from the binary image, which we then use to crop
out the AOI from the original images [26] (Fig. 5).
Feature extraction After AOI are localized, each is represented by a histogram of
local binary patterns (LBPs) [10, 17]. A local binary pattern is parameterized by two
values, P and R respectively, which represent the number of points sampled, and the
distance at which they are sampled from the target locus pixel. The corresponding
local binary pattern is then:
L B PP,R (x) =

P−1


s(g p − gc )2 p ,

(5)

p=0

with:

s(x) =

1 if x ≥ 0
0 otherwise

(6)

where gc is the intensity of the centre pixel and g p is the intensity of the pth pixel at
distance R. A single LBP is readily represented by a number, as illustrated in Fig. 6,
and an image patch by the corresponding histogram, as shown in Fig. 7.
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Fig. 5 Illustrative example of the proposed AOI extraction. One of the detected regions contains
a single bacterial cell whereas the other contains multiple cells which are not readily distinguished
one from another without expert semantic knowledge
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Fig. 6 Example of L B P8,1 extraction for an elementary image patch
Fig. 7 LBP histogram
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The eventual feature vector used in the regression step is the sum of all the histograms of the local binary patterns that are produced by processing all the AOI in
a sample. This feature vector is then used by a regression algorithm to produce a
prediction [1].

3.3 Model Selection and Parameter Learning
Since the number of cells in a particular slide can vary significantly, we decided to
use relative metrics. In particular we evaluated the models using the Percentage Error
(PE) and the Mean Absolute Percentage Error (MAPE).
Following the successes of such approaches reported in the recent literature [23],
we considered several regression types, namely linear (LR) [20], neural network
based (NN) [4], decision tree based (DT) [31], gradient boosting machine based (GB)
[28], and random forest based (RF) [5], the best amongst them selected automatically.
We imposed appropriate distributions over the parameters of all the algorithms [23],
and let each configuration run a randomized parameter search of 1000 iterations,
using 3-fold cross-validation for statistical robustness. The inferred best model was
used for the final error analysis.

4 Results and Discussion
The results of the randomized parameter search are summarized in Table 1. In
short, the gradient boosting based approach significantly outperforms the alternatives included in the selection process. Therefore this regression methodology was
adopted for use in the final analysis presented hereafter.
To gain insight into the overall structure of the proposed method’s performance
we started our analysis by examining the dependence of the error on the true, target
number of cells within a specific area of interest. The corresponding plots for the
two experiments are shown in Fig. 8a, b. It can be seen that most of the overall error
is contributed to by a small number of areas of interest. It is even more important to
observe that these generally correspond to areas with a small cell count—considering
that we are looking at relative rather than absolute error, this is reassuring because it
suggests low overall absolute error (error for the entire input image or slide).

Table 1 Random parameter search results
LR
NN
MAPE

0.347

0.322

DT

GB

RF

0.249

0.055

0.242
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(b) Experiment 2

(a) Experiment 1
Fig. 8 Prediction error as a function of the true cell count
Table 2 Summary of experimental results
Predicted count
True count
Experiment 1
Experiment 2

986
1015

1053
1020

Difference

Relative error (%)

67
5

6.3
0.4

To examine our hypothesis, we next looked at the slide level errors—the corresponding results are summarized in Table 2. As the figures clearly show, our method’s
performance is outstanding, resulting in the slide level error of less than 6.5%. Interpreted together with the previously discussed results, these statistics demonstrate
both the relative insignificance of the somewhat higher proportional error rate for
sparsely populated areas of interest and, importantly, that the errors seem to be symmetrically distributed, leading to cancellation of overcounts and undercounts when
aggregated over an entire input image.

5 Summary and Conclusions
TB remains a global health issue worldwide and relapse in TB patients is a major
obstacle to improving treatment conditions. LR cells are believed to play a central
role in relapse. The presence of cells with intracellular lipid bodies in patients sputum
was associated with higher risk of poor treatment outcome. Therefore, the proportion
of LR cells in patients sputum samples in early treatment could be an indicator of
long term treatment outcome.
In this paper we proposed an automatic method for estimating the number of the
bacteria present in a fluorescence microscopy image. Our method uses Canny edge
detection, morphological image processing, and connected component labelling to
extract salient image regions, the content of which is then captured by local binary
pattern histograms, followed by a machine learning stage which learns the mapping
from interest region representations to cell counts. Using data sets, generated from
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in vitro M. smegmatis cultures, we demonstrated that the proposed model performs
extremely well, achieving less than 6.5% error. These results provide strong evidence
of the potential of automatic image analysis tools for stained sputum smears and
motivate further work in the area.
Our immediate follow-up work will focus on extending the method to the estimation of LR cell count. In addition, we intend to extend the method so that it can deal
with patient samples which demand the ability to distinguish between bacteria and
confounding material found in this type of data.
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1. Arandjelović, O.: Reimagining the central challenge of face recognition: turning a problem
into an advantage. Pattern Recognit. 388–400 (2018)
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Abstract State-of-the-art named entity recognition (NER) systems have been improving continuously using neural architectures over the past several years. However,
many tasks including NER require large sets of annotated data to achieve such performance. In particular, we focus on NER from clinical notes, which is one of the most
fundamental and critical problems for medical text analysis. Our work centers on
effectively adapting these neural architectures towards low-resource settings using
parameter transfer methods. We complement a standard hierarchical NER model with
a general transfer learning framework consisting of parameter sharing between the
source and target tasks, and showcase scores significantly above the baseline architecture. These sharing schemes require an exponential search over tied parameter sets
to generate an optimal configuration. To mitigate the problem of exhaustively searching for model optimization, we propose the Dynamic Transfer Networks (DTN), a
gated architecture which learns the appropriate parameter sharing scheme between
source and target datasets. DTN achieves the improvements of the optimized transfer
learning framework with just a single training setting, effectively removing the need
for exponential search.
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1 Introduction
Natural Language Processing (NLP) applications have been significantly enhanced
through advances in neural architecture design. Tasks such as machine translation,
summarization [22], language modeling [17], and information extraction have all
achieved state of the art systems using deep neural networks, however with a caveat.
These applications require large datasets to generalize well, and naturally sparse
domains benefit less from such robust systems. One such domain is medical data.
Specifically, clinical notes, the free text contents of electronic health records (EHR),
have limited availability due to the delicate nature of their content. Privacy concerns
prevent the public release of clinical notes, and furthermore de-identification, and
annotation is a lengthy and costly process.
We are interested in Named Entity Recognition (NER) within low-resource areas
such as medical domains [12]. NER is a sequence labeling task similar to part of
speech (POS) tagging, and text chunking. For medical data, NER is an important
application as an information extraction tool for downstream tasks such as entity
linking [7] and relation extraction [26]. Medical text has challenges that are unique
to its domain as well. Clinicians will often use shorthand or abbreviations to produce patient release notes with irregular grammar. This gives the text a significantly
less formal grammatical structure than standard NER datasets which often focus on
newswire data [20]. There is also a high degree of variance across sub-domains,
which can be attributed to the degree of specialty hospital departments have (e.g.
cardiology versus radiology). While certain medical jargon, and hospital procedure
may be invariant of specialty; diseases, treatments, and medications will likely be
correlated under these specific sub-domains. Building an NER system that can learn
to generalize well across these is therefore quite difficult, and building individual
systems for sub-domains is equally arduous due to the lack of data. Therefore, we
turn towards transfer learning to diminish the effects of data accessibility, and to
leverage overlapping representation across sub-domains.
Transfer learning [30] is a learning paradigm that seeks to enhance performance
of a target task with knowledge from a source task. This can take several forms:
as pretraining, where a model is first trained for a source task and then some or all
weights are used for initialization of the target task; or in place of feature engineering
using word embeddings [2, 3], a popular approach for most NLP tasks. We look
towards parameter sharing methods [18] to transfer overlapped representation from
source to target task, when both are NER.
Parameter sharing schemes utilize tied weights between layers of a neural network
across several tasks. Finding useful configurations of parameter sharing has been the
focus of several recent papers [6, 10, 18, 27, 29]. As model depth increases the
number of possible architectures grows exponentially, and it becomes difficult to
exhaustively search through all configurations to choose the best model. We show
that these design choices are a learnable component of the model, and propose a new
transfer learning architecture; a generalized neural model which dynamically updates
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independent and shared components achieving similar scores of models which have
been fully tuned.
Our contributions are as follows:
– We propose the Tunable Transfer Network (TTN). A framework which unifies
existing parameter sharing techniques into a single model. This network compartmentalizes all components of our baseline architecture. Furthermore, we fully
explore three degrees of parameter sharing with this system: hard, soft, and independent. This architecture allows searching for the parameter sharing scheme that
best suits the transfer learning setting.
– Addressing the large search space problem in TTN, we propose a Dynamic Transfer Networks (DTN), a gated architecture that learns the appropriate parameter
sharing between source and target tasks across multiple sharing schemes. DTN
mitigates the issue of exhaustive architecture exploration, while achieving similar
performance of the optimized tunable network.
– We present a thorough empirical analysis of parameter sharing for low resource
named entity recognition on medical data. We also demonstrate DTN’s effectiveness on a non-medical dataset achieving best results in such settings.
We will first introduce related work as background for NER as well as transfer
learning, followed by our proposed architecture, system setup, and dataset information. We conclude with our findings on low resource settings in both medical and
non-medical domains.

2 Related Work
NER models achieved their recent success with neural architectures. In 2016 several works [5, 14, 29] proposed hierarchical sequence to sequence deep learning
frameworks. The models enjoyed RNN, or CNN encoders, but generally utilized
conditional random fields (CRF) as decoders. Many subsequent works have focused
on fine-tuning for speed or parameter size, while keeping this model design at a high
level.
Transfer learning for both NER, and other NLP tasks has also been extensively
studied. Here, we will look towards generic models, with more of a focus on those
which targeted the medical domain. Sachan et al. [21] leverage unsupervised pretraining in the form of forward and backward language modeling to initialize most
of the parameters of an NER architecture. Their model was also evaluated on medical data and although the performance increased with pre-training, the evaluation
showed low recall from unseen entities. Yang et al. [29] were among the first to
explore parameter sharing with the general neural NER architecture. The authors
explored training for NER with other sequence tagging tasks, across multiple languages. Continuing their work they also correlated task similarity with the number
of shared layers in a model [30]. For example, tasks in the same language, and with
similar labels would share a larger number of layers, whereas sequencing in English
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and Spanish, regardless of the output space may share only the input embeddings.
The approach of sharing lower level layers was also used for semantic parsing [6],
and co training language models [15]. In the latter only a character level encoder
was shared between tasks, and highway units control feature transfer to downstream
components. We employ a similar technique by gating features from multiple inputs
at the same layer. Shared label embedding layers have also shown favorable results
[1, 6]. For multiple tasks a single softmax is used with masking for non-task labels.
The shared embeddings better promote label synergy.
Directly sharing parameters has been widely used, however transfer learning
schemes have utilized a soft sharing paradigm as well, where model parameters
or outputs are constrained to a similar space. Most similar to our work, Wang et
al. [27] use two constraints to promote shared representations of overlapping output
distributions, as well as latent representations. This work minimizes parameter difference of the CRFs which is derived as the Kullback Leibler divergence upper bound
minimization of the target task against the source across overlapping labels from both
tasks. Additionally they constrain the model to produce similar latent representations
for tokens with the same tag. This work is also applied towards NER across several
medical sub-domains. Using soft sharing transfer learning for summarization Guo et
al. [10] jointly train three generative models. Their work was also novel to not have
the forked design, in that both the input and output layers were independent. The
same authors used a similar architecture with more ablation on sharing for sentence
simplification [9].
The parameter sharing architectures discussed here all suffer from the need to
exhaustively search for the best architecture. Our approach mitigates this procedure
by allowing the model to learn which form of parameter sharing it should employ at
various layers, and is able to do this during a single training session.

3 Models
We first present a standard neural framework for NER. We expand on that architecture
by building the Tunable Transfer Network (TTN), to incorporate transfer learning
options to each layer. Finally, we introduce the Dynamic Transfer Network (DTN),
as a trainable transfer learning framework extending the TTN.
Named Entity Recognition Architecture
A sequence tagging problem such as NER can be formulated as maximizing the
conditional probability distribution over tags y given an input sequence x, and model
parameters θ .
T

P(yt |xt , y1:t−1 , θ )
P(y|x, θ ) =
t=1
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T is the length of the sequence, and y1:t−1 are tags for the previous tokens. The
architecture we use as a foundation is that of [5, 14, 29], and while we provide a
brief overview of this model we refer the reader to any of these works for architectural
insights. The model consists of three main components: the (i) character and (ii) word
encoders, and the (iii) decoder/tagger.
Encoders
Given an input sequence x ∈ NT whose coordinates indicate the words in the input
vocabulary, we first encode the character level representation for each word. For each
xt the corresponding sequence c(t) ∈ R L×ec of character embeddings is fed into an
encoder. Here L is the length of a given word and ec is the size of the character
embedding. The character encoder employs two Long Short Term Memory (LSTM)
−→
←
−
(t)
[11] units which produce h (t)
1:l , and h 1:l , the forward and backward hidden representations respectively, where l is the last timestep in both sequences. We concatenate the
−→
←
−
(t)
(t)
last timestep of each of these as the final encoded representation, h (t)
c = [h l ||h l ],
of xt at the character level.
The output of the character encoder is concatenated with a pre-trained word embedding [19], m t = [h (t)
c ||embwor d (x t )], which is used as the input to the word level
encoder. Similar to the character encoder we use a bidirectional LSTM (BiLSTM)
[8] to encode the sequence at the word level. The word encoder does not lose resolution, meaning the output at each timestep is the concatenated output of both word
−
→ ←
−
LSTMs, h t = [ h t || h t ].
Decoder and Tagger
Finally the concatenated output of the word encoder is used as input to the decoder,
along with the label embedding of the previous timestep. During training we use
teacher forcing [28] to provide the gold standard label as part of the input.
ot = LSTM(ot−1 , [h t || ŷt−1 ])
ŷt = softmax(Wot + bs ),
where W ∈ Rd×n , d is the number of hidden units in the decoder LSTM, and n is
the number of tags. The model is trained in an end to end fashion using a standard
cross-entropy objective.
In most of the recent NER literature the focus has been on optimizing accuracy and
speed by investigating different neural mechanisms for the three components [29].
Both convolutional and recurrent networks have been explored for the encoders, with
either conditional random fields (CRF), or single directional RNNs employed as the
decoder/tagger. Since extensive work has been performed on this front we fix the
design settings and focus only on transfer learning while using this common NER
architecture. We also find that using an LSTM over a CRF gives us two benefits. We
enjoy a more interpretable model, since we are able to view individual tag scores.
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Fig. 1 Tunable network architecture: This model is built with the option of independent (left), soft
shared (center), or hard shared (right) weights for each of the main components. The components,
presented as f 1 and f 2 , refer to either one of the encoders or the decoder of the target and source
task respectively. The blocks in the figure represent an arbitrary layer in the network, therefore a
could refer to input embeddings, or latent representations of tokens, and o will similarly represent
any component output. For both the independent and soft shared approaches θ1 , and θ2 represent
weights assigned to their respective functions, with the center configuration employing the soft
sharing constraint Lshar e between them

This also provides a sense of uniformity to the architecture, having an RNN at every
layer.
Tunable Transfer Network
The tunable transfer network extends to the three components from the previous
sections. Here we focus on how best to benefit from transfer learning with respect
to each layer. To reformulate the architecture from this perspective the model will
always train on two tasks, henceforth labeled as source and target. Model parameters
will be decomposed as:
θ = θsour ce ∪ θtar get ∪ θshar ed
Source and target parameters are updated by training examples from their respective datasets, while shared parameters receive updates from both tasks. Updates for
parameters will depend on the batch focus, meaning for a given forward pass of the
model a batch will contain data from either the source or target task. During training
we shuffle the batches among tasks to allow the model to alternate randomly between
them.
We now describe the parameter sharing architectures:
– Independent parameters, Fig. 1 (left). Relative to the component, the network performs no transfer learning across the two parameter sets. For some layers the model
performs best when no shared knowledge exists.
– Hard parameter sharing, Fig. 1 (right). The parameters of both components reference the same set of weights, and each task in turn updates them.
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– Soft parameter sharing, Fig. 1 (center). Individual weights are given to both source
and target components, however if this sharing paradigm is present in the model
we add an additional segment to the objective:
Lshar e = ||θsour ce − θtar get ||22
Here, we minimize the l2 distance between parameters as a form of regularization. Soft sharing loosely couples corresponding parameters to one another while
allowing for more freedom than hard sharing, hence allowing different tasks to
choose what sections of their parameters space to share.
The sharing paradigms from TTN intuitively represent the relatedness of the latent
representation of the two tasks for a given component. Since these are tunable hyperparameters of the architecture, we optimize the model by finding the best configuration of sharing. Optimizing this involves training O(M N ) unique models, where
M is the number of sharing schemes, and N the number of tunable layers. Another
problem with the current setup is that for some output distributions the target task
may already exhibit high confidence in labels, and introducing a sharing scheme may
in fact induce a bias towards the source task.
Dynamic Transfer Network
Searching across different model architectures motivates us to build a model which is
robust enough to overcome an exponential search of model architecture and achieve
similar results compared to the tuned TTN model. As mentioned above, being able
to tune model architecture is costly, and it is preferable to allow the system to learn
how much of a representation to exploit from the source task versus feedback from
its own labels.
Therefore we propose to use the Dynamic Transfer Network (DTN), where gating
mechanisms similar to highway units [24], or pointer generators [22], control the
signal strength from a shared and non-shared component of the network. We use
these gates to choose the best representation between hard and soft sharing, and then
between sharing and independent parameters. This multi-staged gating is similar to
the layered pointers used by [16].
The architecture of DTN is illustrated in Fig. 2. To begin, our source and target
inputs both pass through their respective RNNs which employ soft (center), and hard
(right) sharing, in parallel. The target and source RNNs take as input atarget , and asource
respectively. This produces two latent representations for both: h t-soft , h s-soft , h t-hard ,
and h s-hard , where t, and s denote target and source. We then determine which sharing
mechanism was more useful for the target task using a gating function:
g1 = σ (Q h t-soft + R h t-hard + S atarget + bg1 )
oshared = (1 − g1 )h t-hard + g1 · h t-soft

(1)
(2)

We also used an independent (left) RNN, to produce a third latent representation for
the target, h ind . Our second gating function takes this, as well as the output of the
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Fig. 2 Dynamic Transfer
Network: For each encoder
and decoder layer of the
baseline architecture, we use
the DTN architecture. After
passing through their
respective RNNs (blue), the
target (solid line) uses g1
(Eq. 1) to gate the best
representation of the sharing
mechanisms. Similarly, g2
(Eq. 3) gates the output of an
independent RNN and g1 .
The source task (dashed line)
has no gating, and is added
elmentwise to produce the its
respective output

first gated function as input.
g2 = σ (T h ind + U oshared + V atarget + bg2 )
otarget = (1 − g2 )h ind + g2 · oshared

(3)
(4)

The final result is a combined representation of the target task as input to subsequent
layers. For both gates, σ is the sigmoid function, and Q, R, S, T, U, V, bg1 , and bg2 are
trainable parameters. Since our task focuses on how best to adapt the layer towards
the target task, the source hidden representations are simply added element-wise to
produce:
osource = h s-hard + h s-soft
The final loss for a network using DTN (Fig. 2) has the weighted soft sharing
regularization objective, along with the cross entropy loss of both tasks.
LC E = Ltarget + Lsource
L = LC E + λLshar e
TTN has a similar objective, however not all configurations will contain Lshar e .
Inference
Both the TTN, and DTN use only parameters for the target task during evaluation
and inference. Meaning that we discard any portions of the model that only concern
the source task during evaluation. E.g. in Fig. 1 the system would discard f 2 , and Θ2 .
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Table 1 Overview of i2b2 and affiliate datasets
Med
TTP
Tags
Notes
Tokens

25
252
336K

13
426
416K
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Affiliate
37
1000
1.5M

4 Experimental Setup
Datasets
Our work utilizes two main corpora where we employ a tagging scheme that follows
an inside, outside, begin, end and singleton (IOBES) format. We use the public
datasets from the 2009 and 2010 i2b2 challenges for medication (Med) [25], and
“test, treatment, problem” (TTP) entity extraction. The second dataset is obtained
through an affiliate, and it is annotated similar to the i2b2 medication challenge. Both
of the above datasets contain free-text release notes, which have been de-identified
(Table 1).
Model Settings
Word, character and tag embeddings are 100, 25, and 50 dimensions respectively.
Word embeddings are initialized using GloVe [19], while character and tag embeddings are learned from scratch. Character, and word encoders have 50, and 100
hidden units respectively. Decoder LSTM has a hidden size of 50. Dropout is used
after every LSTM, as well as for word embedding input. We use Adam [13] as an
optimizer. Our model is built using MXNet [4]. Hyperparameters are tuned using
Bayesian Optimization [23].
DTN Hard-Soft
We also evaluate a simplified version of the DTN presented in the previous section.
This model, denoted as DTN (HS), learns the best transfer learning setting between
soft coupling and hard sharing. This model retains the first gate (Eqs. 1 and 2) from
the architecture and uses oshared as the final target signal for each component.
Experiments
Our models are trained until convergence, and we use the development set of the
target task to evaluate performance for early stopping. We focus on transfer learning
in two settings. The first setting uses only the i2b2 dataset, where the target task is
TTP, and the source task is medication. The second set of experiments use our affiliate
medication data as a target, with i2b2 medication data as the source. The first setting
allows for reproducible performance since the data is publicly available. We evaluate
the performance of our models on 10% of the total target dataset for the first TL
setting, and 5% for the second setting. The source dataset is not reduced in any of the
experiments. Development and test set are also kept the original size. The baseline
follows the construction of the architecture described in the first section of modeling.
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Table 2 Test set performance during low resource training. Table A displays results from i2b2,
transferring from medication to TTP. Table B uses i2b2 medication as source and our affiliate
medication data as a target. The baseline is the current state-of-the art optimized architecture for
NER. For the tunable network (TTN) we indicate the sharing setting alongside each model (S for
soft shared, H for hard, and I for independent). The ordering of the letters follows the that of
the components (char enc., word enc., and decoder). For the sake of space we show only the three
best, and three worst TTN results, along with the average across all 27 models. DTN, and DTN
Hard-Soft (HS) are represented in the bottom two rows respectively
(A) Med. (i2b2) to TTP (i2b2) (10%)
Model
Baseline

Precision Recall F1
55.20
48.25 51.47
Highest performance TTN
IIS
75.79
74.43 75.10
HIH
75.65
74.29 74.96
III
75.42
74.34 74.87
Lowest performance TTN
HSS
74.92
73.71 74.31
SSI
75.65
72.83 74.21
SSH
74.65
73.29 73.96
Avg.
75.47
73.69 74.57 ± 0.24
DTN
75.65
73.61 74.46
DTN (HS) 75.83
74.09 74.95

(B) Med. (i2b2) to Med. (Affiliate) (5%)
Model
Baseline

Precision Recall F1
64.37
57.49 60.73
Highest performance TTN
HHI
77.06
64.38 70.03
SII
74.72
65.31 69.70
IIH
75.70
63.76 69.22
Lowest performance TTN
SSS
72.96
61.48 66.73
ISI
73.30
62.32 67.36
HSH
72.46
61.74 66.67
Avg.
73.27
62.61 67.76 ± 1.06
DTN
74.62
65.01 69.51
DTN (HS) 72.83
66.93 69.95

5 Results
We analyze our results from multiple perspectives. We demonstrate the effectiveness
of parameter sharing for low resource settings by conducting experiments in the medical domain. Furthermore, we explore the gating values across layers to investigate
model behavior for the dynamic architecture which suggests why gating can imbibe
the characteristics of the best model which varies depending upon the relatedness of
the source and target tasks. We report precision, recall, and macro F1 on the target
data test set.
Transfer Learning Performance
The test set results on all medical data are reported in Table 2. For the tunable network,
we show results for six models (three best, and three worst), as well as the average
result across all 27 configurations (three components, and three sharing schemes
following our). This encompasses the O(M N ) models needed to exhaustively search
through architectures for this system.
For the first setting (Table 2A), there is on average a 36.66% F1 gain over the
baseline model which indicates that the system greatly benefited from transfer learning. Similarly there was an 11.56% increase for TTN across the medication only
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tasks (Table 2B). Notably all settings of the tunable model yielded a large margin
in performance over both baselines. More consequential, however, is the range of
performance among the tunable models. We observed variance in the first task with
the lowest F1 score (soft-soft-hard) of 73.96 versus the highest 75.10 (indep-indepsoft). The second task had a gap of 3.27 F1 points between high (70.03) and low
(66.67) performers. These results validate the need to search for the best architecture
for parameter sharing.
DTN
In general, DTN performed very well, and more intriguing was the capability of DTN
(HS), as it surpassed its more complex counterpart. For the first task, the dynamic
model achieved a score of 74.46, and DTN (HS) outperformed all but the best two
TTN, and scoring more than one standard deviation higher from the mean of the 27
TTN models. The second set of experiments is more indicative of the power of DTN.
Here, we see a higher variance among TTN architectures, while DTN continues to
stay competitive. DTN (HS) reaches more than two standard deviations above the
average tunable model, and outperforms all but the single best. We hypothesize that
the DTN (HS) performance can be at least partially attributed to fewer parameters,
and that it was less likely to overfit on the small target datasets.
Gating
We further analyzed the contributions of DTN between the different sharing schemes.
Upon a closer inspection of the output layer gates as shown in Table 3, we observe
significant variance among parameter sharing across different tag types. The parameter sharing for tags depends on the relatedness of the target and source tags. For
example, Form is not present in the i2b2 (source) dataset. We discern that the decoder
sharing scheme for the Form tag prefers hard sharing thus smaller value, as it can
not leverage much information from the soft sharing scheme. Overall we observe
interesting insights, where a parameter sharing scheme depends on the tag type as
well as temporality thereby making RNN more robust to the sensitivity of the data.

Table 3 Gate activations are averaged across all tokens from input, for experiment two. These
results look at a gate choosing between hard and soft sharing (Eq. 1). A low value indicates the gate
favored hard sharing, whereas a value closer to 1.0 favors soft sharing
Component
Char enc.
Word enc.
Decoder
Medication name
Form
Dosage
Frequency
Overall

0.64
0.88
0.69
0.81
0.65

0.91
0.99
0.99
0.98
0.32

0.77
0.18
0.26
0.22
0.82
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6 Conclusion
In this paper we have shown that tuning a transfer learning architecture in low resource settings will allow for a more efficient architecture. We further mitigated this
exponential search process by introducing the dynamic transfer network to learn
the best transfer learning settings for a given hierarchical architecture. We showed
the generalization of this model across different named entity recognition datasets.
For future work, we plan to explore our model on other sequential problems such
as translation, summarization, chat bots as well as explore more advanced gating
schemes.
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Abstract Diagnoses of autism spectrum disorder (ASD) are difficult due to difference of interviewers and environments, etc. We show relations between utterance features and ASD severity scores, which were manually given by clinical psychologists.
These scores are based on the Autism Diagnostic Observation Schedule (ADOS),
which is the standard metrics for symptom evaluation for subjects who are suspected as ASD. We built our original corpus where we transcribed voice records
of our ADOS evaluation experiment movies. Our corpus is the world largest as
speech/dialog of ASD subjects, and there has been no such ADOS corpus available in Japanese language as far as we know. We investigated relationships between
ADOS scores (severity) and our utterance features, automatically estimated their
scores using support vector regression (SVR). Our average estimation errors were
around error rates that human ADOS experts are required not to exceed. Because
our detailed analysis for each part of the ADOS test (“puzzle toy assembly + story
telling” part and the “depiction of a picture” part) shows different error rates, effectiveness of our features would depend on the contents of the records. Our entire
results suggest a new automatic way to assist humans’ diagnosis, which could help
supporting language rehabilitation for individuals with ASD in future.
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1 Introduction
The number of people with developmental disorders is common and increasing for
these years. Development disorders are reported to appear in one sixth of children in
the United States between 2006 and 2008, about 15% of children are born with some
developmental disorders [4]. We focus on the Autism Spectrum Disorder (ASD) in
this paper, which is a kind of the development disorders.
Diagnoses of ASD are difficult due to difference of interviewers and environments,
etc. Although assessment tools have been developed to solve such problems, any
previous study that fully automates the assessment does not exist as far as we know.
In this paper, we suggest an automatic diagnosis support tool of ASD from utterance
features. Individuals with ASD often accompany intellectual disabilities and speechlanguage impairments that could lead distinctive features such as utterance timing,
grammars, vocabularies, speaking speed.
Unfortunately, there are very few previous studies comparing groups with ASD
and without ASD. Especially, there is no Japanese speech corpus of ASD publicly
available. Although there are studies that classify ASD and people with Typical
Development (TD) who do not have ASD; linguistic features [13], eye-tracking
information [15], and using only voice information [3]. Asgari et al. [3] classified
people into four categories (TD, pervasive developmental disorders (PDD), Pervasive developmental disorder not otherwise specified (PDD-NOS), and specific language impairment) according to the previous diagnostic classification of DSM-IV
[2]. There is a study to predict the severity of Alzheimer’s disease and dementia
of mental diseases (Yancheva et al., 2015), but they are different from the developmental disabilities. This study predicts the Mini Mental State Examination (MMSE)
score, which is an indicator of cognitive deterioration, by the Bayesian network
using linguistic features. We perform automatic severity estimation for diagnosis
using utterance features including linguistic features, which is the world first study
as far as we know.
We created the world’s largest Japanese speech corpus with manual annotations for
ASD. Our corpus is based on our Autism Diagnostic Observation Schedule (ADOS)
[12] evaluation movie, which records communications between an interviewer and a
subject who was already diagnosed as ASD by clinicians, whose diagnosis criteria is
different from ADOS. The ADOS is one of the standards by which ADOS experts can
assign ASD severity scores based on communications between an interviewer and a
subject. Using our ADOS corpus, we implemented an automatic severity estimation
tool and analyzed which features are effective.
We also investigated differences for each part of the ADOS test (“puzzle toy
assembly + story telling” part and the “depiction of a picture” part) whether our
features for the ADOS score prediction work same or not.
Our study could be a basis to support feedback such as language rehabilitation by
speech therapists, also for automatic screening to check ASD possibilities.
From the next section, we describe details of ASD, ADOS and our ADOS corpus.
Then we describe our ADOS score prediction system, showing our prediction results
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with feature analyses. We also predict the ADOS scores for each part of the ADOS
test. After discussing these results, we conclude our paper with possible future works.

2 ASD, ADOS and Our ADOS Corpus
2.1 Autism Spectrum Disorder (ASD)
Kanner [9] first gave the name autism to this disorder. The ASD symptom includes
deficits like follows: interpersonal relationships, nonverbal communication behavior
used in interpersonal reciprocal reactions, ability to develop/maintain and understand
human relations, sustainable social communication, and interpersonal interaction
characterized by a major deficit in various situations. Diagnosis of ASD requires
to find a deficit of social communication, a repetitive behavior, and limited interest/activity. Because symptoms could be obscured by alternative mechanism along
with development, diagnostic criteria could be based on patients’ historical information, not just present one [1].

2.2 Autism Diagnostic Observation Schedule (ADOS)
ADOS is one of the standards for diagnostic, which provides a way to evaluate
individuals with ASD. ADOS is a standardized semistructured assessment, which
can evaluate communication, mutual interpersonal relationship, play/imagination,
and limited/repetitive behavior for ASD suspected subjects [12]. Autism Diagnostic
Interview-Revised (ADI-R) [11] is another similar tool. Because ADI-R targets at
parents of individuals with ASD, we focus on ADOS in this paper.
An ADOS evaluation can only be carried out by expert examiners who have a
special ADOS license, which allows research purposes. ADOS has four modules.
Each module has standard tasks which aim at extracting actions, targeting at different
development level and age of subjects. These actions directly relate to the diagnosis
of ASD, but different depending on the ADOS modules. An ADOS examiner carries
out each task according to the ADOS protocol booklet, evaluates observed behaviors,
and then assigns scores according to the ADOS algorithm [12]. ADOS decides which
module to apply by subject’s speech fluency. Among modules from one to four, the
fourth module targets adult subjects who speak most fluently. Certain correlations are
known between the ADOS scores and the ASD severities [7]. An ADOS evaluation
test requires about 40–60 min for each subject.
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2.3 ADOS Corpus
Our ADOS corpus, which was originally recorded by Hamamatsu University School
of Medicine, includes movies of ADOS tests. Because we focus on utterances, we
only use audio data in the movies. For the same reason, we use the fourth and
third ADOS modules which could include complex conversations, where language
analyses would make sense. Table 1 summarizes kinds of the ADOS scores of the
fourth module. Because some kinds of ADOS scores are not used in the final ADOS
criteria for ASD, we use a part of ADOS scores that are used in ADOS diagnosis of
ASD. When one of total scores [Communication (total), Interaction (total), Total]
exceeds a threshold, a subject is diagnosed as ASD. A subject has more serious issues
when a score is higher.
The same clinical psychologist recorded and carried out all of our ADOS examinations. Therefore, there is no variation in scores due to any interviewer difference.
This psychologist is registered as an official ADOS examiner.
All of the subjects in our corpus are diagnosed as ASD by psychiatrists, but not
necessarily be above the ADOS threshold as psychiatrists use many other criteria altogether. Most of the subjects can speak Japanese fluently, and all are native
Japanese speakers.

Table 1 List of ADOS score types which we used in this paper
Category

Score name

Description

Range

Communication

STER

Stereotyped/idiosyncratic use of words or
phrases

0–2

CONV

Conversation

0–2

DGES

Descriptive, conventional, instrumental,
or informational gestures

0–2

EGES

Emphatic or emotional gestures

0–2

Communication
(total)

Subtotal of the communication category

0–8

EYE

Unusual eye contact

0–2

EXPO

Facial expressions directed to others

0–2

EMO

Empathy/comments on Others’ emotions

0–2

RESP

Responsibility

0–2

QSOV

Quality of social overtures

0–2

QSR

Quality of social response

0–2

ARSC

Amount of reciprocal social
communication

0–2

Interaction
(total)

Subtotal of the reciprocal social
interaction category

0–14

Total

Communication (total) + Interaction
(total)

0–22

Reciprocal
social
interaction
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Graph 1 Subjects distribution of the ADOS score (Total). The vertical axis represents the number
of people and the horizontal axis represents the ADOS score (Total)

We manually transcribed the recorded speech of our ADOS corpus. We added
annotations to our transcription, based on the annotation schema of the Chiba University three persons dialogue corpus.1 We used 13 kinds of annotations (speech section,
pause, enlargement, clogging, interruption of words, rising tone, filler, response interjection, not clear word, pseudonym, song, unrecognizable linguistic sound, laugh).
We used the “puzzle toy assembly” part, the “story telling part of a no-text picture
book” and the “description of a picture of a resort area” part in the entire ADOS test.
All of these parts include verbal communications between a clinical psychologist
and a subject. In our transcription, the number of subjects is 32 (25 men and seven
women), 560 min in total. Ages of subjects range from 17 to 55. We summarize total
scores of the subjects in Graph 1. The number of annotators is two. Each transcription
and annotation are given by a single annotator, and all transcribed files are doublechecked to correct any mistake.

3 Prediction of ADOS Scores
We predict ADOS scores of all of the subjects using our ADOS corpus, which
is introduced in the previous section. We performed our predictions for the entire
corpus and for each ADOS test part in our corpus. We predicted the ADOS scores by
Support Vector Regression (SVR) using scikit-learn.2 We employed SVR because
SVR could make regression analysis even with a small size of data. We used radial
basis function (RBF) kernel with parameter
(gamma, cost, epsilon).
 optimization
 



 2

The RBF kernel is: K x, x = exp −γ x − x

1 http://research.nii.ac.jp/src/Chiba3Party.html.
2 https://scikit-learn.org/stable/.
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3.1 ADOS Scores Prediction from Entire Corpus
Table 2 shows our training features. We categorize features into subject’s profile, linguistic, and non-linguistic features. Our linguistic and non-linguistic features include
both total and average (divided by corresponding interview time length) number of
occurrences. Language features are counted as the number of occurrences and the
number of vocabularies using the Japanese morphological analyzer JUMAN [10].
Other features are extracted from our annotations. Our prediction result is obtained
by 5-fold cross validation. We carried out a sensibility analysis [14], selecting features which are regarded as useful in the ADOS scores prediction. Table 3 shows our
sensibility analysis results possible effective feature sets.
Prediction Results and Discussion
Table 4 shows our prediction results in RMSE (square roots of the mean square
errors). An official ADOS registered expert is required to assign the exact scores of

Table 2 Our training
features. In addition to these
features, we use features
divided by the total time for
the language features and the
non-verbal features

Category

Features

Profile

Gender

Age

Linguistic

Morpheme

Vocabulary

Content word

Content word
vocabulary

Noun

Noun vocabulary

Adjective

Adjective vocabulary

Verb

Verb vocabulary

Adverb

Adverb vocabulary

Particle

Non-verbal

Particle vocabulary

Particle “

(Ga)”

Particle “

(Ni)”

Particle “

(Ha)”

Particle “

(Wo)”
(De)”

Particle “

(Mo)”

Particle “

Particle “

(To)”

Word of six letters and
up

Demonstrative

Demonstrative
vocabulary

Conjunction

Conjunction
vocabulary

Negation

Question

Response interjection

Not clear word

Total time

Rate of speech time

Response time

Filler

Laugh

Stammering

Misstatement
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Table 3 The result of feature selection
Score name

Used features

STER

Particle vocabulary, filler, stammering, misstatement, stammering/s

CONV

Response interjection/s

DGES

Response time, rate of speech time, particle vocabulary, not clear
word, laugh, noun vocabulary/s, not clear word/s, particle Ga/s,
particle Mo/s

EGES

Age, response time, noun vocabulary, response interjection, laugh,
question, negation, noun vocabulary/s, word of six letters and up/s,
particle Mo/s

Communication (total)

Laugh

EYE

Conjunction/s

EXPO

All of the features except for adverb vocabulary and filler/s

EMO

Not clear word, demonstrative adjective vocabulary/s, response
interjection/s, verb/s, particle Wo/s, particle De/s

RESP

All of the features

QSOV

Age, laugh, question, verb vocabulary/s, laugh/s, particle Ha/s

QSR

Age, particle vocabulary, not clear word, laugh, particle Mo,
vocabulary/s, content word vocabulary/s, noun vocabulary/s,
stammering/s, not clear word/s, response interjection/s, laugh/s,
negation/s, particle Mo/s

ARSC

Demonstrative/s, demonstrative vocabulary/s

Interaction (total)

Vocabulary, adjective vocabulary, not clear word, laugh, not clear
word/s, laugh/s, conjunction/s

Total

All of the features

the ADOS gold standard. This requirement corresponds that the errors for the above
scores should be within 0.5 (1.0 for EYE). For example, assume that our system
outputs 0.23 for EYE when the correct score is 0. ADOS scores for human experts
are digital, e.g. an EYE score should be either 0 or 2. Our system output can be
regarded as correct when the closest digital value is the gold standard score. In this
example, our system output is 0.23 and the closest digital value is 0. Because 0 is
the gold standard correct value, this output can be regarded as correct. We adopt this
evaluation criteria for the following evaluations for each score below.
RMSEs are 0.66 (STER), 0.74 (CONV ), 0.48 (DGES), 0.87 (EGES), 0.62 (EXPO),
0.62 (EMO), 0.83 (RESP), 0.53 (QSOV ), 0.41 (QSR) and 0.81 (ARSC) which scores
range from 0 to 2. Regarding EYE, which score is either 0 or 2, its RMSE is 0.68.
Our system’s errors are almost around these human experts’ thresholds. Regarding
the three total scores, RMSEs are 1.56 [Communication (total)], 2.40 [Interaction
(total)] and 3.53 (Total). As these are summations of individual scores, the human
expert error is required to be within 2.0, 4.0, and 6.0, respectively. Our system’s
errors are all below these human experts’ allowance thresholds for these total scores.
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Score name

RMSE

STER

0.6643

CONV

0.7446

DGES

0.4769

EGES

0.8672

Communication (total)

1.5586

EYE

0.6775

EXPO

0.6239

EMO

0.6241

RESP

0.8250

QSOV

0.5321

QSR

0.4133

ARSC

0.8093

Interaction (total)

2.4002

Total

3.5296

An ADOS test consists of several parts. Clinical psychologists have to observe
a couple of points for each part to perform their evaluations. For example, in the
“puzzle toy assembly” part at the beginning of the ADOS test, they observe how the
eye contact and the vocalization are expressed when subjects request puzzle pieces,
as clinical psychologists give puzzle pieces to subjects little by little.
Clinical psychologists are required to evaluate the final ADOS scores by checking
throughout all of the ADOS parts. However, our result shows that the ADOS scores
can be predicted even from an individual part only.
Correlation Coefficient Between ADOS Scores and Features
We also calculated correlation coefficients between the ADOS scores and the feature
values in order to find effectiveness for each feature. Table 5 shows the correlation
coefficients between the ADOS scores and the features values, where the top two
positive and negative correlations are shown. The first remarkable feature is demonstrative vocabulary. The demonstrative vocabulary or demonstrative vocabulary/s
appear among the top two of the four ADOS scores in Table 5. Since a negative
correlation strongly appeared, subjects have less ASD severity when they use vari)”, “that (
)”, “here (
ous types of demonstrative vocabulary such as “this (
)”, and “there (
)”. This strong correlation is not for the number of demonstrative occurrences but for the number of demonstrative vocabularies. Therefore,
the severity is lower if the subject tells their thinking to the clinical psychologist in
an appropriate way, using demonstratives properly but not just frequently.
The next remarkable feature is laugh. This feature also shows a strong negative
correlation. We found that the ADOS scores tend to be lower when the number of
laugh is larger. Laugh or laugh/s appear among the top two of the six ADOS scores
in Table 5. These results imply that the number of laugh is important to predict the
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Table 5 The result of the correlation coefficient between the ADOS scores and all of the features
quantity, “/s” means the appearance number divided by interview time length
STER

CONV

DGES

EGES

Laugh

−0.360

Particle
vocabulary

−0.642

Demonstrative
vocabulary

−0.661

Age

−0.391

Laugh/s

−0.358

Vocabulary

−0.632

Total time

−0.598

Demonstrative
vocabulary

−0.339

Stammering

0.416

Not clear word

0.422

Communication (total)

Response
interjection/s

0.434

Noun
vocabulary/s

0.493

Verb
vocabulary/s

0.19

Not clear word/s

0.44

vocabulary/s

0.493

Not clear word/s

0.208

EYE

EXPO

EMO

Demonstrative
vocabulary

−0.614

Laugh/s

−0.348

Verb

−0.426

Particle Ga/s

−0.478

Particle
vocabulary

−0.609

Gender

−0.327

Total time

−0.425

Particle Wo/s

−0.361

Rate of speech/s

0.444

Conjunction/s

0.353

Particle
vocabulary/s

0.419

Demonstrative/s

0.339

Not clear word/s

0.572

Not clear word/s

0.418

Not clear word/s

0.517

Response
interjection/s

0.384

RESP

QSOV

QSR

ARSC

Gender

−0.41

Question

−0.457

Laugh

−0.653

Response time/s

−0.608

Age

−0.385

Particle De/s

−0.389

Laugh/s

−0.574

Vocabulary

−0.574

Noun
vocabulary/s

0.38

Response time

0.338

Response time

0.328

Response
interjection/s

0.392

Misstatement/s

0.384

Particle Ha/s

0.342

Not clear word/s

0.405

Particle
vocabulary/s

0.518

Interaction (total)

Total

Laugh

−0.508

Demonstrative
vocabulary

−0.586

Laugh/s

−0.506

Laugh

−0.553

Particle
Vocabulary/s

0.417

Particle
vocabulary/s

0.404

Not clear word/s

0.538

Not clear word/s

0.591

ADOS scores. This is a new finding as it is not expected to measure laugh in the
original ADOS contents. This implies that the ASD individuals may tend not to laugh
together with others.
The next feature is not clear word, which shows a strong positive correlation.
This means that those who use a lot of unrecognizable words are more severe. Not
clear word or not clear word/s appear among the top two of the nine ADOS scores
in Table 5. The utterance features introduced here would be correlated with the ASD
severity, but not be specific to Japanese speakers.

3.2 ADOS Scores Predictions for Each ADOS Part
In this section we examine which ADOS test part of our corpus has the largest
influence on the severity prediction. We compare the “puzzle toy assembly + story
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telling part of a no-text picture book” part and the “depiction of a picture” part. The
reason for combining the original “puzzle toy assembly” part and the “story telling
part of a no-text picture book” part is as follows: the recording time of the “puzzle
toy assembly” part is too short compared with the “story telling part of a no-text
picture book” part and the “depiction of a picture” part; the “puzzle toy assembly”
part includes few utterances with content words.
We explain details of the two parts below. The “puzzle toy assembly + story
telling part of a no-text picture book” part is a high level for most subjects. Although
the clinical psychologist gives a little advice about the story, all of subjects must
assemble the picture book story page by page, which content is first to know for the
subject. Several subjects reported their impression that this task is difficult.
Subjects are often required to describe emotional expressions in this part than
the “depiction of a picture” part. This is because the clinical psychologists ask the
feelings of the protagonist, or ask for the subject’s impression of the book.
On the other hand, the “depiction of a picture” part is a relatively easy task for
subjects. Subjects are required to describe a given picture as it is. General nouns
(“golf”, “boat”, “surfing” etc.) often appear. Since the clinical psychologist asks the
subject’s experience (e.g. whether subjects have been to a resort or taken up sports),
this part tends to make a difference whether to express contents of subjects themselves
or not.
The total recording times for each of these two parts is about 330 min for the
“puzzle toy assembly + story telling part of a no-text picture book” part, and about
220 min for the “depiction of a picture” part. The number of subjects in both parts
is 31 (one person was excluded from the dataset of the previous section, because
there was a subject who does not contain the “depiction of a picture” part). For the
prediction of the severity, we use the SVR as same as the previous section, performing
the parameter tuning and feature selection in the same way.
Results and Discussion
Table 6 shows a comparison of our ADOS score prediction results between the two
parts. We show calibration and validation as same as the previous section. Hereafter,
we call the “puzzle toy assembly + story telling part of a no-text picture book” part
as Part A, and the “depiction of a picture” part as Part B.
Regarding Part A, RMSEs are 0.62 (STER), 0.83 (CONV ), 0.51 (DGES), 0.95
(EGES), 0.79 (EXPO), 0.65 (EMO), 0.87 (RESP), 0.31 (QSOV ), 0.56 (QSR) and
0.70 (ARSC) which scores range from 0 to 2. Regarding EYE, which score is either 0
or 2, the RMSE is 0.99. For the three total scores, RMSEs are 1.36 [Communication
(total)], 2.67 [Interaction (total)] and 4.43 (Total). Regarding Part B, RMSEs are
0.70 (STER), 0.77 (CONV ), 0.52 (DGES), 0.83 (EGES), 0.78 (EXPO), 0.74 (EMO),
091 (RESP), 0.37 (QSOV ), 0.59 (QSR) and 0.77 (ARSC) which scores range from
0 to 2. RMSE of EYE is 1.10, which score is either 0 or 2 for human scorers. For
the three total scores, RMSEs are 1.69 [Communication (total)], 2.98 [Interaction
(total)] and 5.90 (Total).
The error is smaller in Part A than Part B for 7 kinds of scores out of the 11 kinds
of scores, except for the ADOS total scores. Errors of all three total scores in Part
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Table 6 A comparison of the
ADOS score prediction
results between the “puzzle +
story telling part of a no-text
picture book” (part A) and the
“depiction of a picture part”
(part B), lower RMSEs are
bold within the individual
RMSEs (validation) columns
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Puzzle + Picture
book (part A)

Picture (part B)

Score name

RMSE

RMSE

STER

0.6291

0.6972

CONV

0.8319

0.7691

DGES

0.5121

0.5119

EGES

0.9534

0.8284

Communication
(total)

1.3604

1.6939

EYE

0.9936

1.1043

EXPO

0.7914

0.7767

EMO

0.6472

0.7385

RESP

0.8724

0.9147

QSOV

0.3133

0.3743

QSR

0.5626

0.5911

ARSC

0.6984

0.7678

Interaction (total)

2.6655

2.9817

Total

4.4300

5.8998

A are smaller than the ones in Part B. Overall, our system could predict the ADOS
scores better in Part A than Part B. Next, we compare the prediction results between
the two parts and the entire corpus all of parts) described in the previous section.
Our system could predict scores of “STER”, “Communication (total)”, “QSOV ”, and
“ARSC” with the smallest error in Part A than other parts. Only “EGES” could be
predicted with the smallest error in Part B. All other nine scores can be predicted
with the smallest error when the entire corpus is used. This comparison suggest that
the entire corpus is better in prediction for the most ADOS scores. However, some
scores are better in a specific part. We need to take such differences of parts into
consideration when expanding our corpus in future.

4 Future Works
Firstly, a deeper examination of our SVR features is required. Demonstrative vocabulary and laugh are negatively correlated with many ADOS scores. Not clear word
is a positive correlation with many ADOS scores. Some of them are already known
features of individuals with ASD [8, 6]. It is necessary to examine the number of
these features, the timing of these features and the context in which they are used in
our ADOS corpus.
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Secondly, new SVR features could be incorporated in future. There are a couple
of known features of individuals with ASD utterances, e.g. echolalia and repeated
words [5]. Such new features would also work.
One ultimate research goal is to automate everything from transcription to prediction of ASD severity at the clinical site. However, at the moment, we transcribed
our ADOS corpus manually. While such accurate manual transcription is required,
automatic voice recognition is also needed to obtain larger training data. We also aim
to automatically output annotations so that features such as laugh which have high
correlation can also be calculated.
We used the ADOS fourth module which mainly includes adults. By analyzing
other modules that include children’s ADOS data, we could provide supports for the
language training of children with developmental disorders. In this paper, most of
our target subjects were adults, so our result may not be applied to people with ASD
in general, especially for children. Because children tend to utter less languages, we
need to examine whether severity can be predicted by focusing on sound features.

5 Conclusion
We built an ADOS corpus that includes voice records, their manual transcription, and
annotations. Our transcribed ADOS record corpus is the world largest for Japanese
speakers of ASD. We predicted the ADOS scores (the ASD severity) by a machine
learning method. We achieved almost the same error level of the human ADOS
experts. Correlation coefficients between the ADOS scores and features showed that
the demonstrative vocabulary feature, the laugh feature and the not clear word feature
affect the ADOS scores. In addition, comparison of the ADOS score predictions
between two ADOS parts showed that it is necessary to distinguish the different
ADOS parts depending on the kinds of ADOS scores. We will examine detailed
effective feature using SVR in our corpus and extend the new features in future.
We also plan to increase the size of the ADOS corpus for the utterance analysis of
children and also for the voice recognition.
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Explaining Multi-label Black-Box
Classifiers for Health Applications
Cecilia Panigutti, Riccardo Guidotti, Anna Monreale and Dino Pedreschi

Abstract Today the state-of-the-art performance in classification is achieved by
the so-called “black boxes”, i.e. decision-making systems whose internal logic is
obscure. Such models could revolutionize the health-care system, however their deployment in real-world diagnosis decision support systems is subject to several risks
and limitations due to the lack of transparency. The typical classification problem in
health-care requires a multi-label approach since the possible labels are not mutually
exclusive, e.g. diagnoses. We propose MARLENA, a model-agnostic method which
explains multi-label black box decisions. MARLENA explains an individual decision in three steps. First, it generates a synthetic neighborhood around the instance
to be explained using a strategy suitable for multi-label decisions. It then learns a
decision tree on such neighborhood and finally derives from it a decision rule that
explains the black box decision. Our experiments show that MARLENA performs
well in terms of mimicking the black box behavior while gaining at the same time
a notable amount of interpretability through compact decision rules, i.e. rules with
limited length.

1 Introduction
Machine learning algorithms are often the heart of many opaque decision systems
that take critical decisions that heavily impact on our life and society. Thanks to the
C. Panigutti (B)
Scuola Normale Superiore, Pisa, Italy
e-mail: cecilia.panigutti@sns.it
R. Guidotti
ISTI-CNR, Pisa, Italy
e-mail: guidotti@isti.cnr.it
R. Guidotti · A. Monreale · D. Pedreschi
University of Pisa, Pisa, Italy
e-mail: anna.monreale@di.unipi.it
D. Pedreschi
e-mail: dino.pedreschi@di.unipi.it
© Springer Nature Switzerland AG 2020
A. Shaban-Nejad and M. Michalowski (eds.), Precision Health and Medicine, Studies
in Computational Intelligence 843, https://doi.org/10.1007/978-3-030-24409-5_9

97

98

C. Panigutti et al.

ability of machine learning algorithms to leverage large volumes of health-related
data, decision systems have the potential to help doctors in their diagnosis, in predicting the spread of diseases and in identifying groups of high-risk patients with
high performance [7]. To this end, machine learning algorithms learn patterns from
this available data in order to construct predictive models mapping features into a
decision [6, 18, 21]. Unfortunately, real historical data used for the learning process
may contain human biases which could lead to wrong or unfair decisions. The lack of
transparency in the behavior of machine learning algorithms and the inability of explaining the logic involved in their decision process may limit the social acceptance
and trust on their adoption in many sensitive contexts. Moreover, the lack of explanations for the decisions of black box systems is also a legal issue addressed in the
General Data Protection Regulation approved by the European Parliament in May
2018. Besides giving people control over their personal data, it also provides restrictions and guidelines for automated decision-making processes (prediction models
in this case) which, for the first time, introduce a right of explanation. This means
that an individual has the right to obtain meaningful explanations about the logic
involved when automated decision making takes place [12, 15, 25].
Some machine learning techniques aiming at learning predictive model in healthcare, rather than specialize in predicting a particular outcome (heart-failure, inhospital mortality, etc), focus on developing generic predictive models able to forecast any kind of future diagnosis. This task is called multi-label classification problem
since diagnoses are not mutually exclusive, so a multilabel classifier has to assign to
each sample a set of target labels (decisions). For example, in [6] a RNN is trained
to implement a temporal model to predict the patient’s next visit time, diagnosis and
medication order.
In this paper we address the problem of explaining the decision taken by a multilabel black box classifier by providing “meaningful explanations” of the logic involved in the decision process. This task is particularly relevant in health-care applications since machine learning-based diagnosis decision support systems able to
tackle mixed scenarios solve a multi-label classification problem. To this end, we
propose a model agnostic solution called MARLENA (for Multi-label Rule-based
ExplaNAtions). Given any kind of multi-label black box predictor b and a specific
instance x labeled with outcome y by b, we build an interpretable multi-label predictor by first generating a set of synthetic neighbor instances of the given instance x
through an ad-hoc strategy, and then extracting from such a set a multi-label decision
tree classifier. A local explanation represented by a decision rule is then extracted
from the obtained decision tree. For the generation of the neighborhood of x we
propose two alternative strategies based on the idea of generating neighbors close to
x with respect to the feature values and the decision assigned by the black box b. The
idea of miming the local behaviour of a black box is common with other approaches
such as LIME [19] and LORE [10]. However, none of these approaches is applicable
to explain multi-label black box classifiers. We validate our explanation method with
experiments on real datasets to assess quantitatively its accuracy in miming a black
box and the complexity of the produced explanations.
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The rest of this work is organized as follows. In the Related Work Sect. 2 we
discuss relevant works on multi-label classification for health applications and black
box decision explanation. Then, Setting the Stage Sect. 3 introduces important notions as multi-label classification, black box classifier and interpretable classifier.
Section 4 Multi-label black box Outcome Explanation presents a problem formalization and Multi-label Explainer Sect. 5 describes the details of the proposed explanation method. In the Experiments Sect. 6 we report a deep experimentation using
datasets concerning health applications. Finally, we conclude the paper by discussing
strengths and weaknesses of the proposed solutions and future research directions.

2 Related Work
The recent availability of large amounts of electronic health records (EHRs) provides
an opportunity for training classification algorithms to develop health applications.
EHRs are usually noisy, sparse, have high dimensionality and nonlinear relationships
among variables [26]. Deep Learning ability to model non-linear relationships [14]
led to successful applications of such technologies to clinical tasks based on EHR
data [21]. Deep Learning techniques have been proven useful for patients and medical
concepts representation [16], outcome prediction [6, 18, 21] and new phenotype
discovery [4, 13].
Consequence of the wide use of black box techniques is a remarkable interest in
developing interpretable predictive systems for health applications. To give insights
to the behavior of their model, the authors of [6] studied the relationship between
the length of the patient medical history and the prediction performance. However,
their finding do not help in explaining how the system reasons. In [9] the authors
propose a multichannel convolutional neural network based on embeddings of medical concepts to examine the effect of patient characteristics on total hospital costs
and length of stay. Despite the good performance the proposed method is completely
obscure. A partially interpretable solution to the same problem is described in [2].
The authors propose a model based on the fact that different patient conditions have
different temporal progression patterns. The model learns time decay factors for every medical code and allows to analyze the attention weights and disease progression
for interpreting the predictions and understand how risks of future visits change over
time. However, this approach still depends on a neural network and is not reusable for
other applications. In line with [10, 19], our proposal is not to develop interpretable
solutions specifically designed for some applications, but to provide an agnosticapproach able to deal with multiple applications and to explain the predictions of
high performance classifiers. In [5] the authors compress the knowledge learned
by several deep networks into a more interpretable model (gradient boosting trees)
which mimics the global behavior of the black box achieving similar performance.
In contrast, our approach explains the black box local behavior.
Concerning multi-label prediction, in the literature, there are various approaches
using transparent or obscure models. In [3, 24] are proposed variants of decision
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trees to deal with multi-labels organized into a hierarchy. On the other hand, yet to
deal with the multi-label problem, in [1, 20] are presented respectively a fuzzy SVM
and a fuzzy neural network. Despite the usage of interpretable models, these work
do not offer any specific clue on how to employ them for explanability purposes.
To the best of our knowledge our work is the first attempt to solve local explanation [11] for agnostic health applications in with multi-label classification.

3 Setting the Stage
We recall basic notations on multi-label classification [23], the definition of the
outcome explanation problem [11], and then, we define the notion of explanation for
multi-label classifiers for which we propose a solution. A multi-label classifier, is
a function b:X (m) →Y (l) which maps data instances (tuples) x from a feature space
X (m) with m input features to a decision vector y in a target space Y (l) = {0, 1}l . Note
that, yi = 1 if the i th label is associated with the instance x, yi = 0 otherwise. We
use b(x) = y to denote the decision y predicted by b, and b(X ) = Y as a shorthand
for {b(x) | x ∈ X } = Y .
An instance x consists of a set of m attribute-value pairs (ai , vi ), where ai is a
feature (or attribute) and vi is a value from the domain of ai . The domain of a feature
can be continuous or categorical. A predictor can be a machine learning model, a
domain-expert rule-based system, or any combination of algorithmic and human
knowledge processing. We assume that a classifier can be queried at will. We denote
by b a black box classifier, whose internals are either unknown to the observer or they
are uninterpretable by humans. Examples include neural networks, SVMs, ensemble
classifiers, etc. Instead, we denote with c an interpretable classifier, whose internal
processing yielding a decision c(x) = y has a symbolic interpretation understandable
by a human. Examples include rule-based classifiers, decision trees, decision sets,
etc.

4 Multi-label Black Box Outcome Explanation
Given a black box classifier b and an instance x, the outcome explanation problem,
introduced in [11], consists in providing for the decision b(x) = y an explanation e
belonging to a human interpretable domain E.
We address this problem in the specific case in which the black box is a multilabel classifier. Our approach is based on the idea, proposed in [10], of learning an
interpretable classifier c that reproduces and accurately mimes the local behavior of
the black box. An explanation for the decision is then derived from c. By local, we
mean focusing on the behavior of the black box in the neighborhood of the specific
instance x, without aiming at providing an overall description of the logic of the
black box for all possible instances. The neighborhood of x has to be generated as
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part of the explanation process. We assume that some knowledge is available about
the the feature space X (m) , like the ranges of admissible values for the domains of the
features and, like in this work, the (empirical) distribution of the features. Nothing is
instead assumed about the process of constructing the black box b. Let us formalize
the problem of outcome explanation through interpretable models.
Definition 1 (Explanation Through Interpretable Models) Let c = ζ (b, x) be an
interpretable classifier derived from the black box b and the instance x using some
process ζ (·, ·). An explanation e∈E is obtained through c, if e = ε(c, x) for some
explanation logic ε(·, ·) which reasons over c and x.
In the next section we will describe the process ζ (·, ·) we propose for obtaining
an interpretable classifier c. As a consequence, like in [10], we adopt as explanation
a decision rule (simply, a rule) r of the form p → y describing the reason for the
decision value y = c(x). The decision y is the consequence of the rule, while the
premise p is a boolean condition on feature values.
Definition 2 (Local Explanation) Let x be an instance, and c(x) = y be the decision
of an interpretable multi-label classifier c. A local explanation e is a a decision rule
r = ( p → y) consistent with c and satisfied by x.
Let us consider as an example the following explanation for the diagnoses
prediction of a patient: e = {60 < age ≤ 70, BMI > 36.2, hyperglycemia = Y es,
insulin = U p, systolicpressure = 150/100 mm H g}→[Diabetes, Hypertension,
Hypothyroidism].
The meaning of this explanation is that the diagnoses of diabetes, hypertension
and hypothyroidism are predicted by the black box because the patient is obese
(BMI>36.2), his systolic pressure is high, his age is in the [60, 70) range and his
blood test results show high levels of sugar (hyperglycemia) and insulin. For the
sake of clarity, we only show the diseases that have been predicted by the black box,
which correspond to non-zero elements of the binary label vector y ∈ Y (l) = {0, 1}l .
We assume that p is the conjunction of split conditions sc of the form a ∈ [v1 , v2 ],
where a is a feature and v1 , v2 are values in the domain of a extended with
±∞. An instance x satisfies r , or r covers x, if the boolean condition p evaluates to true for x, i.e. if sc(x) is true for every sc ∈ p. For example, the rule
r = {60<age≤70, BMI>36.2, hyperglycemia = Yes} → [Diabetes, Hypertension,
Hypothyroidism] is satisfied by x0 = {age = 63, BMI = 36.5, hyperglycemia = Yes}
and not satisfied by x1 = {age = 65, BMI = 35, hyperglycemia = No}.
We say that r is consistent with c, if c(x) = y for every instance x that satisfies
r . Consistency means that the rule specifies some conditions for which the classifier
makes a specific decision. When the instance x for which we have to explain the
decision satisfies p, the rule p → y represents a motivation for taking a decision
value, i.e. p locally explains why b returned y. Therefore, a solution to the problem
will consists of: (i) computing an interpretable predictor c for a black box b and an
instance x, i.e. designing function ζ (·, ·) according to Definition 1; (ii) deriving a
local explanation e from c and x, i.e. defining the explanation logic ε(·, ·) according
to Definition 2.
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5 Multi-label Explainer
We propose MARLENA (Multi-label Rule-based ExplaNAtions, as a solution to
the multi-label black box outcome explanation problem. An interpretable decision
tree classifier c is built for a given multi-label black box b and instance x by first
generating a set of neighbor instances of x through the approach presented in the
following, and then extracting from such a set a decision tree c. A local explanation,
consisting of a single rule r , is then derived from the structure of c.

5.1 Neighborhood Generation
The goal of this phase is to identify a set of synthetic instances Z , with feature
and/or label values close to the ones of x, in order to reproduce the local decision
behavior of the multi-label black box b. Since the objective is to learn a classifier,
the neighborhood should be flexible enough to include instances with both decisions
equal to b(x), i.e. b(z) = b(x) and decisions different from b(x), i.e, b(z)=b(x).
For the generation of Z we propose two approaches which first construct a core
real neighborhood of x, useful for deriving the empirical distributions of features of
x, and then, randomly generate the set of synthetic neighbors Z according to these
distributions. In order to derive the core real neighbors X ∗ these approaches assume
as input a set of known instances X̂ ∈X (m) that may be a set of instances of the training
set, a set of instances to be explained or in general, a set of instances belonging to the
same domain of x. Given X̂ the neighborhood X ∗ is built by identifying the instances
of X̂ which satisfy specific criteria. In our experiments, we setup X̂ as the instances
to explain in the test set.
Mixed Neighborhood. This method selects from the given instances X̂ a core
of k real neighbors X ∗ = X f ∪ X l , where k = k f + kl , k f = αk and kl = (1−α)k.
Figure 1 (2–4) shows a graphical representation of mixed neighborhood generation
starting from a sample dataset with three different labels (left most plot). The arrow
points out the instance to explain. The set X f is composed of the k f instances
x̂ ∈ X̂ closest to x with respect to the feature space X (m) , according to a distance

Fig. 1 (1st) dataset sample, the arrow points out the instance to explain, Mixed neighborhood
generation: (2nd) real instances close to x w.r.t. the feature space; (3rd) real instances close to x
w.r.t. the target space; (4th) merge of the previous sets of instances. Unified core real neighborhood:
(5th) real instances close to x w.r.t. feature and target spaces, i.e. the real core neighborhood
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function d f (x, x̂); while the set X l comprises the kl instances x̂ ∈ X̂ closest to x
with respect to the target space Y (l) , i.e. the black box decision, according to a
distance function dl (b(x), b(x̂)). In Fig. 1, the set X f is showed in the (2nd) plot,
the set X l is represented in the (3rd) plot and, the (4th) plot reports the core real
neighborhood. The parameter α is fundamental for the selection of the instances.
Indeed, we underline that instances in X l which are close to x with respect to the
decision are not necessarily close to x in the feature space. Therefore, low values
of α could bring to the generation of a sparse real core neighborhood in the feature
space. This aspect is evident looking at Fig. 1 where instances in (3) are sparser than
the instances in (4).
Unified Neighborhood. This method selects from X̂ a core of k real neighbors X ∗
as the k instances x̂ ∈ X̂ closest to x with respect to both the feature space X (m) and
the target space Y (l) , according to a distance function du (x, x̂, b) which combines
m
l
· d f (x, x̂) + m+l
· dl (b(x), b(x̂)). Figure 1 (5th) plot.
d f and dl : du (x, x̂, b) = m+l
Both approaches are parametric with respect to the distance functions d f (·, ·) and
dl (·, ·). Since we have binary vectors with length l, in the target space we use the
Hamming distance as dl (·, ·). On the other hand, in the feature space we account
for the presence of mixed types of features by a weighted sum of the Hamming
distance [22] for categorical features, and of the normalized Euclidean distance1 for
continuous features. Thus, assuming s categorical features and m − s continuous
· nEuclidean(x, x̂)
ones, we use: d f (x, x̂) = ms · Hamming(x, x̂) + m−s
m
In the following, we name MARLENA-m the MARLENA algorithm using the
mixed neighborhood distance function, MARLENA-u the MARLENA algorithm
using the unified neighborhood distance function.

5.2 Rule-Based Explanation
Given the synthetic neighborhood Z of x, the second step is to build an interpretable
classifier c trained on the instances z ∈ Z labeled with the black box decision b(z).
Such a classifier is intended to mimic the behavior of b locally in the Z neighborhood.
MARLENA adopts multi-label decision tree as interpretable classifier c as it makes
easy the explanation extraction. Indeed, given the multi-label decision tree c, we
derive the decision rule representing the explanation as a root-leaf path in the tree,
i.e. the decision rule r = ( p → y) is formed by including in p the split conditions on
the path from the root to the leaf node that is satisfied by the instance x, and setting
y = c(x). By construction, the rule r is consistent with c and satisfied by x.

1 http://reference.wolfram.com/language/ref/NormalizedSquaredEuclideanDistance.html.
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6 Experiments
In this section, we describe the experiments we carried out to evaluate the performance of MARLENA. We first present the experimental setup and then we show
the results of our analyses which prove that the proposed multi-label local approach
is more effective than a global one. We study the effect of the neighborhood generation parameter α on MARLENA-m performance, and we provide a qualitative and
quantitative evaluation of the multi-label explanations.2 MARLENA was developed
in Python,3 we used the sklearn implementation of the multi-label decision tree
as interpretable classifier.

6.1 Experimental Setup
Datasets. We ran experiments on three real-world mulit-label tabular datasets:
yeast [8], woman4 and medical [17]. The yeast dataset is a collection of yeast microarray expressions and phylogenetic profiles which can be used to learn the yeast gene
functional categories. One row of this dataset represents a gene, and the labels are its
associated functional classes. Each gene might belong to more than one functional
class. The woman dataset contains survey data about women health-care requirements gathered by a US non-profit organization. One row of this dataset contains
the questionnaire replies of one woman concerning her demographics, pregnancies,
family planning, use of health care services, and medical insurance. The labels of
this dataset are the health-care requirements. The medical dataset contains a corpus
of fully anonymized clinical text. Each document in the corpus is associated with a
set of ICD-9 codes which represents the diagnosis associated with the clinical report.
To each report might be assigned several ICD-9 codes. The woman dataset includes
both categorical and continuous features, the yeast only continuous features and the
medical dataset contains only binary features that represent the presence or absence
of each word in each document.
Details of the datasets after missing values correction5 and black box performance
are reported in Table 1. To train the black boxes, we randomly split the yeast and
woman dataset into a training and a test set containing respectively 70% and 30%
of the instances. For the medical dataset we use the partitioning described in [17].
After the training phase we used the black boxes to classify the instances in the test
set, denoted by X , and we used the MARLENA approach to explain such decisions.
2 For

both neighborhood generation approaches mixed and union, the size of the synthetic neighborhood is 1000, and the size of the core real neighborhood X ∗ is k = 0.5| X̂ |1/2 .
3 Source code, datasets, and the scripts for reproducing experiments are publicly available at https://
github.com/riccotti/ExplainMultilabelClassifiers.
4 https://tinyurl.com/y9maxnxr, https://tinyurl.com/yaz2lyrc.
5 We replace the missing values with the mean for continuous variables and with the mode for
categorical ones. We remove the features with more than 40% of missing values.
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Table 1 Real health-related dataset information and black box performance (F1-measure)
Dataset
Instances Features Labels
Avg. labels
RF
SVM
MLP
Yeast
Women
Medical

2,417
14,644
978

117
44
1449

14
14
45

4.24
3.53
1.25

0.62
0.71
0.37

0.62
0.72
0.79

0.64
0.71
0.77

We denote by Ŷ the decisions provided by the black box b on X , and with Y the
decisions provided by the explainer c. We underline that the black box performance
is not the focus of our work: we forget about the real label and we use the black box
labels as target labels.
Black Box Classifiers. We experiment the following predictors as black boxes:
Random Forests (RF), Support Vector Machines (SVM), and Multi-Layer Perceptron
(MLP).6 For each black box, we perform hyper-parameters tuning using a five-fold
cross-validation and a randomized search over a grid of parameters on the training
set.7
Evaluation Measures. We adopt the following metrics to evaluate MARLENA’s
performance. Aggregated values8 are reported in the experiments by averaging them.
– fidelity(Y, Ŷ )∈[0, 1]. It compares the decisions of the interpretable classifier c to
those of the black box b on the set X . The s-fidelity measures the performance
on the synthetic neighborhood, X = Z . The r-fidelity measures the performance
on the core real neighborhood, X = X̂ . It answers the question:“how good is c at
mimicking b in a neighborhood of x?”. We measure it using the F1-measure [22].
– hit(y, ŷ)∈[0, 1]. It compares the prediction of c and b on the instance x under analysis. We use the simple match similarity to evaluate it, i.e. 1 − hamming(y, ŷ).
hit(y, ŷ) = 1 means that c correctly identifies all the labels returned by b, a value
between 0 and 1 means that some labels are misclassified.

6.2 Results
We perform several experiments to assess how MARLENA-m performance are
impacted by the neighborhood generation parameter α. We measure r-fidelity and hit
for different values of α, the results are show in Fig. 2. We observe that the value of
α does not have a noticeable impact on the MARLENA-m performance. Therefore,
6 Implementations

are those of scikit-learn library.
available at https://github.com/riccotti/ExplainMultilabelClassifiers.
8 The performance reported consider only instances for which an explanation is returned. Indeed,
for some instances of the medical dataset using the RF black box an explanation is not returned.
We leave the investigation of this specific case fur future studies.
7 Details
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Fig. 2 Hit and r-fidelity varying α for yeast and woman, upper and lower figure respectively
Table 2 Fidelity (mean ± stddev) of MARLENA-m and MARLENA-u on all datasets
Black box
s-fidelity
r-fidelity
Mixed
Unified
Mixed
Unified
RF
SVM
MLP

0.94 ± 0.02
0.91 ± 0.05
0.93 ± 0.07

0.90 ± 0.05
0.87 ± 0.07
0.91 ± 0.11

0.89 ± 0.09
0.65 ± 0.20
0.68 ± 0.22

0.87 ± 0.11
0.68 ± 0.21
0.68 ± 0.21

we can safely set α = 0.7 for the following analyses, this guarantees the locality
in the feature space of the core of real instances selected to generate the synthetic
neighborhood. We recall that high values of α favorite neighbors close to x in the
feature space.
To understand if one of the two approaches of neighborhood generation performs
significantly better than the other, we compare them in terms of their s-fidelity and
r-fidelity on all datasets. The results are reported in Table 2. We observe that the
two approaches have comparable performance, but the mixed approach performs
slightly better on the synthetic neighborhood. We can also see how the aggregated
performance on all datasets show lower values of r-fidelity when our methods are used
to explain SVM and MLP decisions. Looking at the fidelity values shown separately
for each dataset in Tables 3 and 4, we observe that this behaviour is due to weak
performance on the woman dataset. This gap of performance among the different
datasets is due to the different levels of cohesion of the data points selected in the
core real neighborhood in the feature space.
In order to quantitatively measure the level of cohesion of each neighborhood,
we compute the SSE (Sum of Squared Errors [22]) employing distance function d f
defined in Sect. 5.1. In Fig. 3 we report the distribution of SSE values, i.e. the mean
values of distances among the data points in the core real neighborhoods for each
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Table 3 s-fidelity (mean ± stddev) of MARLENA mixed and union for each dataset
Dataset
Yeast
Woman
Medical
Black box
Mixed
Union
Mixed
Union
Mixed
Union
RF
SVM
MLP

0.93 ± 0.03 0.92 ± 0.04 0.94 ± 0.02 0.90 ± 0.05 0.93 ± 0.06 0.90 ± 0.12
0.84 ± 0.07 0.84 ± 0.08 0.92 ± 0.03 0.88 ± 0.05 0.95 ± 0.05 0.86 ± 0.14
0.90 ± 0.05 0.90 ± 0.06 0.95 ± 0.02 0.94 ± 0.04 0.80 ± 0.12 0.72 ± 0.20

Table 4 r-fidelity (mean ± stddev) of MARLENA mixed and union for each dataset
Dataset
Yeast
Woman
Medical
Black box
Mixed
Union
Mixed
Union
Mixed
Union
RF
SVM
MLP

0.89 ± 0.06 0.90 ± 0.06 0.89 ± 0.09 0.87 ± 0.12 0.94 ± 0.09 0.97 ± 0.06
0.86 ± 0.08 0.86 ± 0.08 0.57 ± 0.16 0.60 ± 0.18 0.92 ± 0.12 0.97 ± 0.06
0.89 ± 0.06 0.89 ± 0.07 0.62 ± 0.21 0.61 ± 0.19 0.81 ± 0.20 0.89 ± 0.14

Fig. 3 Distributions of mean mixed distance among core real neighborhood points

dataset. We observe how the data points in the woman dataset are more distant from
the center of their neighborhood, compared to those of the other two datasets. This
impacts the performance of the methods because selecting data points scattered in
the feature space for the core real neighborhood generates a synthetic neighborhood
which does not preserve the locality around the instance to be explained. The relationship between MARLENA performance and data points scatteredness in the core
real neighborhood requires a detailed study and is left for future work.
For measuring the ability of MARLENA to mimic the black box behavior, we
compare its hit-performance against those of a Global Decision Tree (GDT) learned
on the set of instances to be explained with target labels given by the black box.
The results for both the mixed and unified approaches are shown in Tables 5 and 6,
respectively. We underline how the comparison with such a global approach is not
trivial, since the hit performance of the global decision tree (GDT) are high, all above
0.93. Our approaches outperform the global one in mimicking the SVM and the
MLP black box on the yeast dataset. However, although MARLENA in some cases
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Table 5 Hit performance comparison (mean and standard deviation)
Dataset

Yeast

Woman

Medical

Black box

MARLENA-m GDT

MARLENA-m GDT

MARLENA-m GDT

RF

0.97 ± 0.05

0.98 ± 0.04

0.95 ± 0.06

0.99 ± 0.04

1.00 ± 0.01

1.00 ± 0.01

SVM

0.95 ± 0.06

0.93 ± 0.07

0.87 ± 0.09

0.99 ± 0.03

1.00 ± 0.01

0.99 ± 0.01

MLP

0.97 ± 0.05

0.94 ± 0.07

0.82 ± 0.13

0.99 ± 0.03

0.99 ± 0.01

0.99 ± 0.01

Table 6 Hit performance comparison (mean and standard deviation)
Dataset

Yeast

Woman

Medical

Black box

MARLENA-u

GDT

MARLENA-u

GDT

MARLENA-u

GDT

RF

0.97 ± 0.05

0.98 ± 0.04

0.94 ± 0.07

0.99 ± 0.04

1.00 ± 0.00

1.00 ± 0.01

SVM

0.95 ± 0.06

0.93 ± 0.07

0.87 ± 0.09

0.99 ± 0.03

1.00 ± 0.01

0.99 ± 0.01

MLP

0.96 ± 0.05

0.94 ± 0.07

0.81 ± 0.12

0.99 ± 0.03

1.00 ± 0.01

0.99 ± 0.01

performs worse in terms of hit, it always greatly outperforms the GDT in terms of rule
interpretability. Indeed, as shown in Tables 7 and 8, MARLENA always produces
explanations (decision rules) with considerable lower number of conditions in the
rule premise. The reduction of rule length is really important especially on woman
dataset.
We now make a qualitative comparison of the explanations provided by
MARLENA-m and the GDT. We consider explanations for black box behavior on
the medical dataset since its features are easily comprehensible also by non-experts.
What follows is an example of an explanation for the SVM black box where both
MARLENA-m (eM ) and the GDT (eG ) predict the same labels as the black box.
In the medical dataset the classification task is to map words coming from clinical
notes to one or more diagnosis. The following explanations highlights which are the
words that influenced more the black box decision with their presence or absence.
We highlight words common to both explanations as they probably are the most
important for the decision.
eM = {duplication = 0, reflux=0, hydronephrosis=1, normal=1, pyelectasis=1, mild=1}
→ [Urinary incontinence, Hydronephrosis]
eG = {cough=0, reflux=0, tract=0, neurogenic=0, hydronephrosis=1, hydroureter=0,
evaluate=0, pyelectasis=1, follow=1}
→ [Urinary incontinence, Hydronephrosis]

GDT’s explanation is longer and more confusing as it contains words falling outside
the context of kidney problems, like cough, and generic words like evaluate and
follow.
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Table 7 Mean rule length and standard deviation comparison between MARLENA-m and GDT
Dataset

Yeast

Woman

Medical

Black box

MARLENA-u

GDT

MARLENA

GDT

MARLENA-u

GDT

RF

2.92 ± 2.27

9.09 ± 3.35

4.30 ± .98

13.20 ± 4.56

1.41 ± 1.90

7.70 ± 3.12

SVM

3.29 ± 2.24

5.68 ± 1.47

4.31 ± 1.51

16.30 ± 6.61

5.35 ± 1.67

11.76 ± 4.82

MLP

2.44 ± 1.99

6.70 ± 2.36

2.93 ± 1.17

14.85 ± 6.17

4.58 ± 1.40

10.77 ± 5.40

Table 8 Mean rule length and standard deviation comparison between MARLENA-u and GDT
Dataset

Yeast

Woman

Medical

Black box

MARLENA-u

GDT

MARLENA

GDT

MARLENA-u

GDT

RF

2.91 ± 2.44

9.09 ± 3.35

4.36 ± 1.19

13.20 ± 4.56

1.80 ± 2.01

7.70 ± 3.12

SVM

3.18 ± 1.99

5.68 ± 1.47

4.36 ± 1.62

16.30 ± 6.61

4.31 ± 2.32

11.76 ± 4.82

MLP

2.70 ± 2.30

6.70 ± 2.36

2.77 ± 1.42

14.85 ± 6.17

4.50 ± 1.75

10.77 ± 5.40

7 Conclusion
We have proposed MARLENA a model agnostic approach to address the multi-label
black box outcome explanation problem. Our approach learns a local classifier on
a synthetic neighborhood generated by a strategy suitable for multi-label decisions.
Then, it derives from the interpretable local prediction a meaningful explanation
represented by a decision rule, explaining the reasons of the decision. We have
proposed two strategies for the synthetic neighborhood generation that take into
consideration the particular structure of the multi-label decision. Our experimentation
shows that MARLENA presents acceptable performance in terms of accuracy in
mimicking the black box and is able to produce explanations represented by compact
rules.
A number of extensions and additional experiments can be considered for future
works. An interesting future research direction is to design new approaches for the
neighborhood generation for example methods based on the genetic programming.
Second, another study might be focused on the possibility to generate a global explainer by composing the local explanations produced by MARLENA. Moreover,
results in this paper show that it is necessary to extend the experiments by considering
more datasets (even synthetic) characterized by different levels of density and to understand how this impact to the quality of neighborhood generation. Finally, it would
be interesting to let domain experts evaluate and compare MARLENA explanations
to the global ones.
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Large-Scale Dialog Corpus Towards
Automatic Mental Disease Diagnosis
Masahito Sakishita, Taishiro Kishimoto, Akiho Takinami, Yoko Eguchi
and Yoshinobu Kano

Abstract Recently, the number of people who are diagnosed as mental diseases is
increasing. Efficient and objective diagnosis is important to start medical treatments
in earlier stages. However, mental disease diagnosis is difficult to quantify criteria,
because it is performed through conversations with patients, not by physical surveys.
We aim to automate mental disease diagnosis in order to resolve these issues. We
recorded conversations between psychologists and subjects to build our diagnosis
speech corpus. Our subjects include healthy persons, people with mental diseases
of depression, bipolar disorder, schizophrenia, anxiety and dementia. All of our
subjects are diagnosed by doctors of psychiatry. Then we made accurate transcription
manually, adding utterance time stamps, linguistic and non-linguistic annotations.
Using our corpus, we performed feature analysis to find characteristics for each
disease. We also tried automatic mental disease diagnosis by machine learning, while
the number of sample data is few because we were still in our pilot study phase. We
will increase the number of subjects in future.
Keywords Mental disease · Diagnosis · Depression · Bipolar disorder ·
Schizophrenia · Anxiety · Dementia · Utterance · Corpus · Machine learning

1 Introduction
One in four people in the world suffer from a mental disease at some point in their
lives [11]. People who are diagnosed as mental diseases explosively increased from
3.2 million (2011) to 3.94 million (2014) in Japan [8]. There are strong requirements
for medical institutes to support people with mental issues both in quantity and
quality.
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It is difficult to diagnose mental disease types even by professional doctors. Unlike
other diseases such as cancers, quantitative inspections, e.g. blood test or MRI, are
not available for most mental diseases. Diagnosis and treatment of mental disease
are often performed through conversations between doctors and subjects. However,
objective evaluation and quantification are difficult in conversation based on diagnosis. It is not easy even from professional doctors to clarify criteria who to diagnose
as a specific type of mental diseases. Identification of disease types take long time.
There are a couple of previous studies from linguistic approach. For example,
Thomas et al. dealt with schizophrenia of 60 patients [9]; de Lica et al. dealt with
dementia [7]. Thomas et al. reported that there are defects of broken sentence structures and production of words in acute phases of schizophrenia, but defects of complexity, accuracy and fluency are rather severe in chronic phases. de Lica et al.
reported that Alzheimer dementia often has rephrasing and repetition.
As attempt to quantify characteristic of patient’s language, evaluation scales were
developed such as CLANG (Clinical Language Disorder Rating Scale), TLC (Scale
for the Assessment of Thought, Language, and Communication), TLI (Thought
and Language Index), and TALD (Assessment of Objective and Subjective Formal
Thought and Language Disorder).
However, judgments of symptom rely on qualitative evaluation by human rater in
these studies. Their evaluations could not be automatic.
There are previous studies that employs NLP (Natural Language Processing)
for patients’ language. Fraser et al. analyzed DementiaBank, a spoken language
corpus of dementia patients [5]. Capecelatro et al. [2] studied depressions by a text
analysis tool, LIWC (Linguistic Inquiry and Word Count). Hong et al. [6] studied
schizophrenia. Fineberg et al. compared schizophrenia and mood anxiety disorder
[4]. CLPsych workshop has been popular for a few years. This workshop is shared
task to predict current and future psychological health of 11 years old person from
his or her essay and socio-demographic controls [10].
Using our mental disease corpus as a gold standard, we implemented automatic
diagnosis system for mental diseases in order to solve these issues. We aim to quantify
diagnosis criteria to help doctors.

2 UNDERPIN Mental Disease Corpus
We aim to build a large scale corpus of speech, transcribed texts and manual annotations in our UNDERPIN project. Our UNDERPIN corpus consists of recorded
voice between psychologists and subjects, transcriptions, and various annotations.
Our subjects include patients of mental diseases in Keio University Hospital and
healthy persons. We have collected five types of patients: depression, bipolar disorder, schizophrenia, anxiety, and dementia. Table 1 shows the number of subjects.
We collected data from each patient by 2–5 times with interval of a month, in
order to collect wide range of data that could cover disease state variation.
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Table 1 Number of subjects
for each disease type
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Disease name

# of subjects

# of files

Healthy person

4 persons

13

Depression

4 persons

10

Bipolar disorder

1 person

4

Schizophrenia

5 persons

14

Anxiety

5 persons

7

Dementia

5 persons

9

We collected three kinds of information for each visit of patients. First, patient’s
disease information such as disease name, prescription drugs, and background clinical. Second, evaluation of severity using observation of symptom. Third, dialogue
data which becomes raw corpus in this study.
The dialog data consists of a free talk part, a story telling part, and a picture
explanation part. The free talk part is based on several questions including progress
of disease, recent news, etc. In the story part, we ask subjects to tell a story by giving
a name of famous stories. In the picture explanation part, we show subjects a picture
and ask explanation of that picture.
We manually transcribed the recorded voice to obtain accurate texts. We also
performed annotations to the transcribed texts based on the annotation n schema of the
Chiba University Three Persons Corpus [3]. Table 2 shows the kinds of annotations
we made.

3 Experiment
We extracted features from our UNDERPIN corpus described above. Our features
include annotations in Table 2, and other additional features shown in Table 3.
These feature values are divided by total utterance time of a corresponding subject
to make new features.
Regarding acoustic features, we extracted 0–4th formants from speech of subjects.
Then we calculated average, minimum, maximum, and standard deviation.
These features do not include speech of psychologists.
While the entire UNDERPIN projects plan to collect hundreds of subjects, the
number of subjects is still limited because this is a pilot study phase. We regard
different visits and different parts of the same subject as different samples to increase
the number of samples. Our training set and test set were configured not to share the
same subject between training and test.
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Table 2 Types of annotations
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Explanation
Abort within utterance unit
Stretching non-lexical sound
Non-lexical sound clogging
Interruption of a word
Raising tone
Filler
Interjection of response / emotion expression
Saying (intended word can be identified)
Saying (intended word is unknown)
Misstatement and nonstandard utterances
Characters that cannot be written in kanji
Replacing proper names for anonymization
Utterance while singing
Utterances that are unable to hear out, or cannot be regarded as linguistic sound
Laugh without accompanying utterance
Exhalation, inspiration

4 Result and Discussion
We describe the evaluation value of each types of mental disease’s results which
done cross validation with Support vector machine.
After that, we compare the features used in the machine learning, between healthy
persons and patients as below:
• number by occurrences for each item in the target dataset (e.g. number of adjectives
appeared in that dataset)
• for each number above, divide by total utterance time of the corresponding subject
• for each number above, divide by total number of morphemes of the corresponding
subject (e.g. frequency of adjectives appeared in the dataset).
Comparison healthy persons versus other persons (any type of diseases) shows
that frequency of conjunction usages is less in people with diseases. We also found
that the dispersion of the number of noun vocabulary is larger when compared with
healthy persons. There is a possibility that the ability to construct long sentences or
to cope with complex sentence constructions is getting rusty by disease.
Among our five kinds of diseases, depression and dementia have larger differences
from healthy persons and patients with other kinds of diseases. On the other hand,
we did not find anxiety to have any remarkable differences from others.
Regarding depression, there are differences in the vocabulary sizes and frequency
of subjects. This frequency of subjects is calculated by number of occurrences of
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Table 3 List of our features

Category
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Features

Profile

Gender

Age

Linguistic

Morpheme

Vocabulary

Content word

Content word
vocabulary

Noun

Noun vocabulary

Adjective

Adjective
vocabulary

Verb

Verb vocabulary

Adverb

Adverb vocabulary

Particle

Particle vocabulary

Particle “

(ga)”

Particle “

(ni)”

Particle “

(ha)”

Particle “

(wo)”

Particle “

(mo)”

Particle “

(de)”

Particle “

(to)”

Word of six letters
and up

Directive

Directive vocabulary

Conjunction

Conjunction
vocabulary

Negation

Question

Positive words

Negative words

# of part

Parroting words

Response
interjection

Not clear word

Demonstrative
Non-linguistic

Total time

Total interviewer
time

Record time

Filler

Laugh

Stammering

Misstatement

Response time

Formants

Japanese subjective case marker “ha ( )”. This Japanese subjective case marker
is a particle which is often attached to a subjective noun, thus the occurrence of
this case marker “ha ( )” would correlate with the occurrences of subjects. This
result implies that patients with depression tend to withdraw into himself, so patients
tend to talk about himself frequently, leading the number of subjects to be getting
increased.
Regarding the vocabulary, we observed more adjectives, verbs and adverbs in
the patients of depression. Total number of vocabulary also tends to rise compared
with healthy persons. This result could also match with a previous study [1] that
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Disease name

F-score

Depression

0.5965

Schizophrenia

0.6666

Anxiety

0.8333

Dementia

0.8333

patients with depression often use absolute expression like “definitely”. The number of vocabulary may get increased while talking to himself, which would relates
with characteristics of patients with depression. Surprisingly, the number of negative words’ vocabulary does not show remarkable difference from healthy persons.
However, the number of positive words’ vocabulary is kind of few. The number
of positive words vocabulary was a bit smaller than the healthy persons. Because
the occurrences of positive words were almost same between healthy persons and
depression, this result could also be interpreted that patients with depression do not
speak much positive words.
Regarding dementia, we observed decrease of dialogue ability. There are many
mistakes and many directional words, but few content words in contrast. Patients
with dementia often use responses of non-content words. Because content words
have lexical meaning than grammatical roles, decrease of content words suggest
that their conversations would have less meanings. The causes of these observations
would be that the language ability of dementia patients explicitly decrease because
their brains are getting broken due to the dementia. Average acoustic volume of
dementia patients is high, while this may simply because patient’s ear ability is
lower due to aging.
In schizophrenia, we observed decrease of a Japanese objective case marker “ni
( )”. This decrease of the objective case marker “ni ( )” means that number of
complements is few. Fewer complements may relate with lack of evidences when
patients tell stories.
All the features listed here related to the mental disorders not only in Japanese
native speakers but also in other language native speakers with the diseases. For
example, Japanese “ha ( )” especially representing the first person pronoun is commonly found in Japanese depression patients. It represents “I” in English, therefore
this feature may be common in depressed patients who speak English.
Table 4 shows our result of SVM binary classification predictions. Unfortunately,
the total number of these samples is still very small, not sufficient to perform supervised machine learning. We performed cross-fold validations not to include same
person between training and test sets. As a result, sizes of training and test sets are
almost below 10. Therefore, results shown in Table 4 should be regarded as reference values. We did not try classification prediction for manic depression because
the number of subjects is extremely small even for evaluation.
We could not find relevant features for anxiety from our current feature set. Adding
better features for anxiety will be our future work.
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5 Future Work
In our experiment, we used morphological information which only implicitly contains syntax and semantic information. We will add new features e.g. dependencies
and predicate argument structures that might reflect a mental disease state.
We currently plan to increase the number of subjects to be hundreds. We could
make more stable predictions by such larger number of training data.
We also plan to connect spoken dialog data with written data such as SNS posts.
These future works would make the system performance better.

6 Conclusion
In this study, we try to quantify and automate mental disease diagnosis which is
difficult to diagnose even by human doctors. We built out UNDERPIN Mental Disease Corpus by recording conversations between a psychologist and subjects. Our
subjects include five types of mental disease patients, and healthy persons. We performed annotations that include utterance timings, transcriptions, linguistics and
non-linguistic annotations. We performed automatic mental disease diagnosis using
machine leaning and our UNDERPIN corpus. Because we are in our pilot phase
of our study, the number of samples is few. We also performed feature analysis that
implies effective features for each disease. We plan to increase the number of subjects
to be hundreds. Our other future work would include new features, such as deeper
syntactic and semantic structures.
Acknowledgements This work was supported by JST CREST and JSPS KAKENHI, Japan.
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Spoken Dialogue Systems for Medication
Management
Joan Zheng, Raymond Finzel, Serguei Pakhomov

and Maria Gini

Abstract The interest towards spoken dialogue systems has been rapidly growing
in the last few years, including the field of health care. There is a growing need
for automated systems that can do more than order airline and movie tickets, find
restaurants and hotels, or find information on the internet. Eliciting information from
patients about their current health and medications using natural language at the point
of care is a task currently performed by skilled nurses during the intake interview in
both inpatient and outpatient settings. This routine task lends itself well to automation
and a well-crafted dialogue system with state management can enable standardized
yet individually tailored interactions with the patient using natural language. The need
for extensive domain knowledge (e.g. medications, dosages, disorders, symptoms,
etc.) in order to achieve broad coverage makes this task particularly challenging. In
this project, we explore the use of the PyDial framework and a medication-oriented
knowledge base containing information from RxNorm to create a dialogue system
capable of eliciting medication history information from patients.

1 Introduction
Spoken dialogue systems (SDSs), systems that users can interact with with through
conversation, have been rapidly increasing in popularity within the past few years.
Commercial SDSs, such as the Amazon Alexa, Apple’s Siri, and Google Home,
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can now be found in millions of households. Their popularity is due in part to the
recent advancements of voice-activated technology, namely their high success rate
at understanding spoken input and responding appropriately in natural language.
Most commercial dialogue systems are robust enough to allow users to perform a
variety of complex tasks using only voice commands, e.g. telephone banking, travel
information retrieval, music management, and remote control of other smart devices.
Alongside these uses, voice assistant technology provides an opportunity for new
advances in healthcare. Digital assistants capable of helping in a medical context are
currently in high demand, especially considering the future of health and lifestyle
trends. For example, the number of senior citizens in the United States is expected
to nearly double by 2050 [7], which will place a significant burden on the already
overburdened healthcare system. SDS technology can provide aid with performing
tasks and gathering information crucial to providing healthcare yet do not require
supervision from healthcare professionals. For those individuals experiencing decline
with their visual or motor skills, the ability to obtain care without the constant need
of a healthcare worker beside them may also provide an additional opportunity to
care for themselves independently.
The long-term objective of our work is to develop an adaptable dialogue system
capable of interacting with a range of medical devices and other existing technologies
on an as-needed basis. The work reported in this paper focuses on building a dialogue
system capable of communication information relating to medication data. Here, we
target the conversation domain of medication reconciliation, the process of gathering
information from patients prior to their visit with a healthcare provider [2]. This is
a routine task that is currently performed by trained nursing staff. Automating this
task can not only save time and lessen the cost of healthcare delivery but can also
allow healthcare providers to become more effective by focusing on less routine and
more complex tasks. Automation of this type can also result in the standardization
of the collection of medication information, reduce confusion between different
healthcare providers, and improve patient safety and satisfaction. This task requires
that the SDS is knowledgeable of a large number of medications and their associated
information, such as available dosages, formulations, and routes of administration,
and can effectively use this information to update an individual patients’ medical
records.
To accomplish this, we currently use an open-source dialogue system framework
(PyDial) and a knowledge base of medications currently prescribed in the U.S.,
developed and maintained by the National Library of Medicine (RxNrom).

1.1 Linguistic Context
Many commercial SDSs do not recognize linguistic context while executing a particular task. The SDSs available for use today implement a turn-based dialogue
management framework, which keeps track of a series of turns in a conversation in
order to accomplish a specific task. However, if the user were to suddenly switch
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conversation topics while the system is trying to complete a task, the system may
not recognize the switch in conversation and will (unsuccessfully) try to accomplish
the task it is processing, leading to a negative experience for the user [3]. Our target
SDS would take changes of topic into consideration when processing information
and switch tasks if needed.

2 Proposed Approach
Our initial pilot application uses a SDS to perform the task of medication reconciliation, which interviews a patient to obtain their record of current drugs and prescription information. We chose the task of medication reconciliation because it provides
the opportunity to explore using a voice interface to collect medication information
from a user and comparing it to standardized medication data, and also presents the
challenge of receiving and handling open-ended responses.
For this use case, there are two key types of information for each medication
to consider: drug product information, and prescription information. Drug product
information (e.g., Prinivil 10 mg oral tablet) is specific to each variation of a medication: different variants (e.g., differing brands or dosage amounts) of a medication will
have unique identifiers that are key to note in a patient’s medical record. Prescription
information (e.g., take twice a day with meals) is defined by the healthcare provider,
and is specific to the patient. The latter can be obtained directly from the electronic
health records or pharmacy systems, if the SDS could connect to them; however,
directly interfacing with clinical systems is subject to protected health information
constraints. There is variability in how individual patients implement their doctors’
recommendations and treatment plans in their everyday lives. Our proposed approach
is to create a conversational agent capable of eliciting the details of individual use of
medications to aiding patients and caregivers with medication reconciliation.

2.1 Application Components
2.1.1

PyDial

PyDial [9] is a multi-domain statistical spoken dialog system toolkit that provides
a framework for building a modular dialogue system. It has been created by the
Dialogue Systems group at the University of Cambridge. Each module in the dialogue
system has pre-implemented statistical and non-statistical approaches to process data.
The main focus of PyDial is to perform task-oriented dialogue, in which a user can
search for an entity in a domain that matches some number of constraints.
PyDial provides modules for input processing (e.g., semantic decoding), dialogue
management (belief tracking and policy management), and output processing (e.g.,
language generation). All of its modules are capable of processing dialogue spanning
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multiple domains of conversation. While the current domain of conversation plays a
role in understanding, processing, and generating natural language, PyDials domainrelated functionality is independent from its dialogue modules, and thus the same
language processing modules can be used across multiple domains of conversation.
Furthermore, each module can be customized and replaced with modules specific to
one’s needs—a pre-implemented module can be replaced with a customized module
as long as the required signatures of the module’s function match.
PyDial’s framework was chosen as the framework of our SDS because of its
ability to recognize multiple domains of conversation and switch between tasks
related to separate domains. Because of PyDial’s modular nature, custom modules
(namely, an ontology containing RxNorm data) were added to allow the SDS to
perform tasks related to medication. The framework was also designed to perform
task-oriented dialogue, allowing us to design modules to lookup information in the
RxNorm knowledge base.

2.1.2

ULMS RxNorm

RxNorm [6] is a dataset created and managed by the U.S. Library of Medicine
(ULMS) designed to allow different computer systems to communicate drug-related
information effectively and unambiguously. This dataset provides normalized names
for different variants of clinical drugs. Each medication variant is assigned a unique
identifier, called a RxCUI, that differentiates between other variants of the same
medication. The scope of this database includes all prescription and over-the-counter
medications available in the United States, including both the generic and branded
variant of every clinical drug. Data containing newly-approved drug information is
added once a week, which is to be used in conjunction with the full RxNorm dataset,
which is updated once a month. ULMS’s frequent updates to RxNorm ensure that
our SDS has the most up-to-date medication information.
RxNorm was chosen as the foundation of the ontology behind our dialogue system due to its regulated, high-quality information on medications. Ensuring that the
dialogue system knows the exact medication patients are on will also aid the caregivers’ role in managing their medication history. Furthermore, using the nationally
standardized information ensures that the information recorded by our SDS will be
recognized and understood by other healthcare providers.
Reference [4] has shown that the information presented in RxNorm may be of unfit quality to be used for clinical decision support, particularly for representing drug
interactions and representing the route of administration of a medication. Although
RxNorm remains a valuable resource for providing standardized names of medications, further work is needed before this ontology can be used to support clinical
decisions.
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self.slot_values["frequency"]["daily"] = "(i\ take\ it\ )?(daily|everyday
|(once\ a\ day))( in\ the\ morning|afternoon|evening|night)?)"
self.slot_values["frequency"]["weekly"] = "(i\ take\ it\ )?(weekly|every\
week|(once\ a\week))( on\mondays?|tuesdays?|wednesdays?|thursdays?|
fridays?|saturdays?|sundays?)?"
Fig. 1 Example handcrafted rules from the NLU component

2.2 Application Implementation
2.2.1

Dialogue System

We created a medication ontology based on RxNorm with PyDial as the framework of
the dialogue system (see Fig. 3). A sample patient record was created as an example
using a small subset of RxNorm records to test the performance of the SDS. When
creating a speech domain with the PyDial framework, a SQL database file containing
the knowledge behind the ontology must be included with a configuration file that
defines what types of information the user and system are allowed to inquire and
provide.
For the purpose of medication reconciliation, the user is allowed to provide the
brand name, primary ingredient, dosage, and frequency of their medications. From
the provided information, the system determines the concept unique identifier (CUI)
of the medication the user is taking. The system is allowed to inquire about the brand
name, primary ingredient, and dosage of the medication. The patient’s medication
record is kept as a separate ontology in PyDial that contains the drug information
as well as the dosage frequency of each medication the user is taking. Additional
work would be needed for the dialogue system to interface with existing patient or
pharmacy records, however, directly interfacing with clinical systems is subject to
protected health information constraints.
Handcrafted rules for natural language generation and understanding were created
to match information inquiries for the patient record, which is shown in Fig. 1. Our
first iteration of this project uses regex-based handcrafted rules in both the natural
language generation and natural language understanding modules of PyDial. Of
course, writing handcrafted rules for all possible types of medication-related inquires
is not a realistic task. For the sake of this pilot application, our ontology was limited
to a few types of information that RxNorm provided (e.g., visual descriptions of
medications were left out) so that handcrafted modules could be used easily. Despite
this limitation, writing handcrafted rules for our subset of RxNorm information
proved robust enough for straightforward medication reconciliation tasks, which is
shown in Fig. 2.
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Prompt > Hello! I’m here to collect information about your medications.
What medications are you currently taking?
User > I’m taking metformin and prinivil
Prompt > Thanks! Let’s talk about prinivil. What dose are you taking?
User > 20 milligrams
Prompt > OK. How frequently do you take it?
User > I take it once a day
Prompt > Got it. Let me confirm: You take 20 milligrams of prinivil daily,
is this correct?
User > Yes
Prompt > Thanks! Let’s talk about metformin. What brand of medication do
you take?
User > I have glucophage
Prompt > OK. What dose are you taking?
User > I take 750 milligrams, once a day
Prompt > Got it. Let me confirm: You take 750 milligrams of glucophage
daily, is this correct?
User > Is glucophage metformin
Prompt > Glucophage is a brand of metformin
User > Yes that is correct
Prompt > Thanks! Are you currently taking any other medications, clinical
or over-the-counter?
User > No that’s all
Prompt > Thank you! I have collected the information I needed
User > Ok goodbye

Fig. 2 An example conversation

2.2.2

Hardware

The ReSpeaker kit, a microphone and speaker expansion board for Raspberry Pi,
served as a speech client for the application. The Raspberry Pi was chosen to ease
development of the embedded system and for its compatability with the ReSpeaker
system, whose far-field microphone array is ideally suited to hearing conversation
across a room. The Dialogue Server in Fig. 3 consists of two RESTful services
implemented using Flask technology to (a) convert speech received from the ReSpeaker client into text (automatic speech recognition or ASR); and (b) synthesize
audio from text messages received from the PyDial Agent (text to speech or TTS).
Both the ASR and TTS components of the Dialogue Server are implemented using
deep learning methods. The ASR component was created using the Deep Speech 2
architecture based on Baidus Warp-CTC implementation of the connectionist temporal classification function [1]. The ASR system was trained on approximately
1500 h of spontaneous speech using deepspeech.pytorch toolkit (https://github.com/
SeanNaren/deepspeech.pytorch) and deployed on a GPU-enabled server. For decoding, we use beam search with a language model constructed from the transcriptions
of telephone conversations collected as part of the Switchboard project [5]. The TTS
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Fig. 3 The architecture of the pilot application. The ReSpeaker hardware acts as a speech client.
The dialogue server can receive natural language as input and output. Text is sent and received from
the dialogue server, which contains the PyDial agent

component is based on the Mozilla Common Voice TTS (https://github.com/mozilla/
TTS) project with the TTS model constructed from the LJ Speech (https://keithito.
com/LJ-Speech-Dataset/) dataset.

3 Conclusions and Future Work
In the future, we plan on exploring the using of PyDial’s built-in language understanding module that uses support vector machines to classify input into a set of semantic
concepts. We also plan on exploring the use of recurrent neural networks and/or long
short-term memory network for natural language generation, which generates natural language from previous dialogue acts, allowing a greater variability of responses
from the dialogue system while also taking linguistic context into consideration.

3.1 Language Understanding
PyDial offers a language understanding module that uses support vector machines
to classify input onto a set of semantic concepts. This module maps input onto a
high-dimensional feature space, allowing data to be linearly separable. The classifier
must be trained using corpora data annotated with semantic data.
However, annotated corpora containing conversations relating to medication are
currently not available. To collect such data, we must first obtain transcripts of patients
conversing about their medications, and then annotate the scripts with dialogue intent
information. Due to the sensitive nature of these conversations, the data collection
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process would be simplified by using transcriptions from medication history and
medication reconciliation videos from YouTube that are designed to train medical
staff, rather than transcriptions from actual patients. These transcriptions will be
manually annotated to create a small corpus we plan to use to bootstrap the training
of statistical components of the conversational agent.
Additionally, future development would need to improve the capability of the
ASR component to recognize a wide range of medication names and medicationrelated information. We plan to address this by implementing Cold Fusion methods
for introducing target domain language patterns during training of an out-of-domain
ASR model [8].

3.2 Language Generation
Creating a hand-crafted policy spanning all of the RxNorm data would be a much
more expensive task than the small sub-domains used in the pilot application. This
task can be avoided by implementing a language generation module that uses recurrent neural networks [10] and/or long short term memory networks [11]. This
approach, which generates natural language from previous dialogue acts, would allow a greater variability of responses from the dialogue system while also taking
linguistic context into consideration. Overall, this would lead to a more natural flow
of conversation.
The pronunciation of much of the medical vocabulary and medication names in
particular is highly idiosyncratic, leading to erroneous audio synthesis by text to
speech systems. For example, the system that we currently use trained on the LJ
Speech data pronounces the word “aspirin” as [ax s p ay ax r ih n] rather than [ae s p
r ih n]. We plan to address this issue by adding pronunciations of medication names
to the training data.
Acknowledgements Work supported in part by CRA-W Distributed Research Experiences for
Undergraduates program.
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Deep Visual Models for EEG
of Mindfulness Meditation
in a Workplace Setting
Juan Lorenzo Hagad, Kenichi Fukui and Masayuki Numao

Abstract With their rising availability and reliability, wearable devices such as electroencephalograms (EEG) could bring about advancements in personalized mental
health monitoring. However, a major roadblock to the adoption of EEG for monitoring of mental health are concerns surrounding accuracy and the many sources of
noise inherent to these types of sensitive devices. Combining noise-robust representations and flexible machine learning models could be the key to addressing these
major issues. In this work, we use visual EEG representations to take advantage
of the adaptive properties of deep learning models in order to model EEG signals
during mindfulness meditation. Using a naturalistic dataset gathered from employees of a Japanese company, we attempt to identify and address some of the major
issues inherent to acquisition and processing. Specifically, we use a topographic representation of EEG to enable efficient data utilization despite the presence of noisy
and missing data. We also use deep model activations to guide the construction of a
more practical architecture for this type of input data. Results indicate that shallow
but wide architectures with more filters lead to better test performance than deeper
models. Specifically, the shallower model realized significant performance gains of
>5% compared to ResNet50 while also requiring fewer samples before reaching
convergence. Finally, all models using the topographic representation showed good
performance despite the inclusion of of samples with noisy and missing data channels.

1 Introduction
Workplace stress is recognized by clinical studies as one of the main risk factors
for a number of cardio-vascular diseases and is one of the leading causes of work
disabilities worldwide [3]. Due to its pervasiveness, together with traditional methods
for stress management, automated mental stress tracking and monitoring tools have
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the potential to be a key technology for addressing a number of severe mental health
issues such as anxiety and depression. Among the many interventions and treatments
used for stress-related mental and physical illnesses, one of the most widely adopted
is mindfulness-based stress reduction (MBSR) [2]. In recent years, MBSR has been a
trending practice in major U.S. companies due to belief in its effectiveness in reducing
mental and emotional strain, and its ability to improve certain productivity-related
indices in the workplace. However, developing an objective measure for the effects of
mindfulness meditation in the workplace has remained a challenge. Should unbiased
tools for tracking meditative states be made available, it would be possible to track
the long term effects of meditation and its interaction with stress. Until now, objective
measures of the neurological effects of meditation remains limited due to various
issues including noise, subjectivity, inter-subject differences and the difficulty of
obtaining clean and complete real world data. These issues contribute to the overall
cost of adopting an EEG-based system since standard practice is to discard samples
that contain significant data degradation in even just a single channel. This not only
limits the size of usable datasets for training, but also hampers the overall usability
of applications that use consumer EEG headsets. Visual representations and deep
models designed around them may hold they key to solving these issues due to their
similarity to challenges in machine vision where large advancements have already
been made.
In an early work [1], researchers proposed the use of spectral topography maps
together with convolutional and recurrent neural networks (CNNs and RNNs) to
model the effects of mental workload. They found that using the spatial representation
allowed their models to cope with inter- and intra-subject differences as well signal
noise. In later works [5], researchers have started using model activations and their
correlations to features of the known EEG signals to determine the spatial topology of
learned features related to motor visualizations. This has been a step towards creating
interpretable deep EEG models, however they are still limited by the complexity
of having to explicitly test possible correlations between model weights and known
signal features. Our work most closely resembles [6] in that we also use image-based
representations of EEG, however in our work we forgo the use of long-term short-term
memory (LSTM) models due to their high data requirements. Furthermore, similar to
most of the other works, they investigated mental changes that were expected to occur
within a short span of time. Meanwhile, in this work we analyse meditation, which
is a phenomenon that can be difficult to accurately time and predict. Furthermore,
we attempt to exploit the inherent ability of convolutional deep learning adapt to
occlusion in order to address the problem of incomplete or missing EEG data.

2 Dataset Acquisition
In the long-term, we hope to enable building a large dataset of comparable meditation
EEG samples. Towards this end we used OpenBCI, an open source EEG platform
to measure brainwave data. Next, we devised an easily-reproducible experimental
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protocol centered on UCLA’s breath meditation procedure [7]. Each mindfulness
meditation session is comprised of the following phases: a 5-min baseline eyesclosed relaxation phase, a 10-min guided breath meditation phase, and a second 5min relaxation phase. The beginning and end of each phase was timed and signalled
by ringing a bell. During the entire session subjects wore the 16-channel dry electrode
EEG headset which recorded their brainwave data. Since the onset of meditative states
can be hard to predict, we use only the last 5 min of the meditation data. The entire
procedure was conducted with the guidance of an experienced meditation instructor
and the proponent of this work. Apart from the physiological data, we acquired
psychological wellness profiles from each subject using a number of standardized
psychology questionnaires to measure mindfulness, stress, and overall well-being.
This data can be used to characterize the subjects’ mental health and could be used
as ground truth for later work. From the survey, we obtained psychological profile
samples (n = 164) which were analyzed using bivariate correlation (Pearsons R).
Here, we found strong correlations (r = −0.66) between trait anxiety (i.e., longterm stress) and five-factor mindfulness, as well as significant negative correlations
(r < −0.4) between trait anxiety and the other wellness indices (i.e., life satisfaction,
psychological safety, and work meaning). Next, among those who answered the
survey, 36 volunteers were selected for the meditation experiment. However, note
that only 34 samples were used in the machine learning experiments due to excessive
signal loss in some samples. All participants were volunteers who were aware that
we were studying the effects of mindfulness.

2.1 EEG Data Preprocessing
The raw EEG data consists of 16-channels sampled at 250 Hz. Initial noise filtering
was done using a combination of high and low pass Butterworth filters to remove
signal noise below 2 Hz and above 75 Hz, as well as a notch filter to remove 50
Hz powerline noise. Next, we applied artifact subspace reconstruction (ASR) [4]
to reduce occasional motion-related artifacts. It is a non-stationary method that is
good at removing occasional large-amplitude artefacts such as those resulting from
occasional movement. It is often used in conjunction with independent component
analysis (ICA) to perform signal source localization. In this work, we selected it due
to its low overhead and ability to be applied to real-time applications.

2.2 Generating EEG Visualizations
We generated EEG visualizations using a 4-s window with 2-s overlap to extract
spectral features from the data. In addition, we focused specifically on frequency
bins corresponding to brainwave bands related to meditation, namely: theta (4–7
Hz), alpha (8–12 Hz), and beta (13–30 Hz), and built a topographical map for each.

132

J. L. Hagad et al.

Fig. 1 3-band EEG topography image of a subject during post-meditative rest. RGB color channels
represent theta, alpha and beta brainwave power, respectively

By combining the three maps into a single matrix the resulting 3-channel 2D datastructure can be visualized as an image (See Fig. 1). Initial visual and statistical
analysis of the raw data did not reveal any strong and consistent distinction between
resting and meditative states across subjects since the influence of inter-user differences were far greater. This was also confirmed through PCA analysis. Since some of
the samples feature excessive noise due to signal drift or loose contact with the scalp,
we set up noise thresholds and applied bi-cubic interpolation on the signals from the
neighbouring electrodes when necessary. The topographic representation maximizes
utilization of data samples, including those with common data degradation issues that
are commonplace when using consumer EEG devices.

3 Experiments and Validation
3.1 Dataset and Models
From the on-site EEG experiments, we obtained meditation EEG recordings from
34 volunteers with varying meditation experience. The final dataset contained about
9000 instances extracted from the 5 min non-meditation baseline and the latter 5
min of guided meditation. For modelling, we initially used ResNet50 tested with
locked and unlocked weights, and later followed up with a shallower model with 3
convolutional layers and 2 dense layers. Performance was validated using stratified
10-fold cross-validation.
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Fig. 2 Performance results. Top: ResNet50 with pretrained weights. Bottom: ResNet50 with
learned weights. Error bars represent 1-unit standard deviation over 10-fold cross-validation

3.2 Results
We first tested the dataset with ResNet50 using locked weights, and topped it with
a dense layer for supervised learning. The averaged classification results across all
10 folds are shown in Fig. 2 (Top). This model showed major over-fitting, with good
training results but validation results approaching random classification ( 50%). This
could indicate that regular image CNN features are not compatible with the EEG
visualizations due to their lack of prominent high frequency spatial features. To test
this hypothesis we trained a second model with the same architecture but with all
weights learned from scratch. The results for this test in Fig. 2 (Bottom) show that by
training all weights we are able to obtain significantly higher test accuracies easily
reaching 75% and reaching up to 81.44% with early stopping. Using these findings,
we attempt to further optimize the model by referring to model layer activations.

3.3 Filter Activation Analysis
By analyzing filter activations of the convolution layers closest to the image input (See
Fig. 3), we observe that compared to the image-trained model, the one trained on the
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Fig. 3 Input layer convolutional filter activations. Left: ImageNet pre-trained filters. Right: filters
trained on EEG visualization

EEG visualizations focuses more on inter-channel gradients than on spatial textures.
We noted how the maximal layer activations from the pretrained model favour richer
spatial textures, while the EEG-trained model’s activations prefer solid colors. This
matches traditional methods of EEG analysis where there is typically a focus on
comparing characteristics of different brainwave bands. In this case, those bands are
represented by the different image channels. As such, it may not be necessary to use
very deep models to learn complex spatial patterns. Rather, it may be more practical
to add more filters to each layer in order to allow the model to learn more variations
of inter-channel patterns. So, for the final test we built and trained a shallower but
wider model.

3.4 The Shallow Model
The final model was comprised of 3 convolutional layers each with 128 filters, topped
with 2 dense layers as shown in Fig. 4. We adjusted the total number of model parameters to closely match the learning capacity of ResNet50 for consistency. For each layer
we used a convolutional block followed by a pooling and batch normalization layer.
The first convolutional block had 64 filters, followed by 2 convolutional blocks each
with 128 features. Finally, we inserted 2 dense layers each with 128 nodes before the
final 2-output softmax classification layer. We used ELU’s for non-linear activations.
Dropout was tested but was ultimately not included since it adversely affected the
performance results. Furthermore, additional regularization did not seem necessary
since very little over-fitting was observed in the final model. We also tested average
pooling layers, however results were not significantly better than max pooling and
actually performed worse in some tests.
Classification results in Fig. 5 show both training and validation results for both
deep and shallow models. As expected, the shallow model was able to converge after
much fewer training epochs than the deeper ResNet50. The shallower model also
showed significantly better testing performance than the deeper model, achieving an
average accuracy of 90.04% across all 10 folds with early stopping. The ResNet50
model, on the other hand, barely broke beyond 80% testing accuracy. The ResNet50
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Fig. 4 Shallow model architecture

Fig. 5 Shallow model performance results compared to ResNet50. Error bars represent 1-unit
standard deviation over 10-fold cross-validation

model did eventually converge to a slightly better training performance, but this actually sacrificed testing performance. On the other hand, the shallow model exhibited
testing performance that was much closer to the training performance, indicating that
the shallow model was more successful at avoiding over-fitting when compared to
the deeper model.
It should also be noted that performance may have also been affected by labelling
noise inherent to most human-centered datasets. In this case, it may be possible
that not all samples gathered from the latter 5-min of the meditation phase may be
representative of true meditation and this may have affected the learning of the model.
In practice, it is difficult to guarantee and identify the onset of meditative states, even
for experienced practitioners, though some guidelines have been proposed. Future
work could focus on accurately identifying segments that contain true meditative
states and filtering out samples that are not.
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4 Conclusion
In this work, we built a small naturalistic datasets for mindfulness meditation and
trained various deep model architectures to detect meditative states. Using a visual
model of meditation EEG and shallow CNNs, we address the noise and subjectivity
limitations of our naturalistic EEG dataset. By observing the activation behaviours
of the model and noting significant inter-layer features, we adapted the architecture
by reducing the number of layers while increasing the number of filters for each
layer. Our final model achieved 90.04% average 10-fold test accuracy for identifying
rest and meditative segments. Considering that out of our 34 sessions, 14 contained
one or more unusable data channels, this is a promising result that corroborates
findings by [6] regarding the noise-robustness of image-based EEG models. We
show that it is possible to utilize data samples with lost segments by leveraging the
resilience of CNN’s to occasional spatial noise. By enabling maximal use of even
noisy samples, our method can help reduce the costs of acquiring large EEG datasets
for training deep learning models. Moreover, the sliding STFT window method as
well as all preprocessing steps used can be applied for real-time tracking, albeit with
an initial delay corresponding to the length of the sliding window and by offloading
heavier processing loads to a networked PC. This can eventually lead to generalized
health trackers that can track a user’s mental meditative states in the same way
that most existing devices track steps. Should long term tracking become feasible,
it may even be possible to diagnose stress-related conditions through meditation
performance. In future work, we plan to extend the model to support tighter frequency
bins to build a finer representation. We also plan to analyze the filter activations to
develop a visualization to better understand the neural characteristics of mindfulness
meditation.
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End-to-End Joint Entity Extraction
and Negation Detection for Clinical Text
Parminder Bhatia, E. Busra Celikkaya and Mohammed Khalilia

Abstract Negative medical findings are prevalent in clinical reports, yet discriminating them from positive findings remains a challenging task for information extraction.
Most of the existing systems treat this task as a pipeline of two separate tasks, i.e.,
named entity recognition (NER) and rule-based negation detection. We consider this
as a multi-task problem and present a novel end-to-end neural model to jointly extract entities and negations. We extend a standard hierarchical encoder-decoder NER
model and first adopt a shared encoder followed by separate decoders for the two
tasks. This architecture performs considerably better than the previous rule-based
and machine learning-based systems. To overcome the problem of increased parameter size especially for low-resource settings, we propose the Conditional Softmax
Shared Decoder architecture which achieves state-of-art results for NER and negation detection on the 2010 i2b2/VA challenge dataset and a proprietary de-identified
clinical dataset.

1 Introduction
In recent years, natural language processing (NLP) techniques have demonstrated
increasing effectiveness in clinical text mining. Electronic health record (EHR) narratives, e.g., discharge summaries and progress notes contain a wealth of medically
relevant information such as diagnosis information and adverse drug events. Automatic extraction of such information and representation of clinical knowledge in
standardized formats could be employed for a variety of purposes such as clinical
event surveillance, decision support, pharmacovigilance, and drug efficacy studies.
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Although many NLP applications that successfully extract findings from medical
reports have been developed in recent years, identifying assertions such as positive
(present), negative (absent), and hypothetical remains a challenging task, especially
to generalize [15]. However, identifying assertions is critical since negative and uncertain findings are frequent in clinical notes, and information extraction algorithms
that do not distinguish between them will not paint a clear picture of the patient.
In this paper, we focus on identifying the negated findings. Most of the existing
systems treat this task as a pipeline of two separate tasks, i.e., named entity recognition
(NER) and negation detection. Previous efforts in this area include both rule-based
and machine-learning approaches.
Rule-based systems rely on negation keywords and rules to determine the cue
of negation. NegEx [2] is a widely used algorithm that consists of ontology lookup
to index findings, and negation regular expression search in a fixed scope. ConText
[7] extends NegEx to other attributes like hypothetical and make scope variable by
searching for a termination term. NegBio [10] uses a universal dependency graph
for scope detection. Another similar work is Gkotsis et al. [6], where they utilize
a constituency-based parse tree to prune out the parts outside the scope. However,
these approaches use rules and regular expressions for cue detection which rely solely
on surface text and thus are limited when attempting to capture complex syntactic
constructions such as long noun phrases.
Kernel-based approaches are also very common, especially in the 2010 i2b2/VA
task of predicting assertions. The state-of-the-art in that challenge applies support
vector machines (SVM) to assertion prediction as a separate step after concept extraction [4]. They train classifiers to predict assertions of each concept word, and
a separate classifier to predict the assertion of the whole concept. Shivade et al.
[12] proposed Augmented Bag of Words Kernel (ABoW), which generates features
based on NegEx rules along with bag-of-words features. Cheng et al. [3] uses CRF for
classification of cues and scope detection. These machine learning based approaches
often suffer in generalizability, the ability to perform well on unseen text.
Recently, neural network models such as Fancellu et al. [5] and Rumeng et al. [11]
have been proposed. Fancellu et al. [5] exploits feedforward and bidirectional Long
Short Term Memory (BiLSTM) networks for generic negation scope detection. This
is a slightly different task since the negation cue is assumed to be given as input.
Most relevant to our work is Rumeng et al. [11] where gated recurrent units (GRUs)
are used to represent the clinical events and their context, along with an attention
mechanism. Given a text annotated with events, it classifies the presence and period
of the events. However, this approach is not end-to-end as it does not predict the
events. Additionally, these models generally require large annotated corpus, which
is necessary for good performance. Unfortunately, such clinical text data is not easily
available.
In this paper, we propose a multi-task learning (MTL) approach to negation detection that overcomes some of the limitations in the existing models such as data
accessibility. MTL leverages overlapping representation across sub-tasks and it is one
of the most effective solutions for knowledge transfer across tasks. In the context of
neural network architectures, we perform MTL by sharing parameters across tasks.
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We look towards parameter sharing methods [9] to transfer overlapped representation
from two the tasks.
To the best of our knowledge, this is the first work to jointly model named entity
and negation in an end-to-end system. Our main contributions are summarized below:
• An end-to-end hierarchical neural model consisting of shared encoder and different
decoding schemes to jointly extract entities and negations. Using our proposed
model, we obtain substantial improvement over prior models for both entities and
negations on the 2010 i2b2/VA challenge task as well as a proprietary de-identified
clinical note dataset for medical conditions.
• Conditional softmax shared decoder model to overcome the problem for low resource settings (datasets that have limited amounts of training data), which achieves
state of art results across different datasets.
• A thorough empirical analysis of parameter sharing for low resource setting highlighting the significance of the shared decoder.

2 Methodology
We first present a standard neural framework for named entity recognition. To facilitate multi-task learning, we expand on that architecture by building the two decoder
model. Finally, we introduce the single decoder conditional softmax architecture.

2.1 Named Entity Recognition Architecture
A sequence tagging problem such as NER can be formulated as maximizing the
conditional probability distribution over tags y given an input sequence x, and model
parameters θ .
T

P(y|x, θ ) =
P(yt |xt , y1:t−1 , θ )
(1)
t=1

T is the length of the sequence, and y1:t−1 are tags for the previous words. The
architecture we use as a foundation is that of [8, 16]. The model consists of three main
components: the (i) character and (ii) word encoders, and the (iii) decoder/tagger.
Encoders Given an input sequence x ∈ NT whose coordinates indicate the words in
the input vocabulary, we first encode the character level representation for each word.
For each xt the corresponding sequence c(t) ∈ RL×ec of character embeddings is fed
into an encoder, where L is the length of a given word and ec is the size of the character
−
→
embedding. The character encoder employs two LSTM units which produce h(t)
1:l , and
←
−
(t)
h1:l , the forward and backward hidden representations, respectively, where l is the
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last timestep in both sequences. We concatenate the last timestep of each of these as
−
→
←
−
(t)
(t)
the final encoded representation, h(t)
c = [hl ||hl ], of xt at the character level.
The output of the character encoder is concatenated with a pre-trained word embedding, mt = [h(t)
c ||embword (xt )], which is used as the input to the word level encoder. Using learned character embeddings alongside word embeddings has shown
to be useful for learning word level morphology, as well as mitigating loss of representation for out-of-vocabulary words. Similar to the character encoder we use a
BiLSTM to encode the sequence at the word level. The word encoder does not lose
resolution, meaning the output at each timestep is the concatenated output of both
−
→ ←
−
word LSTMs, ht = [ ht || ht ].
Decoder and Tagger Finally, the concatenated output of the word encoder is used
as input to the decoder, along with the label embedding of the previous timestep.
During training we use teacher forcing [14] to provide the gold standard label as part
of the input.
(2)
ot = LSTM(ot−1 , [ht ||ŷt−1 ])
ŷt = Softmax(Wot + bs )

(3)

where W ∈ Rd ×n , d is the number of hidden units in the decoder LSTM, and n is
the number of tags. The model is trained in an end-to-end fashion using a standard
cross-entropy objective.

2.2 Two Decoder Model
To facilitate the multi-task learning setting, we started with a two decoder model consisting of two decoders which use the shared encoder representation to jointly predict
entities and negation attribute (Fig. 1). This is a standard architecture used in multitask learning setting which consists of different LSTM’s for equation 2 followed by
different softmax. This model mitigates the issues associated with rule-based models that rely solely on surface text, and thus are limited when attempting to capture
complex syntactic constructions. With shared contextual encoder representation consisting of character and word embedding based models, the proposed architecture
provides an effective solution for knowledge transfer across tasks, thus consolidating the ability to perform well on unseen text. However, this proposed architecture
is not scalable, the number of decoders scales linearly with the number of attributes.
Another problem we realized with this architecture is the performance degradation
when working in an extremely low resource setting, where more parameters prevents
the model to generalize well.
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Fig. 1 Two decoder model, upper decoder for NER and the lower decoder for negation, where
encoder provides same input to both the decoders

2.3 Shared Decoder Model
To overcome the issues with two decoder model we propose a shared decoder model.
We share the encoder and decoder for the two tasks and the common output from
the decoder is fed into two different softmax for entity and negations.
Entity

ŷt

Neg

ŷt

= SoftmaxEnt (WEnt ot + bs )

(4)

= SoftmaxNeg (WNeg ot + bs )

(5)

Conditional Softmax Decoder Model While the single decoder model is more
scalable, we found that this model did not perform as well for negation as the two
decoder model. It can be attributed to the fact that negation occurs less frequently
than the entities, thus the decoder primarily focuses on making entity extraction
predictions. To mitigate this issue and provide more context to negation attributes, we
add additional input, which is the softmax output from entity extraction (Fig. 2). Thus,
the model learns more about the input as well as the label distribution from entity
extraction prediction. As an example, we use negation only for problem entity in the
i2b2 dataset. Providing the entity prediction distribution helps the negation model to
make better prediction. The negation model learns that if predict probability is not
inclined towards the problem entity, then it should not predict negation irrespective
of the word representation.
Entity

ŷt

Neg

ŷt

Entity

where, SoftOutt

Entity

, SoftOutt

= SoftmaxEnt (WEnt ot + bs )
Entity

= SoftmaxNeg (WNeg [ot , SoftOutt

] + bs )

is the softmax output of the entity at time step t.

(6)
(7)
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Fig. 2 Conditional softmax decoder model

2.4 Results
Since there has been no prior work which has solved the two tasks as a joint model,
we report the best results for both the individual tasks (Table 1). We observe that
our baseline model for NER presented in the methodology section outperforms the
best model [1] on the i2b2 challenge. Two decoder and conditional decoder model
achieve even better results for NER than our baseline model, where conditional
decoder model achieved new state-of-art for 2010 i2b2/VA challenge task. Single
decoder underperformed the other two models. That can be attributed to a single
decoder which primarily focuses on making entity extraction predictions which are
more frequent than negations. The conditional decoder outperformed the baseline
model on the negation prediction task and achieved an improvement of about 8%
in F1 score compared to the baseline model, which suggests that modeling named
entity and negation task together helps in achieving better results than each of the
tasks done independently.
We compare our models for negation detection against NegEx [2] and ABoW [12],
which has the best results for the negation detection task on i2b2 dataset. Conditional
softmax decoder model outperforms both NegEx and ABoW (Table 1). NegEx and
ABoW low performance is mainly attributed to the fact that NegEx and ABoW uses
ontology lookup to index findings and negation regular expression search within a
fixed scope.
A similar trend was observed in the medication condition dataset. The important
thing to note is the low F1 score for NegEx. This can primarily be attributed to
abbreviations and misspellings in clinical notes which can not be handled well by
rule-based systems.
To understand the advantage of conditional softmax decoder, we evaluated our
model in extreme low data settings, where we used a sample of our training data.
We observed that conditional softmax decoder outperforms the two decoder model
and achieved an improvement of 6% in F1 score in those settings (Table 2). As we
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Table 1 Test set performance during multi-task training. (A) displays results from i2b2. (B) uses
our medical condition data. The baseline is the current state-of-the art optimized architecture
(A) 2010 i2b2/VA dataset
Model
Precision
Recall
F1
Named entity
Chalapathy et al. [2016]
Indepedent NER (baseline)
Two decoder
Shared decoder
Conditional decoder
Negation
Negex
ABoW Kernel
Indepedent negation (baseline)
Two decoder
Shared decoder
Conditional decoder
(B) Proprietary medical condition dataset
Model
Named entity
LSTM:CRF
Indepedent NER
Two decoder
Shared decoder
Conditional decoder
Negation
Negex
Indepedent negation
Two decoder
Shared decoder
Conditional decoder

0.844
0.857
0.849
0.852
0.854

0.834
0.841
0.855
0.821
0.858

0.839
0.848
0.851
0.834
0.855

0.896
0.899
0.81
0.894
0.87
0.919

0.799
0.900
0.85
0.908
0.902
0.891

0.845
0.900
0.82
0.899
0.882
0.905

Precision

Recall

F1

0.82
0.88
0.876
0.864
0.878

0.84
0.848
0.861
0.841
0.872

0.83
0.863
0.868
0.857
0.874

0.403
0.84
0.931
0.921
0.928

0.932
0.82
0.865
0.85
0.874

0.563
0.83
0.897
0.878
0.899

Table 2 Conditional softmax decoder is more robust in extreme low resource setting than its two
decoder counterpart
Sample%
Model
Precision
Recall
F1
5% data
5% data
10% data
10% data
20% data
20% data

Two decoder
Conditional decoder
Two decoder
Conditional decoder
Two decoder
Conditional decoder

0.525
0.658
0.720
0.824
0.864
0.854

0.719
0.684
0.781
0.808
0.797
0.828

0.607
0.671
0.749
0.816
0.829
0.842
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increase the data size, their performance gap reduces which clearly demonstrates that
conditional softmax decoder is robust in low resource settings.

2.5 Conclusion
In this paper, we have shown that named entity and negation assertion can be modeled
in a multi-task setting. Joint learning with sharing of parameters provides better
contextual representation and helps in alleviating problems associated with using
neural networks for negation detection thereby achieving better results than the rulebased system. Our proposed conditional softmax decoder achieves best results across
both tasks and is robust to work well in extreme low data settings. For future work,
we plan to investigate the model on other related tasks such as relation extraction,
normalization as well as the use of advanced conditional models.

Appendix
Experiments
Dataset We evaluated our model on two datasets. First is the 2010 i2b2/VA challenge dataset for “test, treatment, problem” (TTP) entity extraction and assertion
detection (i2b2 dataset). Unfortunately, only part of this dataset was made public
after the challenge, therefore we cannot directly compare with NegEx and ABoW
results. We followed the original data split from [1] of 170 notes for training and
256 for testing. The second dataset is proprietary and consists of 4,200 de-identified
annotated clinical notes with medical conditions (proprietary dataset). Below is a
summary of the datasets (Table 3).
Model settings Word, character and tag embeddings are 100, 25, and 50 dimensions,
respectively. Word embeddings are initialized using GloVe, while character and tag
embeddings are learned. Character and word encoders have 50, and 100 hidden
units, respectively, while the decoder LSTM has a hidden size of 50. Dropout is
used after every LSTM, as well as for word embedding input. We use Adam as
an optimizer. Our model is built using MXNet. Hyperparameters are tuned using
Bayesian Optimization [13].
Table 3 Overview of the
i2b2 and the proprietary
medical condition datasets

Tags
Notes
Tokens

2010 i2b2/VA

Proprietary

13
426
416K

37
4200
1.5M
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Training details Our models are trained until convergence, and we use the development set for both tasks to evaluate performance for early stopping. We performed
two sets of experiments. The first set evaluates the performance of NER and negation assertion of the baseline, two decoder, shared decoder and conditional softmax
decoder models on i2b2 and the medical condition datasets. The second set uses
low resource settings, where we evaluate the performance of negation assertion of
the conditional softmax decoder model on 5, 10 and 20% of the proprietary medical
condition training data. Development and test sets are kept at the original size.
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Highly Efficient Follicular Segmentation
in Thyroid Cytopathological Whole Slide
Image
Siyan Tao, Yao Guo, Chuang Zhu, Huang Chen, Yue Zhang, Jie Yang and
Jun Liu

Abstract In this paper, we propose a novel method for highly efficient follicular
segmentation of thyroid cytopathological WSIs. Firstly, we propose a hybrid segmentation architecture, which integrates a classifier into Deeplab V3 by adding a branch.
A large amount of the WSI segmentation time is saved by skipping the irrelevant
areas using the classification branch. Secondly, we merge the low scale fine features
into the original atrous spatial pyramid pooling (ASPP) in Deeplab V3 to accurately
represent the details in cytopathological images. Thirdly, our hybrid model is trained
by a criterion-oriented adaptive loss function, which leads the model converging
much faster. Experimental results on a collection of thyroid patches demonstrate
that the proposed model reaches 80.9% on the segmentation accuracy. Besides, 93%
time is reduced for the WSI segmentation by using our proposed method, and the
WSI-level accuracy achieves 53.4%.
Keywords Thyroid cytopathology · Whole slide image · Segmentation · Hybrid
model

1 Introduction
In the past few decades, the incidence of thyroid cancer has increased a lot in many
countries [11]. Early and precision diagnosis is the key factor in curing thyroid cancer.
S. Tao · Y. Guo · C. Zhu (B) · J. Yang · J. Liu
Beijing University of Posts and Telecommunications, Beijing, China
e-mail: czhu@bupt.edu.cn
H. Chen
China-Japan Friendship Hospital, Beijing, China
Y. Zhang
Haohandata Technology Co., Beijing, China
© Springer Nature Switzerland AG 2020
A. Shaban-Nejad and M. Michalowski (eds.), Precision Health and Medicine, Studies
in Computational Intelligence 843, https://doi.org/10.1007/978-3-030-24409-5_14

149

150

S. Tao et al.

Fig. 1 The four images are from different slides

Thyroid fine needle aspiration (FNA) achieves exceedingly accurate results in identifying papillary thyroid carcinoma [2]. The clinicians then examine the slides made
by the tissue under a microscope and make judgements. However, this judgement is
time-consuming and subjective [9].
It is important to develop fast and objective automatic thyroid cancer diagnosis
based on computational tools. In fact, the automatic diagnosis of thyroid cancer usually adopts the Whole Slide Image (WSI), which is generated through an electronic
scanner. These WSIs often are in a very large size (210000 × 140000), which means
the direct use of the above schemes to the entire image is impossible due to the great
memory usage requirement [19]. The follicular areas contain the most important
information for experts to make diagnosis decision, and follicular segmentation is
also a vital step for the automatic diagnostic algorithms. In this paper, we focus on
the highly efficient follicular segmentation in thyroid cytopathological WSIs.
Automatic follicular area segmentation for thyroid WSIs faces many challenges
due to the following difficulties. Firstly, the data size of the WSI is too large for
computers to handle at one time. Secondly, the follicular cells are usually tightly
wrapped by the massive colloid areas, which makes follicular segmentation much
harder. Besides, after Pap staining, a large difference between the slides occurs.
Figure 1 shows the staining of different slices. It can be seen that the stainings of
different slides vary greatly.
In this paper, we design a highly efficient accurate follicular segmentation method
for thyroid FNA WSIs. We will firstly introduce the hybrid method and the loss
function in detail. Secondly, we will experiment with patches and WSIs. Finally, the
model will be compared with classic classification models and segmentation models,
which will be trained with the same dataset as ours and evaluated with both patches
and WSIs.

2 Related Work
Traditional machine learning [8, 9] methods and deep learning methods [7, 12]
greatly improve the accuracy of automatic lesion classification in medical areas.
Gopinath et al. [8] perform support vector machine (SVM) and achieve a diagnostic
accuracy of 96.7%. Gopinath et al. [9] fusion four classifiers and obtain a diagnostic
accuracy of 96.66%. Different from the works mentioned above, Edward Kim et al.
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[12] utilize a deep CNN to the application of thyroid cytopathology classification.
Ghosh et al. [7] present a high accuracy by fine-tuning GoogLeNet [20] in breast
FNAC cell sample diagnosis in malignant or benign categories.
Traditional semantic segmentation methods [17] learn the representation from
hand-craft features instead of the semantic features. Recently, CNN-based methods largely improve performance. FCN [15] is the pioneering work on semantic
segmentation by modifying fully connected layers into convolution layers in classification. DeepLab [4–6] uses dilated convolutions to provide dense labeling and
enlarge the receptive field. Semantic segmentation methods have already been used
in the pathological image segmentation. Rueckert et al. [1] propose a fully automated segmentation framework to identify placental candidate pixels. Cai et al. [3]
introduce an image segmentation method based on recurrent neural network.

3 Method
3.1 Dataset Preprocessing
The dataset used in this paper is the thyroid cytopathological slide provided by
a national top-level comprehensive hospital, which is clinical data collected from
patients.
We use the color adjustment method in [18] to reduce the influence of the staining.
A patch is chosen as a standard of the staining and the other patches are adjusted
based on the staining mode of the selected patch.

3.2 Classification
In the generated patches of a WSI, only less than 10% patches contain follicular
cells. To label patches and filter the irrelevant patches out, we merge a classifier into
the segmentation model.
Patches are divided into three categories: the patches containing the follicular
area, the patches of the colloidal area and the patches of the blank non-information
area. The patches labeled Follicular are the target patches for the segmentation.
We share the same layers in classifier and segmentation model in order to avoid
introducing many parameters. The shared structure is Block 1 of ResNet 101 [10].
The structures of ResNet 101 and Blocks are shown in Fig. 2a, b.
We design other layers of the classifier as Fig. 2c shows. The input of the classifier
is the output of Block 1 in ResNet 101. A convolution layer and two fully connected
layers are added. The final fully connected layer has 3 output nodes which are the
same as the category number of the dataset. The loss function of the classification
model is the average cross entropy.
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(a)

(c)

(b)

Fig. 2 a The structure of ResNet 101. b The basic structure of each block in ResNet 101. c The
classifier model we propose

3.3 Segmentation
E-ASPP. The dilated convolutions used in the atrous spatial pyramid pooling (ASPP)
are extracted multi-scale information. However, they ignore many relevant detail features which are significant for the thyroid cytopathological WSI dataset. We propose
an enhanced ASPP (E-ASPP), which adds precise low scale features to ASPP in
order to make up for the deficiencies.
Figure 3 shows E-ASPP in our method. Beside the structure already existed, we
add the low scale features from Block 3 into the original ASPP. E-ASPP offsets the
deficiencies of ASPP and improves the accuracy on the follicular segmentation.
Criterion-Oriented Adaptive Loss Function. To lead the model converging much
faster, we propose a criterion-oriented adaptive loss function.

Fig. 3 The figure shows E-ASPP we propose. The green part adds the low scale features to the
original ASPP to offset the deficiencies
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p(x)logq(x)
M

(1)

Equation 1 shows the criterion-oriented adaptive loss function. In a batch, M
represents the value of the certain criterion while the denominator is the average cross
entropy of patches. It gives a weight to lead the model converging much faster based
on the criterion which is used to evaluate the model. p(x) is expected probability
distribution that comes from ground truth, q(x) is predicted probability distribution
that comes from the prediction of the model.
In this paper, four traditional criteria is used to give M practical meanings: pixel
accuracy (pAcc), mean accuracy (mAcc), mean intersection over union (mIoU) and
frequency weighted intersection over union (fwIoU) [15]. They usually are used to
evaluate the performance of the semantic segmentation.
We compare the effects of criterion-oriented adaptive loss functions for different
criteria with the effect of the cross-entropy loss function in Fig. 4. Under the same
number of iterations, the loss function proposed in this paper can make the certain
criterion achieve better results faster.

(a) pAcc

(b) mAcc

(c) mIou

(d) fwIoU

Fig. 4 The effects of four different criterion-oriented adaptive loss functions and the cross-entropy
loss function
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3.4 Training Method
We jointly train the hybrid model. As two problems generate two different loss
functions, the final loss function is weighted summing of them. The weight can be
adjusted according to different situations. In our experiments, the weight is 0.5.

4 Experimental Evaluation
4.1 Training Environment and Dataset
We use Centos 7.0 server to conduct the experiments. The training process uses 2
NVIDIA GTX 1080Ti 12GB GPU (NVIDIA Corporation, Santa Clara, CA) and
the NVIDIA Deep Learning GPU Training System (DIGITS 4.0) which has the
tensorflow deep learning framework inside.
The dataset used in this paper contains 15 WSIs. The dataset is divided into two
parts: the patch dataset and the WSI dataset. The patch dataset consists of 13 WSIs
while the WSI dataset consists of 2 WSIs. We use the patch dataset to train and
preliminary test model effect. The WSI dataset is used to test the effectiveness of the
hybrid model in practice.
It is worth noting that all the models in this paper (our model and comparative
models) are trained using the thyroid cytopathological image dataset instead of using
pre-trained models for fine-tuning.

4.2 Performance of the Classifier
To evaluate the classifier objectively, we compare it with classic classification models:
LeNet [16], AlexNet [14], GoogLeNet [20]. All the models are trained using thyroid cytopathological image dataset. Table 1 shows the comparison results through
accuracies. Obviously, except GoogLeNet, the classifier we propose has the best
performance on this classification problem. The time spent by GoogLeNet is nearly
4 times the time spent by our model while only improving 0.7% of accuracy. The
structure of GoogLeNet is unique and cannot share the same structure with segmentation models. Our classifier finds best balance in accuracy and calculation, which
guarantees the efficiency within the scope of fault tolerance.
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Table 1 Accuracy and efficiency of classification models
LeNet
AlexNet
GoogLeNet
Follicular
Colloid
Non-info
Accuracy
Time(s)

0.155
0.265
0.535
0.318
60.7

0.215
0.355
0.600
0.390
85.5

0.980
0.985
0.995
0.987
329.6

Ours
0.960
0.980
1.000
0.980
98.3

4.3 Performance of the Segmentation Model
We experiment with the segmentation structure and compare it with classic segmentation models: FCN, Unet, Deeplab V3. For all the models in this experiment, we
train them with the patch dataset to exclude other factors.
To evaluate models accurately, we calculate four criteria to compare the performance specifically. The pAcc and the mAcc evaluate models in the pixel level so that
we set M as the definition of pAcc in this session. The mIoU and the fwIoU evaluate
models in the IoU level so that we set M as the definition of mIoU in this session.
Table 2 shows criteria values of different models. All the criteria perform best with
our method. It proves that E-ASPP and the criterion-oriented adaptive loss function
are effective.

4.4 WSI Segmentation of the Hybrid Model
We experiment with our method and other models with the WSI dataset. To compare
model efficiency more fairly, we add data preprocessing to FCN, Unet, and Deeplab
V3 [13]. The preprocessing method is to use the gradient clustering method to filter
non-information patches. Table 2 shows the accuracies and times of the model after
adding data preprocessing.

Table 2 Accuracy of segmentation models on patch and WSI
Patch
WSI
FCN
Unet
DeeplabV3
Ours
FCN
pAcc
mAcc
mIoU
fwIoU
times(s)

0.987
0.867
0.802
0.972
–

0.922
0.513
0.497
0.933
–

0.969
0.743
0.724
0.966
–

0.994
0.897
0.809
0.979
–

0.927
0.538
0.512
0.972
5350.2

Unet

DeeplabV3

Ours

0.882
0.505
0.495
0.875
4871.5

0.985
0.572
0.503
0.984
5878.9

0.987
0.912
0.534
0.986
756.3
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All the values of accuracy criteria decrease in the WSI dataset since the WSI
dataset is more complex than the patch dataset. However, our method performs well
in the complex situation, which exists in real medical diagnosis. The time taken for
our model to calculate a WSI is much less than the time taken to other models after
preprocessing while ensuring accuracy.

5 Conclusion
Focusing on the practical problems of thyroid cytopathological diagnosis, we propose
a highly efficient hybrid method for the follicular segmentation problem. The hybrid
method integrates a classifier into the segmentation model. At the same time, we
propose E-ASPP and a criterion-oriented adaptive loss function which have achieved
good results in the accuracy in the follicular segmentation. We experiment with
the patch dataset and the WSI dataset. The hybrid method significantly improves
previous solutions of the follicular segmentation in thyroid cytopathological WSIs
and achieves good performance of efficiency and accuracy.
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Analysis of Team Medical Care Using
Integrated Information from the
Trajectories of and Conversations
Among Medical Personnel
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Michie Kawashima , Koutaro Uchida, Jun Oda , Shiro Mishima
and Tetsuo Yukioka
Abstract In recent years, analyses of data acquired from real environments using
sensors have been actively conducted. The use of data in emergency rooms (ER) has
been developing in the background where the operations of medical personnel are
intense. We use stereo cameras and microphones installed in an emergency room
to acquire position and conversational information from the active medical personnel. In this paper, based on the information acquired by this system, we propose a
method to combine the medical personnel trajectory and conversational information
to quantitatively evaluate the quality of the team medical care.
Keywords Emergency room · Team medical care · Visualization

1 Introduction
The purpose of this study is to contribute to simulations in emergency medical training. This study integrates three domains type of research: medical science (emergency
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analysis). In emergency medicine, prior information with regard to the medical conditions of the patients is generally limited. In addition, medical personnel are required
to make quick decisions. Therefore, the teamwork of the medical personnel is thought
to be more important in emergency treatments than in ordinary medical treatments.
In this paper, we propose a behavioral analysis method using medical personnel
trajectory and conversational information in an emergency room (ER) to evaluate
the team medical care. This method is based on the timing of two elements: the
movements of each of the medical personnel within the ER and the conversations of
the medical personnel within the ER. In addition, we evaluate the medical treatment
of the team, i.e., the teamwork of the medical personnel.

2 Related Work
There have been recent studies where patients were given an keep iBeacon to track the
positions of medical personnel [1]. In addition, the “Hybrid ER” system introduced
a sliding computed tomography (CT) scanner system with interventional radiology
features (IVR-CT) to endovascular treatments to shorten the time needed to start the
emergency hemostasis procedure for ER patients, significantly decreasing mortality
[2]. Further, a paper by Vankipuram et al. [3] indicated a series of techniques to
perform the analysis and visualization of data developed using position tracking
and included illustrations using an ER as an example. However, to the best of our
knowledge, we are the first to combine position tracking with conversational data for
emergency medicine.

3 Medical Personnel Trajectory and Conversational
Information Acquisition System in the ER
3.1 Overview of the System
We constructed a system that synchronously acquires 3D medical images, conversations, and environmental sounds. In this system, the treatment table in the ER of
Tokyo Medical University Hospital was surrounded with microphones and stereo
cameras installed on the ceiling. We aim to use the results of these data to provide
an effective resource for medical training.

3.2 Overview of Acquired Data
Conversational data To analyze the actual treatment actions in the ER in detail,
as well as the content of the conversations, transcripts of all the conversations were
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made using the voice data from the microphones. The subjects of the analysis included
all the medical stakeholders working in the ER. The transcripts were made manually. Information about the speaker and the listener was added to each conversational
dataset. In addition, sociologists analyzed the content of the conversations and labeled
this content, for example, as a “request” or an “instruction”. There were approximately 80 types of labels used. Based on the recorded data for each conversation,
a statistical analysis of the conversations between the medical personnel was performed. Focusing on conversations for which the main assigned label was one of
those shown in Table 1, a total of 21 cases acquired in the ER were analyzed. In this
paper, the doctors indicate senior doctors who are skillful. Figure 1 shows that the
conversational labels used by each medical staff member are different. Specifically,
utterances of nurses include many conversations with the label “report”, utterances
of doctors often include the label “instruction”, utterances of trainees who are uppergrade students of the medical school include the label “acceptance”, many utterances

Table 1 Conversation description of representative label
Label
Description “Conversation example”
Request
Declaration
Question
Response
Report
Instruction
Acceptance

Demand with low forcefulness “Can I have it aspirated?”
Said for the entire group “I will resume.”
Ask other medical personnel “Have you seen the pupil or not yet?”
An answer to a preceding conversation “Yes, I have not seen it.”
Specification of a situation for the entire group “Two minutes passed.”
Demand with high forcefulness “Please give me adrenaline.”
Acknowledgment of requests and/or instructions “OK.”

Fig. 1 Graph summarizing the occurrences of various conversational labels for each type of speaker
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Fig. 2 Example of extractions of medical personnel trajectories. N1 indicates a nurse, D1 indicates
a doctor, and J1 indicates a resident. Each chart covers the movement trajectories for 2 min

of paramedics include the labels “report” and “acceptance”, and utterances of technicians often include the labels “request” and “declaration”.
Trajectory Data In our proposed system, it is possible to estimate the movement
trajectories of the medical personnel via two-stage clustering using parallax images
obtained from the stereo cameras [4]. The position of the medical staff at time t is
represented by xt = (xt , yt ). Fine movements of the medical personnel are observed
because the upper body moves even when the medical personnel stops and performs
a treatment; therefore, the noise was reduced by applying a filter.
Further, we visually added labels, such as doctors and nurses, to the trajectories
of obtained from the medical personnel. The rough trajectory of each of the medical
personnel can be extracted using this method. An example of this output is shown in
Fig. 2.

4 Analysis of Following and Inducing Behaviors
The teamwork of the medical personnel is important in an ER. From the stereocamera images, it was empirically revealed that each of the medical personnel moves
in reaction to the movements and conversations of the other medical personnel. From
this knowledge, we defined four action patterns that occur in an ER (Fig. 3).
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Fig. 3 Combination of the f ollowing and inducing behaviors

I.
II.
III.
IV.

A conversation occurs after another conversation
A movement occurs after another movement
A movement occurs after a conversation
A conversation occurs after a movement.

These four patterns are collectively defined as f ollowing and inducing
behaviors. In this paper, patterns II and III are examined.

4.1 Analysis of the Following and Inducing Behaviors
in the Medical Personnel Trajectories
To extract the following medical personnel behaviors, the beginning movements
of the medical personnel trajectories are defined by Eq. (1), where v represents a
velocity vector per second, and T h represents a threshold value.

f (t) =

1 (v t−1  < T h 1 and v t  > T h 2 )
0 (else)

(1)

f (t) can be used to extract the timings of the beginnings of movements by the
medical personnel. When a member of the medical personnel, B, moves T1 (T1 =
0.2 s, in this case) before a member A moves, A is considered to be following the
movement of B (Fig. 4a). Likewise, when B moves within T2 (T2 = 0.2 s, in this
case) after the movement of A, the movement of B is judged to have been induced
by A (Fig. 4b).
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Fig. 4 A method for determining the following and inducing behaviors
Fig. 5 Judgment of
following behaviors using
conversations

4.2 Analysis of the Following and Inducing Behaviors Based
on the Conversations of Medical Personnel
As with the analysis of the following and inducing behaviors due to the trajectories of
medical personnel, the beginning movements of the trajectories of medical personnel
are also determined using Eq. (1).
From the beginning of an utterance by a member of the medical personnel, A, when
the timing of the beginning of a movement of a member of the medical personnel,
B, who is a listener, is within T3 (T3 = 1.0 s, in this case), the movement of B is
considered to follow the conversation of A (Fig. 5).

5 Experiment and Discussion
5.1 Analysis of the Following and Inducing Behaviors Based
on the Medical Personnel Trajectories
In this section, we analyze the medical personnel trajectories of the 60 treatment
cases that were acquired in the ER, focusing on the following and inducing behaviors. The results of analyzing the ratios of the following and inducing behaviors of
each of the medical personnel with the number of movements normalized to 100%
are shown in Figs. 6, and 7. Medical personnel trajectories with medical information
labels, e.g., doctors and nurses, were used in the experiment. The low number of
each of the medical personnel in Figs. 6, and 7 represents primarily related to med-
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Fig. 6 The following behavior ratio of each of the medical personnel
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Fig. 7 The inducing behavior ratio of each of the medical personnel

ical treatment. The high number of each of the medical personnel in Figs. 6, and 7
represents supplementary related to medical treatment.
Comparison between nurses The following behavior ratio of Nurse 2 is 24.0%
(Nurse 9.3%, Doctor 5.6%, and Resident 9.1%); therefore, the following behavior
ratio of Nurse 2 is higher than that of Nurse 1. Nurse 2 has a high following proportion,
especially with respect to the other nurses and the residents.
Comparison between doctors For the primary doctor, the following behavior ratio
for the nurses was high. However, this doctor’s following behavior ratio for the
other doctors was low. Therefore, the primary doctor performed the treatment synchronously with the nurses, while the supplementary Doctor 2 assisted the primary
doctor; it can be confirmed that Doctor 2 performed the treatment in synchronization
with the primary doctor.
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Comparison between residents Looking at the ratio of behaviors induced by the
residents, that of the primary Resident 1 is low and that of the supplementary Resident
2 is high. These results indicate that Resident 1 are moving in synchronization with
the nurse/doctor and that the supplementary Resident 2 is assisting the other residents.
It is assumed that the auxiliary Resident 2 is inducing the behaviors of supplementary
Residents 3 and 4. Therefore, it is inferred that supplementary Residents 3 and 4 do
not know the next steps in the procedure. The video footage confirms that these
residents are engaging in meaningless following and inducing behaviors, such as
only changing their observational positions.

5.2 Analysis of the Following and Inducing Behaviors
Resulting from Medical Staff Conversations
In the experiment, four cases are evaluated. In two of these cases, the teamwork is
considered to be good; in the other two cases, the teamwork is bad. The judgment of
the teamwork being good or bad is based on both objective and subjective evaluation
methods. The objective method is based on the label “challenging”, which indicates
that a statement was intended to modify a remark made by other medical personnel.
The subjective method involves watching the video footage and observing if the
primary doctor involved in the treatment instructed the other personnel using a strong
tone.
The results of an analysis using a combination of the trajectories and conversations
of the medical personnel are shown in Fig. 8. Every 60 s, the percentage of the listeners
affected by the utterances of a member of the medical personnel is visualized via
a heat map. The heat map values are expressed in fractions. The denominator is
the number of utterances by the speaker, and the numerator is the number of times
the listener moved in response to the speaker’s utterances. A blue cell in the heat
map indicates a time zone in which a member of the medical team did not make an
utterance. A white cell indicates a time zone in which a member of the medical team
did not exist.
Focusing on Doctor 1, who is deeply involved in the treatment, the tendency
exhibited 300 s after the start of the treatment depends on the rating of the teamwork.
When the teamwork is good, the heat map value is smaller after 300 s than before
300 s. Conversely, when the teamwork is bad, the heat map value does not decrease
much after 300 s. This result indicates that there is a strong tendency of the primary
doctor to give instructions accompanying movement to nurses, residents, and other
listeners during a treatment when the teamwork is bad. This difference can also be
observed in the video footage.
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Fig. 8 Heat maps of treatment examples in which the teamwork is good (upper two panels) or bad
(lower two panels). The vertical axis indicates the number of elapsed seconds since the start of the
treatment. The axis name on the horizontal axis indicates the speaker. Red indicates a high level of
behavior induced by the speaker. Abbreviations used are: Doct, doctor; Nurs, nurse; Resi, resident;
Trai, trainee; and Para, paramedic

6 Conclusion
In this paper, we analyzed the relationships between the behaviors of various medical
personnel in an ER. In addition, we visualized synchronization phenomena between
nurses, doctors, and residents taking into consideration the role of the medical personnel from the viewpoint of following behaviors. Future work will involve quantitatively evaluating further emergency medical treatments via deeper analyses.
Ethical Approval Since this research included the human subjects, it has acquired
official permissions from an ethical committee for ergonomics of National Institute
of Advanced Industrial Science and Technology (AIST, permission number: 2010–
166B) and a medical ethics committee of Tokyo Medical University (TMU, reception
number: 2619).
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Guiding Public Health Policy by Using
Grocery Transaction Data to Predict
Demand for Unhealthy Beverages
Xing Han Lu, Hiroshi Mamiya, Joseph Vybihal, Yu Ma
and David L. Buckeridge

Abstract Sugar-Sweetened Beverages (SSB) are the primary source of artificially
added sugar and cause many chronic diseases. Taxation of SSB has been proposed,
but limited evidence exists to guide this public health policy. Grocery transaction
data, with price, discounting and other product attributes, present an opportunity
to evaluate the likely effects of taxation policy. Sales are non-linearly associated
with price and are affected by the prices of multiple competing brands. We evaluated
the predictive performance of Boosted Decision Tree Regression (B-DTR) and Deep
Neural Networks (DNN) that account for the non-linearity and competition, and compared their performance to a benchmark regression, the Least Absolute Shrinkage
and Selection Operator (LASSO). B-DTR and DNN showed a lower Mean Squared
Error (MSE) of prediction in the sales of major SSB brands in comparison to LASSO,
indicating a superior accuracy in predicting the effectiveness of SSB taxation. We
have demonstrated how machine learning methods applied to large transactional data
from grocery stores can provide evidence to guide public health policy.
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1 Introduction
Unhealthy diet is the leading preventable cause of global death and disability, claiming 11 million lives and 241 million disability adjusted lost life years in 2012 [1].
Diet-related chronic diseases, such as obesity, cardiovascular diseases, cancers, and
type-2 diabetes mellitus impose a considerable burden on society and individuals.
Taxation has been proposed as a public health policy to discourage the purchasing
of unhealthy foods [2], most notably Sugar Sweetened Beverages (SSB), which are
the primary source of artificially added sugar with an established epidemiological
association with obesity and major chronic diseases [3, 4]. SSB consists of beverages
such as soda (carbonated soft drinks), fruits drinks, sports and energy drinks each
containing many product brands (e.g. Coca-Cola and Pepsi in the category of soda).
The expected effectiveness of taxation is determined by the magnitude of reduction
in SSB purchasing likely to occur in response to an increase in the price of SSB.
Formally, this key quantity is called the price elasticity of demand and quantified as
the percent reduction in product purchased in response to a one percent increase in
price.
Grocery transaction data can be used to predict SSB sales conditional on pricing, promotions and consumer demographic and economic attributes of the store
neighborhood (e.g. income and family size). Because sales of a product are influenced by its features (focal features), but also by the features of competing products
in the same store (competing features), the prediction of beverage purchasing must
account for the influence of numerous competing brands. Due to correlations in price
and promotion across many food products, feature selection is critical. Researchers
previously performed ad-hoc dimensionality reduction, such as aggregating product
sales and features into broader SSB categories or modeling only a small number
of brands [5]. These approaches masks the complex patterns of competition among
individual food products, emphasizing the importance of prediction at the level of
individual food items or brands.
More importantly, associations between product features and sales are non-linear
(i.e. deal-effect curve), and multiple product features can jointly affect sales through
interactions due to competitive interference and synergistic effect of promotions [6].
While parametric estimators (e.g. linear regression) are traditionally used to model
product demand, manual specification of non-linear functions and interactions is not
feasible with dozens or hundreds of competing product features. In contrast, nonparametric algorithms, such as decision trees and artificial neural networks, naturally
incorporate non-linear associations and interactions.
To date, SSB taxation is rarely implemented in developed nations, and the magnitude of consumer response to taxation on a large geographic scale (e.g. provincial
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and national scales) is for the most part unknown. Due to the paucity of real-world
implementations, the main source of evidence about the likely effectiveness of SSB
taxation is models that can predict the amount of the sales of SSB based on historical
variation in price. We thus aim to provide computational approaches to evaluate the
accuracy of non-parametric learning algorithms for predicting the quantity of SSB
sales from scanner grocery transaction data.

2 Data
We obtained weekly transaction records of food products purchased from 44 stores
sampled to be geographically representative of three large retail grocery chains in the
province of Quebec, Canada between 2008 and 2013. The data were indexed by time
(week), store identification code, product name, price, and three promotional activities: discounting, in-store display (placement of a product in a prominent location)
and flyer advertising.
There were 2,608 distinct SSB products defined by brand, flavor, and package
type. As products in the same brand tend to exhibit similar pricing and promotional
patterns, we aggregated the value of sales, pricing and promotion into a smaller set
of 154 distinct SSB brands, such as Coca-Cola and Pepsi. Brand-level predictive
features (i.e. price, discounting, display, and flyer advertisement) were calculated as
the mean (price and discounting) and proportion promotion (display and flyer) across
the products belonging to the brand.
Let t := week, i := brand, j := stor e. There were 1,509,280 weekly transaction
records for the 154 SSB brands across all stores, with each record representing the
brand-specific sales denoted as Yi jt , which is the target variable and defined as the
natural-log of the sales of brand i in store j at week t. The sales quantity was
standardized to the U.S Food and Drug Administration serving size of 240 milliliters.
Although the log transformation is relevant to parametric regression modeling [7], we
applied this transformation in accordance with existing practice in demand modeling.
The vector of brand-level focal features is denoted as X i jt (Table 1, Brand-level
features). We let S j be the categorical indicator of chain and store identification code
and store neighborhood socio-economic and demographic features. We let Mt and
Wt represent categorical features indicating the month and week for each record to
account for temporal fluctuations in purchasing . As noted above, sales of a brand
depend on the pricing and promotion of that brand (focal brand features) and on the
features of popular competing brands (competing brand features). Because a few
brands account for most of the market share in each SSB category (e.g. Coca Cola
and Pepsi have nearly 70% of share in the soda category), their brand features have a
strong influence on the sales of other brands. Thus, we extracted price and promotions
of twenty brands with the highest market share among SSB that are denoted as Ck jt .
The dimension of each feature vector was: (X i jt , 245), (Ck jt , 80), (S j , 9), (Mt , 12),
and (Wt , 53).
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Table 1 Description of predictive features of SSB sales
Feature Description
Type
Brand-level features
Chain code where product was sold
Percent price discount (%)
Prices in Canadian cents
Display advertisement frequency
Flyer advertisement frequency
Brand name
Store code where product was sold
Temporal features
Month of Sale
Week of Sale
Store neighborhood features
Proportion of post-secondary certification
Average family size
Proportion of family with child
Proportion of single parent family
Median family income ($/family)
Proportion of immigrants
Number of dwellings (families)
Total population (inhabitants)
Dwelling density (families/km2 )
Target
Log of Weekly Sales of brand

Categorical
Numerical
Numerical
Numerical
Numerical
Categorical
Categorical
Categorical
Categorical
Numerical
Numerical
Numerical
Numerical
Numerical
Numerical
Numerical
Numerical
Numerical
Numerical

We extracted the first five years (2008–2012) of the transaction data for training
and validation. We randomly sampled 90% of these data as the training set for learning
algorithm parameters, leaving the remaining 10% as the validation set for evaluating
the prediction accuracy of the algorithms. The final year (2013) of data was reserved
to estimate prediction accuracy, measured as Mean Squared Error (MSE). Data were
managed using Numpy, Pandas and PostgreSQL.

3 Methods
We used two non-parametric methods: an ensemble of Decision Trees with Adaptive
Boosting (B-DTR) and a fully-connected deep neural network (DNN). The baseline model was a regularized linear parametric model (LASSO, or Least Absolute
Shrinkage Selection Operator). The DNN was implemented in Keras [8], and the
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other models were implemented in Scikit-Learn [9]. Normalization was done using
standard mean shifting and variance scaling.
LASSO regression identifies a sparse set of features through shrinkage via L 1
regularization [5, 10] and was previously used for demand forecasting in highdimensional feature space [11], even though explicit specification of non-linear features (e.g. spline) becomes unrealistic when modeling the sales of a large number
of brands. We selected the regularization parameter λ by iterating over a range of
values and selecting the one with lowest average mean squared error (MSE) through
three-fold Cross Validation.
Decision Tree Regression (DTR) is a rule-based learning algorithm that identifies
a binary segmentation of predictive features, where the cut-point for each feature
represents a decision boundary that minimizes the prediction loss (e.g sum of squared
errors) for a target vector Yi jt . The partitioning ends when pre-specified criteria, such
as a maximum number of branches or a minimum number of observations at each
terminal node, are met. We used Drucker’s improved Adaptive Boosting [12] metaestimator to form an ensemble of 100 weak learners. The weight of each learner was
determined by a linear loss. Each learner was a Decision Tree with varying depths,
set to a maximum depth of 30 nodes. The value of each node was determined by the
partition that best minimized the MSE.
The Deep Neural Network (DNN) model with the best results had four fully
connected layers. Adam optimization was used to enable convergence with large
data and noisy gradients [13]. The optimum values of exponential decay rates and
fuzzy factors were selected based on training stability and the ability to converge. The
network weight parameters were initialized using Normalized Initialization [14]. We
trained the model using mini-batches of 128 samples to leverage the richness of the
data and to provide inherent regularization [15], while maintaining a stable training
process. We chose the activation function to be a Rectified Linear Unit (ReLU)
due to its biological properties and strong experimental results on high-dimension
datasets [16], due in part to its non-linearity, which allows the DNN to learn complex
relationships between features.
The DNN had an input layer dimension of 389, and fed a 400-dimension vector
to the first hidden layer. The first hidden layer output a 100-dimension vector to
the next layer with a L 1 regularization and ReLU activation. The last hidden layer
output was a 25-dimension vector to the output layer. The final layer outputs a single
numerical value corresponding to the predicted log of sales, using a linear activation
function to take into account negative target values (brands with extremely low sales
has negative log values).

4 Results
The Mean Squared Error (MSE) for the prediction of all SSB brands in the 2013
transaction data was 0.67, 0.72, and 0.91 for DNN, B-DTR, and LASSO, respectively.
At the individual brand level, DNN, B-DTR, and LASSO showed best predictive
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Table 2 MSE of most popular brands of SSB
Pepsi
Coca
Cola
B-DTR
DNN
LASSO

0.17
0.19
0.51

0.16
0.23
0.44

Seven up

Crush

0.22
0.21
0.46

0.28
0.23
0.35

Fig. 1 Predicted percent reduction of SSB sales by DNN at various price levels simulating taxation,
four randomly sampled stores from the 2013 test data

performance for 80, 31, and 21 brands present in the test data, respectively. Prediction
error of four most popular SSB brands driving overall sales of SSB is presented in
Table 2. The DNN and B-DTR had comparable prediction accuracy for these brands,
while LASSO showed the lowest accuracy except for the Nestle brand.
Using the most accurate predictive algorithm (DNN), we generated predictions
of the percent reduction in SSB sales due to increases in beverage prices in reference
to SSB sales with the observed price for a random sample of four stores in the 2013
test data (Fig. 1). We present store-specific predicted effectiveness of taxation (i.e.
price elasticity), since consumer demographic characteristics (e.g. income) around
each store result in a varying level of price sensitivity, thus allowing public health
researchers to identify neighborhoods where the taxation policy is least or most
effective in reducing the sales of SSB. As an example, the store coded as 35973
(dotted line with the sharpest decrease of percent sales) exhibits the highest sensitivity
to the increase of SSB pricing, implying the presence of consumers who are most
likely to be discouraged to consume SSB upon taxation around this store.
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5 Discussion
The superior prediction accuracy demonstrated by B-DTR and DNN over LASSO
is likely due to their ability to model non-linear relationships and interactions across
predictive features of the 154 brands. The finding indicates that traditional linear
demand models such as LASSO may be a suboptimal approach in predicting the sale
of SSB in competitive retail environment due to its linear constraint. Although it is
theoretically possible to manually specify appropriate non-linear functional forms
guided by model-fit criteria (e.g. Akaike’s Information Criterion) in LASSO, this
approach is not feasible as the number of competing brands grows large.
Future work includes in-depth investigation of store-level difference in the estimated effectiveness of taxation, or price elasticity. Identification of store-level features (e.g. promotion and the number of competing items) and neighborhood features
driving differential store-level elasticity is a critical public health interest, since the
analysis allows the characterization of communities that are less likely to benefit from
taxation and consequently in need of community-specific interventions addressing
local obstacles of healthy eating.
Analytical strategies for learning food demand from high-dimensional data were
lacking to date. From a public health perspective, unique aspects of our study include
the evaluation of the effectiveness of health policy using a large amount of transactional data, which were not available to public health researchers until recently.
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Domain Adaptation for Human Fall
Detection Using WiFi Channel State
Information
Hirokazu Narui , Rui Shu , Felix F Gonzalez-Navarro
and Stefano Ermon

Abstract We develop a novel deep learning technique for human fall detection using
WiFi Channel State Information (CSI) of a WiFi transmitter and receiver. Different
motions in the environment generate distinct features in CSI, which can be fed to
a supervised learning machine learning algorithm for training. However, the CSI
varies from one environment to another, requiring the collection of environmentspecific training data. To overcome this challenge, we propose 1-d convolutional
neural network using domain adaptation technique. By adapting to un-labeled data
from a new environment, we significantly improve precision and recall, making
activity recognition accurate in new environments.
Keywords Convolutional neural network · Domain adaptation · WiFi channel
state information · Fall detection
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1 Introduction
1.1 WiFi Channel State Information
Wireless devices using IEEE 802.11n/ac standard, use multiple input multiple output
(MIMO) systems for higher throughput by increasing diversity gain, array gain, and
multiplexing gain. The MIMO system can be modelled as:
yi = Hi xi + ni , i ∈ {1, 2, . . . , s}

(1)

where xi and yi represent the transmit and received signal vectors for the ith subcarrier, ni is the noise vector and s is the number of sub-carriers. Hi is called the CSI
matrix which consists of complex values defined as:
Hi = |Hi | exp( j∠Hi )

(2)

where |Hi | and ∠Hi are the amplitude response and the angle response.

1.2 Covariate Shift in Different Environment
In previous works, feature extraction techniques that can capture information of
dynamic objects in the environments have been proposed. For the fall detection application, WiFall [5] has extracted standard deviation, period of motion, and velocity
of signal changes from CSI stream. Although the CSI changes by motions in the
environment, the changes are also affected by the room shape, obstacles, wall materials and so on. This is caused by frequency selective fading characteristics. It is
impractical to obtain data on every possible environment, which is why our training
data (source data) and our test data (target data) will follow different probability
distributions, also known as covariate shift [2].

2 The Setup and Proposed Solution
2.1 Domain Adaptation as an Environment Calibration
We propose a deep learning model to overcome covariate shift by adapting our model
to the new environment, for which there is no label. We input the labeled data as
source X s , and unlabeled new environment data as target X t . Figure 1 describes our
deep learning model using domain adaptation for human fall detection. Overall, we
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Fig. 1 The proposed 1-d CNN model for human fall detection using WiFi CSI

use three functions: (i) the feature extractor f , (ii) task classifier g, and (iii) domain
classifier h in our deep learning model.
Domain-Adversarial Neural Networks (DANN) [1] was proposed to get close
to source feature f (X s ) and target feature f (X t ) distributions in the network. The
classifier g is trained to predict task-specific labels correctly from extracted features
by feature extractor f on the source data. Another classifier h is trained for confusing
domain label from extracted features f (X s ) and f (X t ), where the label is the binary
value of source or target data. Let Ds be the joint distribution over input X s and class
label y, and Dt be the joint distribution over input X t and class label y, then the loss
function is shown in (3)
minimize L y (θ ; Ds ) + λd Ld (θ ; Ds , Dt )
θ

(3)

where L y is the cross-entropy objective and Ld is the Jensen-Shannon divergence
between f (X s ) and f (X t ). While training, the model minimize these objectives
simultaneously. In Virtual Adversarial Domain Adaptation (VADA) [3], it was proposed to add the conditional entropy loss and the virtual adversarial training (VAT)
loss for clustering target data distribution under the locally-Lipschitz constraint. The
loss function is shown in (4)
minimize L y (θ ; Ds ) + λd Ld (θ ; Ds , Dt ) + λs Lv (θ ; Ds )
θ

+λt [Lv (θ ; Dt ) + Lc (θ ; Dt )]

(4)

where Lc is the conditional entropy loss and Lv is the VAT loss. In order to deal
with the time series CSI data, we select the 1-dimensional (1-d) convolution layers
in the feature extractor f and in the task classifier g instead of 2-d convolution layers.
If we use 2-d convolution layers, then the model will extract the information over
sub-carriers. This information only includes the environment characteristics caused
by the frequency selective fading, which we want to eliminate. Since deep learning
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model has the enough capacity for memorization [6], 2-d CNN may work for our
dataset but the extracted features are projected to higher dimensional space. In order
to confirm this problem, we have compared the t-SNE plot between using 2-d CNN
and 1-d CNN.

2.2 WiFi Activity Dataset
In order to confirm the feasibility of detecting “Fall” activity, our dataset consists
of 7 people and 7 activities. These activities are denoted as “Bed”, “Fall”, “Walk”,
“Run”, “Sit down”, “Stand up”, “Pick up” collected in 12 different locations. We
marked “Fall” as an anomaly and the others as normal activities. All these experiments used Intel 5300 NIC, with 1 transmitter antenna and 3 receiver antennas, and
200 Hz sampling rate in the 5 GHz frequency band with subcarriers having 20 MHz
bandwidth each. Each data set sample is a 2 s window of the absolute value of the
complex CSI data.

3 Experiments
In this section, we evaluate the performance of our proposed 1-d CNN with VADA
and compare it with WiFall [5], Source-Only, 2-d CNN with DANN and 2-d CNN
with VADA as benchmarks. The Source-Only setup is the proposed model without
the domain classifier h in Fig. 1. We use the amplitude response of CSI in 11 different
rooms as source data, and another room data as target data. Our evaluation result is
shown in Table 1. We visualized extracted features by t-SNE [4] to check how well
each method works, shown in Fig. 2.

Table 1 The precision and the accuracy of anomaly detection using WiFi dataset
Person A
Person B
Person C
Precision
Recall
Precision
Recall
Precision
WiFall
Source-only
DANN
VADA
Our model

50.0
25.0
10.0
100
100

35.0
87.2
46.2
100
100

28.6
5.2
20.6
100
100

10.5
19.6
51.0
51.0
51.0

36.8
93.3
22.2
100
100

Recall
70.0
100
88.1
100
100

Domain Adaptation for Human Fall Detection Using WiFi Channel …
Source Fall

(a) WiFall

(b) Source Only

Source Normal

Target Fall

(c) DANN
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Target Normal

(d) VADA

(e) Our model

Fig. 2 T-SNE plot of the extracted features of training data

4 Conclusion
In this paper, we proposed a novel 1-d CNN with domain adaptation to overcome the
variational shift in CSI signal. By using DANN, the precision and recall were higher
than the case of a deep learning model without domain adaptation, and WiFall. By
using VADA, the precision and recall for each person improved compared to DANN.
Furthermore, the extracted features by 1-d CNN with VADA are clearly separated
for the target data.
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Evaluating Ensemble Learning Impact
on Gene Selection for Automated Cancer
Diagnosis
Ke Yan

and Huijuan Lu

Abstract Modern artificial intelligence (AI) research shows that cancers are detectable
and diagnosable by classification of DNA micro-arrays in molecular level. DNA
micro-arrays data has the special property of high-dimension with redundancy, which
may include thousands of features. In this study, a novel hybrid feature selection
framework is proposed based on ensemble learning techniques to select the most
important genes. Experimental results show that the proposed method effectively
improves the classification accuracy compared to conventional methods.
Keywords Feature selection · DNA micro-array · ReliefF · Mutual information
maximization · Ensemble learning

1 Introduction
Feature selection of DNA micro-arrays, followed by classification, is well recognized as a next generation information technology for cancer diagnosis, prognosis
and prediction [1]. The supervised classification process makes the computerized
automatic diagnosis of various tumors possible.
We propose a novel extended GA (EGA) based hybrid feature selection framework
to select important genes from gene expression data [2]. An ensemble machine
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Fig. 1 The flowchart of the proposed hybrid gene selection framework

learning structure is built to select important genes based on the majority voting
scheme.

2 Methodology
A hybrid feature selection framework is proposed to combine the filter based methods
and wrapper based methods. The filter based methods include mutual information
maximization and reliefF. Three classifiers, including CS-D-ELM [3], SVM and RoF
[4], are combined with GA to select the important genes. In each GA process, new
generation of feature subset is generated by crossover and mutation operations. The
final selected feature subset is evaluated by a majority voting scheme between the
three EGA algorithms. The overall flowchart the hybrid feature selection framework
can be depicted as in Fig. 1.

3 Results
Four different cancer gene expression datasets were utilized for verification purposed,
which include breast, lung, colon and leukemia. The number of samples, features
and label distribution situations are listed in Table 1:
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Table 1 The detailed information about three cancer diagnosis datasets
Datasets
# Sample
# Genes
Labels (# sample)
Breast
Lung
Colon
Leukemia

19
149
62
34

24482
12535
2000
7130

Non-relapse (7)/ Relapse (12)
Negative (134)/Positive (15)
Negative (33)/Positive (33)
ALL (20)/AML (14)

Table 2 Ten different numbers of features for the selected feature subsets
Datasets
Number of genes
Breast
Lung
Colon
Leukemia

6
4
19
7

18
32
38
48

32
73
64
80

56
96
96
96

88
114
114
124

112
128
126
150

144
144
158
168

156
156
178
178

168
186
198
188

196
202
216
198

95.28
73.68
77.46
92.28

94.95
73.68
80.92
89.36

95.38
78.94
79.38
92.36

96.82
78.94
77.90
94.27

96.82
76.28
83.42
95.92

96.28
75.10
82.04
93.38

97.73
73.28
83.92
94.40

98.05
75.86
84.28
96.14

Table 3 Classification accuracy rates for the Breast dataset
Methods
Classification accuracy rates %
Proposed
ReliefF
MIM
MIM-GA

84.95
73.68
78.27
83.17

87.21
68.42
66.38
84.98

92.30
73.68
72.41
86.28

94.71
73.68
74.38
90.26

96.26
78.94
76.81
93.28

97.12
78.94
78.37
96.36

Table 4 Classification accuracy rates for the Lung dataset
Methods
Classification accuracy rates %
Proposed
ReliefF
MIM
MIM-GA

93.28
74.28
80.92
94.80

90.28
63.38
74.28
91.18

92.99
66.86
76.82
92.36

94.93
70.38
79.38
94.15

96.28
71.38
81.46
94.91

98.47
73.47
84.29
97.36

We compare the classification accuracy rates based on the proposed method with
three existing feature selection approaches: reliefF, MIM, MIM-GA [5]. The extreme
learning machine (ELM) is selected to be the base classifier for fair comparison. We
force all four feature selection approaches to select the same number of features for
the feature subsets. Ten different numbers of the feature subsets are designed and
listed in Table 2.
The classification accuracy rates of different datasets are listed in Tables 3, 4, 5
and 6. It is noted that for each accuracy rate, 30 times repeated tests are performed
to guarantee the generalization of the results.

186

K. Yan and H. Lu

Table 5 Classification accuracy rates for the Colon dataset
Methods
Classification accuracy rates %
Proposed
ReliefF
MIM
MIM-GA

95.00
70.39
63.31
83.40

83.27
65.28
60.29
77.63

86.43
67.84
62.28
81.28

89.37
70.93
64.48
83.01

93.64
75.36
65.49
85.87

98.28
79.95
68.48
89.14

95.73
81.38
65.59
93.37

97.38
77.38
62.95
89.98

98.27
79.55
64.64
91.47

96.60
80.52
67.84
92.75

98.84
86.29
83.28
94.29

96.28
80.24
79.49
95.30

97.83
82.24
82.49
95.54

98.72
84.18
84.01
97.24

Table 6 Classification accuracy rates for the Leukemia dataset
Methods
Classification accuracy rates %
Proposed
ReliefF
MIM
MIM-GA

97.22
67.64
76.38
97.50

96.48
70.59
72.31
94.48

97.58
73.53
76.29
95.30

95.29
76.47
79.82
96.28

97.45
79.41
83.84
97.39

99.48
82.35
87.82
98.02

4 Conclusion
In this study, we introduced a hybrid feature selection method that combines filter
based methods with wrapper based method. A sophisticated ensemble feature selection framework is introduced to increase the generalization of GA. Experimental
results show that the proposed method is suitable to handle various cancer diagnostic
datasets, and provides highest classification accuracy among all compared methods.
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EpiRL: A Reinforcement Learning Agent
to Facilitate Epistasis Detection
Kexin Huang and Rodrigo Nogueira

Abstract Epistasis (gene-gene interaction) is crucial to predicting genetic disease.
Our work tackles the computational challenges faced by previous works in epistasis
detection by modeling it as a one-step Markov Decision Process where the state is
genome data, the actions are the interacted genes, and the reward is an interaction
measurement for the selected actions. A reinforcement learning agent using policy gradient method then learns to discover a set of highly interacted genes. Our
preliminary study shows a positive result.
Keywords Epistasis detection · Reinforcement learning

1 Introduction and Previous Work
The fundamental goal for studying genetics is to understand how certain genes
can incur disease and traits. Since the advent of Genome-Wide Association Studies (GWAS) [1], thousands of SNP (Single Nucleotide Polymorphism)s have been
identified and associated with genetic diseases and traits. These SNPs are discovered
through one-SNP-at-a-time statistical analysis. However, individual gene marker is
insufficient to explain many complex diseases and traits. Instead, gene-gene interaction (epistasis) can explain the missing heritability [3].
There has been a substantial amount of work on epistasis detection. Exhaustive
combinatorial search methods like Multifactor Dimensionality Reduction (MDR) [8]
have been shown successful, but only in small genome-scale due to computational
complexity. Later, attempts to reduce search spaces exhibit efficiency, like ReliefF
and Spatially Uniform ReliefF [4]. Besides, machine learning-based algorithms gain
popularity. For example, Random Forest models each node as an SNP and grows a
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classification tree and later examines the decision trace for interpretation [2]. Another
set of approach bases on ant colony optimization algorithm [6], which finds a refined
subset of SNPs by iteratively updating a selection probability distribution.
Although there are efficient methods to measure if a given SNPs set interact,
previous works all suffer from the high computational cost of finding all possible
n-combinations of SNP. For example, for a standard GWAS dataset with 106 SNPs,
a 2-locus exam requires 5 ∗ 1011 searches, a 3-locus exam asks for 1.6 ∗ 1017 , a 4locus search needs 4 ∗ 1022 iterations. Hence, how to utilize these metrics to get an
SNP set from a genome-scale data is the challenging part. Another challenge is that
all the algorithms above assume and output fixed n-locus interactions (typically 2 or
3) where n is unknown for real biological data. We tackle these two challenges by
introducing a novel model based on Reinforcement Learning to the task of epistasis
detection.

2 Method
2.1 Model
A typical GWAS dataset contains examples of sequences with no disease (control) and with disease (case), where both have l SNPs. We denote t1 and t2 as the
number of control and case sequences, respectively. Each SNP has three genotypes
{aa, Aa, A A}, which is encoded by {0, 1, 2}. We want to find a set of highly interacted SNPs with the size from 2 to n.
We model the epistasis process as a one-step Markov Decision Process (MDP)
(Fig. 1). The state S is a latent representation encoded from genome data; The action
space is all the SNPs, where highly interacted SNPs are selected by a probability
threshold so that it poses no constraint to fix the size of interaction; the reward is
efficient interaction measurements like MDR correct classification rate (CCR) and
Rule Utility [8]. A reinforcement learning agent will learn to select SNPs that have
high rewards, i.e., high interaction, by using the policy gradient method. Our ap-

Fig. 1 An illustration of our One-Step MDP Model. S is genome data, and the state has l actions
where a probability px is associated with the action S N Px . All S N Px whose px are larger than
a threshold p would be selected as an interaction set and reward R is computed based on the set.
Then the One-Step MDP terminates
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proach solves the challenges mentioned above because, firstly, since it optimizes
over iterations and chooses only a small set of actions, it is non-exhaustive, which
means computationally feasible. It also utilizes the efficacy of interaction measurements like MDR CCR and Rule Utility. Second, it picks an action as long as the
action passes a probability threshold, which means it can output a different size of
interaction set every iteration.

2.2 Network
We first encode the input D using Convolutional Neural Network(CNN) or the last
hidden state of Recurrent Neural Network(RNN) to capture the spatial structure of
the genome. The output latent representations will be the state for our EpiRL agent.
We then feed the state into a two-layer neural network W , which serves as a value
function approximator. The neural network will output l probabilities P(S N Pm |D)
for every SNP. We determine the size of interactions n as the number of SNPs
that have probabilities larger than 1/n to allow up to n-locus interaction. We then
sample n SNPs based on the probability distribution generated by the network to
ensure exploration for our RL agent. This filtering forms our interaction set I =
{S N Pa1 , S N Pa2 , .., S N Pan } (Fig. 2).

2.3 Reward
Given this SNP set I , we calculate the reward, which measures the interaction. Our
method uses the sum of two metrics as a reward: MDR CCR and Rule Utility [8].
MDR CCR is the correct classification rate, and Rule Utility U derives from the
chi-square statistics of rule relevance, which measures the interaction. We refer the
reader to [8] for a detailed description.

Fig. 2 An illustration of our EpiRL agent. The agent first encodes D, a mini-batch of genome
data, and then it predicts action-values through W where a set of actions are selected and reward
calculated. Along with the baseline reward, we compute the loss and iterate to learn the best actions
with reinforcement learning
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2.4 Training
We train the model using REINFORCE algorithm [7]. Our objective consists of three
parts:
J1 = (R − R̂)



− log P(t|D), J2 = ||R − R̂||2 , J3 = λ

t∈I



p(t|D) log P(t|D)

t∈L

(1)
R̂ is a baseline reward computed by the value network U , a 2-layer neural network
that minimizes J2 . J1 is the advantage policy gradient. The advantage is the gap
between reward and baseline, which ensures the agent to prefer actions that output
rewards higher than expected. J3 is the entropy regularization across all SNPs L
to mitigate peaky probability distribution, where λ is the parameter to adjust the
intensity of the mitigation.

3 Preliminary Experiment
In our very early study, we experiment our agent in a simulated 2-locus dataset using
GAMETES [5] with 600 sequences of the case and control set and with 100 SNPs.
We experimented the RL agent 50 times on the same data set. In each round of
experiment, the RL agent is asked to find the interacted 2-locus SNPs under 5000
iterations. Out of the 50 trials, 34 times the agent finds the interacted SNPs under
5000 iterations. In the 34 times that the agent successfully predicts the interaction
set, the average iteration is 2260.6 and the average time to find the SNPs is 22.4 s. In
comparison, the exhaustive search takes 51 s.

4 Conclusion
Our work proposes a novel approach to model epistasis detection as a one-step MDP
and introduces reinforcement learning to address this problem. We believe this will
lead a new path to tackle the computational challenge in epistasis detection.
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Practical Evaluation of Different Omics
Data Integration Methods
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Abstract Identification of meaningful connections from different types of omics
data sets is extremely important in computational biology and system biology.
Integration of multi-omics data is the first essential step for data analysis, but it
is also challenging for the systems biologists to correctly integrate different data
together. Practical comparison of different omics data integration methods can provide biomedical researchers a clear view of how to select appropriate methods and
tools to integrate and analyze different multi-omics datasets. Here we illustrate two
widely used R-based omic data integration tools: mixOmics and STATegRa, to analyze different types of omics data sets and evaluate their performance.
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1 Introduction
Modern sequencing technologies have generated an astronomical amount of different
types of high-dimensional omics data of different cell lines across the whole spectrum
of biology, which provide abundant information for data scientists to investigate the
biological system. It is generally admitted that single omics data analysis might not be
able to provide enough information to study complex biological issues insightfully,
but integrative analysis of multi-omics data could provide a deep understanding of the
complex biological system. There are three popular integrative analyses approaches
in bioinformatics: data complexity reductions, unsupervised integration, and supervised integration [4, 5]. Although a number of data integration methods have been
proposed in the past decades, the omics data integration remains challenging due to
the complexity of omics data. Specifically, visualization and interpretation of largescale data sets and deriving hypotheses from biological systems. When combining
different types of omics data sets, simply merging omics data might increase the
unnecessary dimensionality of data and also introduce false positive hypotheses.
To solve these problems, several R-based empirical correlational analyses packages
were developed for the omics data integration, such as, mixOmics [8], STATegRA [2],
DiffCorr [3], qpgraph [1] and huge [9]. Most previous review studies of multi-omics
data integration methods focused on describing general introduction of various omics
data integration methods and tools without the testing and benchmarking of the methods and tools using a real multi-omics data set [5, 7]. Here we discuss two widely
used omics data integration tools, mixOmics and STATegRa. We investigate these
two packages using a published nutrimouse dataset containing expression of 120
genes involved in the nutritional problems for forty mice [6].

2 Methods
mixOmics
mixOmics is a versatile R package with a wide range of multivariate analysis methods, including 17 integration methods which can produce useful visualizations to
study the correlation of multiple omics datasets. In addition, the mixOmics contains
several sparse multivariate models to identify the significant variables of the datasets.
Fig. 1 summarizes various methods implemented in mixOmics. Here, we focus on
four popular methods: Canonical Correlation Analysis (CCA), regularized Canonical Correlation Analysis (rCCA), Partial Least Squares(PLS) and sparse Partial Least
Squares (sPLS).
STATegRa
The STATegRa package provides several different techniques for the evaluation of
reproducibility among samples through combining the information contained multiomics datasets (Fig. 1). The STATegRa package implements two main utilities for
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Fig. 1 Summary of the current methods implemented in mixOmics and STATegRa.

this purpose: component analysis and clustering where we have mainly analyzed
the component analysis. In this package, three methods are provided for analyzing
multi-omics data including DISCO-SCA, JIVE and O2PLS. All of them are based
on singular value decomposition (SVD), but their approaches and steps are different. Each method provides the user with a decomposition of the variability of the
composite data into common and distinctive variability.

3 Results
In this section, we applied these two packages to analyze the nutrimouse dataset [6].
The nutrimouse data set contains expression levels of 120 genes measured in liver
cells, lipid concentration (in percentage) of 21 hepatic fatty acids measured. 2 level
of genotype factors, and 5 level of diet factors.
In mixOmics, the (regularized) Canonical Correlation Analysis (rCCA) and
(sparse) Partial Least Squares (sPLS) were applied first to analyze the data. Fig. 2a,
b show the results of mixOmics: the 3D clustering results by rCCA and sPLS. Both
results look similar, but there is some intersection region for this dataset. The distinction between the five types of diets is not significant, but for the five types of diets, the
“fish” diet would obviously vary from others. Compared to the rCCA method, sPLS
can remove some unrelated or weakly related variables to reduce the dimensionality,
which would lead to a better explanation of the model, though sPLS may not be as
precise as the rCCA method. Figure 2c–e show the nutrimouse multi-omics dataset
analysis results using the STATegRa package with two methods: DISCO-SCA for
common and O2PLS for distinctive. In the results, we have noticed two level of genotype factors were classified clearly using both common and distinctive methods. The
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(a)

(c)

(b)

(d)

(d)

Fig. 2 Nutrimouse dataset analysis using mixOmics and STATegRa.

results of five level of diet factors show that the common can weakly distinguish
three of five factors, but the distinctive mode cannot classify the factors.

4 Discussion
In summary, the result have no obviously differences, both of the two packages show
good performance on the integration of genotype; and poor performance on distinguishing five types of diet. The results can conclude that both methods can provide
a clear classification on the two different genotypes; but none of 5 factors can divide
and judge the various types of diet clearly. Generally, regularized Canonical Correlation Analysis (rCCA) and sparse Partial Least Squares (sPLS) in mixOmics packages
can infer information from cross-covariance data set and make a nice performance
on classification in our experiment.
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