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Por qué abordar esse tema?






O que ja temos hoje on-device?



Classificacao de Imagens
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Deteccao de Objetos
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Segmentacao
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Sugestao de Respostas

Project Metrics  inbox

Lindsay Carter
tome
11:16 AM View

Have you had a chance to go over the most recent data logs?
The team is very interested to see how it landed in the
market.

Yes, | am Working on it

No, | have not.
working on it now.

« XN »

Reply Reply all Forward
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Text-to-Speech / Speech-to-Text
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How much are the tickets?

) Russian
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Vantagens



Vantagens ML on-device

e Baixa latencia: Nao precisa de um servidor

e Privacidade: Os dados nao saem do device

e Funciona offline: Nao precisa de conexao com a internet
e Baixo consumo de energia: Conexdoes de rede consomem mais

energia
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Desafios



Desafios ML on-device

e Memdria limitada
e CPU limitada
e Armazenamento limitado

e Microcontroladores (Ops limitadas)
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IMPORTANTE!

Atualmente, existem maneiras (nao triviais)
de treinar o modelo no device, mas por conta
das limitacOes citadas, as solucbes atuais
realizam apenas operacdes de inferéncia.



Construindo um modelo para
rodar on-device

"Pipeline”



Yo ML Kit

TensorFlow Lite Interpreter

“t" TensorFlowl ite

T
TensorFlow

Keras

TensorFlow Lite Converter

tf.keras

Carregar o

.tflite no

mobile ou
embarcado

Converter e otimizar

Construir ou
retreinar(?)
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Antes de construir um modelo, reflita:

e Nao reinvente a roda!
e Avalie o quao especifico é o seu problema
e Conexao com a internet disponivel no device?*

e Em quais devices pretende utilizar o modelo?
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Converter o modelo para .tflite

model . save

tensorflow.lite

converter from_keras_model_file
tflite_model converter.convert

open write(tflite_model
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Otimizando o modelo

e Quantization: modelos ~4x menores
o Reduz o tamanho dos floats dos pesos e ativagdes para 8-bit.
o Pequena perda de acuracia

o Reduz os custos de acesso a memoria para leitura e armazenamento

https://www. tensorflow.org/lite/performance/model_optimization
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Otimizando o modelo

Top-1
Model Accuracy
(Original)
Mobilenet-v1- 0.709
1-224
Mobilenet-v2- 0.719
1-224
Inception_v3 0.78
Resnet_v2_101 0.770

Top-1
Accuracy
(Post
Training
Quantized)

0.657

0.637

0.772

0.768

Top-1 Accuracy
(Quantization
Aware Training)

0.70

0.709

0.775

N/A

/777
/777

(7

\mu

Latency
(Original)
(ms)

124

89

1130

3973
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Latency
(Post
Training
Quantized)
(ms)

i

98

845

2868

Latency
(Quantization
Aware
Training) (ms)

64

54

543

N/A

Size
(Original)
(MB)

16.9

14

95.7

178.3

Size
(Optimized)
(MB)

4.3

3.6

23.9

449
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Converter & Otimizar o modelo: 8-bit precision

converter.optimizations OPTIMIZE_FOR_SIZE
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Converter & Otimizar o modelo: FULL

converter.optimizations DEFAULT

converter.representative_dataset = representative_dataset_gen
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Converter & Otimizar o modelo: only output Int

converter.target_spec.supported_ops = | .TFLITE_BUILTINS_INTS8]
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Architecture
TensorFlow Model

TensorFlow Lite
Converter

TensorFlow
Lite Model File
(.tflite)

Android App

Interpreter m Interpreter m

Android Neural
Networks API




Carregar o
.tflite no
mobile ou
embarcado

‘o

for Firebase
TensorFlow Lite Interpreter

TensorFlow Lite Converter
Converter e otimizar

“t" TensorFlowl ite

TensorFlow
retreinar

Keras

tf.keras
Construir ou
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Links

https

https

https

https

o/ /www.tensorflow.org/lite

://blog.usejournal.com/training-a-tensorflow-image-classification-model-and-integrating-it-into-ios-apps-148fe513f6e

://heartbeat.fritz.ai/machine-learning-on-mobile-devices-3-steps-for-deploying-it-in-your-apps-48a0a24364a8

://github.com/tensorflow/tensorflow/blob/master/tensorflow/lite/tutorials/post_training_quant.ipynb
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