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E que sempre vai ter alguém que vai
aprender muito com o pouco que vocé
sabe. Se vocé compartilhar, é claro.

Programador va procurar a sua turma! "
angelobelchior
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Processamento
Distribuido



Centralised (A) Decentralised (B) Distributed (C)



Sobre
Hadoop



Um framework
para aplicacoes
distribuidas



Tudo comecou
com o HDFS



Surgiu para armazenar
arquivos grandes



Rodar em hardware
padrao e de baixo custo



Tem alta

escalabilidade e
confiabilidade



Possui tolerancia
a falhas



Principais projetos
Hadoop Commons,
HDFS e MapReduce



Sobre
Spark



Framework para
processamento big-data



Construido com foco em
velocidade, facil uso e
analises sofisticadas



Roda em diversas
Arquiteturas

GTEBBED sl
kubernetes



Pode carregar os dados
de qualquer lugar:
Couchbase, MySQL, S3,
HDFS...



APIs em alto nivel
Java, Scala e Python



Funciona totalmente
na memoria, sendo ate
100x mais rapido



Uma boa
analogia



Se o0 Hadoop e um livro
em Russo, o Spark e um
dicionario



Sobre
EMR



Fornece uma estrutura
Hadoop gerenciada




Torna facil, rapido e
economico processar

grandes quantidades de
dados



Utiliza instancias
EC2 escalaveis
dinamicamente



Sobre
Scala



Acronimo para
"Scalable Language”



Surgiu publicamente
em 2004



Incorpora recursos de
linguagens
Orientada a Objetos e
funcionais



Roda na
JVM



Reviewr



transforme clientes
em embaixadores

A solucao completa para
gestao de reputacao online.

reviewr

www.reviewr.me
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Metricas
Reviewr




Monitored Establishments / Sources

Reviewr Metrics

8.000,00 2.000.000,00
1.623.510,00
1.554.920,00
1.497.024100
6.000,00 -71 -425.139,00 - 1.500.000,00
1.293.563,00
1.247.607,00
1.204.573,00
1.156.499,00
1.107.196,00
1.062.396,00
983.532,00
4.000,00

766.583,00

826.235,00

2.000,00

0,00

-~ 1.000.000,00
——— 500.000,00
0,00

Date

Total Single Reviews



3.8k

Estabelecimentos
Monitorados



6.8k

Integracoes



1.6kk

Reviews Coletados




Reviewr

Review Rating Index
(RRI)



reviewr.me/rri-indicador-chave-reputacao-onine



http://reviewr.me/rri-indicador-chave-reputacao-onine/

Reviewr - Review Rating Index (RRI)

resposta



A real
motivacao



RRI
O fator data



Filtros de
periodos



Consolidacao de
dados para



RRI
Evolucao consolidada



Atingir mais
performance na
aplicacao



Extrair mais
Insights



E muito
mais



Consolidacao de dados
Arquitetura



AWS Step Function

S3 - Reviews Bucket

Review Processor Lambda

Reviews Kinesis Redshift - Jarvis
Firehose



D
i

|
CloudWatch Event

Scheduler Job - EMR
(SDK)

AWS SDK

EMR Cluster (JAR in S3)

S3 - Reviews Bucket

§3

Reviews Kinesis Redshift - Jarvis
Firehose



Custos
AWS



EMR + EC2 - Custos

General Purpose - Previous Generation
m1.small
m1.medium

m1.large

m1.xlarge

General Purpose - Previous Generation

m1.small
m1.medium

m1.large

m1.xlarge

$0.044 per Hour
$0.087 per Hour
$0.175 per Hour

$0.35 per Hour

$0.0044 per Hour
$0.0087 per Hour

$0.0175 per Hour

$0.011 per Hour
$0.022 per Hour

$0.044 per Hour

$0.088 per Hour

$0.035 per Hour




Confirmacao dos Custos - EMR + EC2 (Spot)

Costs ($)

Service
Total cost ($)
EC2-Instances ($)

EMR (8)

Dec 2018

Dec 1, 2018

-126.12

-36.72

-89.40

Jan 2019

— EC2-Instances

Jan 1, 2019

-15.93

-5.96

-9.97

Feb 2019

~——EMR

Feb 1, 2019

-23.12

-8.06

-15.06

Mar 1, 2019

-11.60

-4.71

-6.89

Mar 2019

Service Total

-176.77

-55.46

-121.31



Adendo - EC2 Data Transfer

Usage (GB in thousands)

3

2

1

Service

Total cost ($)

Total usage (GB)

EC2-Instances ($)

EC2-Instances (GB)

Dec 2018

Dec 1, 2018

267.76

2,979.56

267.76

2,979.56

Jan 2019

—— EC2-Instances

Jan 1, 2019

2.56

32.85

2.56

32.85

Feb 2019

Feb 1, 2019

1.82

23.58

1.82

23.58

Mar 2019

Mar 1, 2019

2.16

27.92

2.16

27.92

Service Total

274.29

3,063.91

274.29

3,063.91






Licoes
Aprendidas



EC2
Spot Instances



Performance dos
Johs



Configuration Description Default Value
spark.executor.instances The number of executors 2
(--num-executors)
spark.executor.cores Number of CPU cores 1
(--executor-cores) used by each executor
spark.executor.memory Java heap size of each 512m
(--executor-memory) executor
spark.yarn.executor.memoryOverhead | The amount of off-heap executorMemory
memory (in megabytes) to | * 0.07, with

be allocated per executor

minimum of 384




Cluster Metrics

Apps Submitted Apps Pending Apps Running Apps Completed Containers Running Memory Used Memory Total Memory Reserved VCores Used VCores Total )
2 0 1 0 0B 60 GB 0B 0 80 0
Cluster Nodes Metrics
Active Nodes Decommissioning Nodes Decommissioned Nodes Lost Nodes Unhealthy Nodes Rebooted Nodes Shut
5 0 0 0 0 0 0
Scheduler Metrics
Scheduler Type Scheduling Resource Type Minimum Allocation Maximum Allocation Maximum Cluster Application Pi
Capacity Scheduler [MEMORY] <memory:32, vCores:1> <memory:12288, vCores:16> 0
Show 20 4 entries Searct
Application Queue Application StartTime ~ FinishTim Running A1 Allocated % of % of
ID v User? Name q.s pz;a OC e Ce Fﬁ?oﬁt?/ °C = f S Ce State ¢ FinalStatus ¢ Containercs Veares Mhigwrz Oueuce Clustir Progress ¢ Tracking
application 1556284676595 0002 hadoop ReviewDataConsolidation SPARK default 0 Fri Apr26 N/A RUNNING UNDEFINED 30 30 60288 98.1 98.1 Applicatio
10:50:38
-0300
2019
Show 20 4 entries Search:
Node ~ Node a A . Containers Mem Mem VCores VCores
T Rack ¢ State ¢ Node Address Node HTTP Address ¢ Last health-update ¢ Health-report ¢ MV b T e Avail &
CORE /default- RUNNING ip-172-31-32- ip-172-31-32- Fri Apr 26 13:57:22 +0000 6 12GB 0B 6 10
rack 235.ec2.internal:8041 235.ec2.internal:8042 2019
CORE /default- RUNNING ip-172-31-37- ip-172-31-37- Fri Apr 26 13:57:54 +0000 6 10.88 1.13 6 10
rack 30.ec2.internal:8041 30.ec2.internal:8042 2019 GB GB
CORE /default- RUNNING  ip-172-31-39- ip-172-31-39- Fri Apr 26 13:57:42 +0000 6 12GB 0B 6 10
rack 243.ec2.internal:8041 243.ec2.internal:8042 2019
CORE /default- RUNNING ip-172-31-33- ip-172-31-33- Fri Apr 26 13:57:08 +0000 6 12 GB 0B 6 10
rack 119.ec2.internal:8041 119.ec2.internal:8042 2019
CORE /default- RUNNING ip-172-31-42- ip-172-31-42- Fri Apr 26 13:57:17 +0000 6 12 GB 0B 6 10
rack 18.ec2.internal:8041 18.ec2.internal:8042 2019

Showing 1 to 5 of 5 entries



16 vCores
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Spark
Stages & Tasks



How Spark Works - Stages

-----------------------------------------
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DAG (Directed Acyclic Graph).
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Stage 2

----------------------

collect

--------------------------

Each stage is executed as a series
of Task (one Task for each
Partition).

- —————— - -



CoOoNOUIE WN =

val periods = datePeriodService.buildDatesPeriod()
val data = getAllData("s3a://tdc").persist()

data.groupBy('gender")

.count()
.distinct()
.collect()
.foreach(row => {
// consolidate(periods, row(@).toString()
})
data.groupBy('"gender", "age")
.count()
.distinct()
.collect()
.foreach(row => {
// consolidate(periods, row(@).toString( row(1l).toSt 1t
})

def consolidate(periods: ListBuffer[DatePeriod]l, gender: String, age: String, source: String, data: DataFrame)
periods.foreach(period => {
val periodData = data.filter(review => {
: 14

/ primary filter
})
filter(review => {

// secundary filter
1

})

{



Usage (GB in thousands)
3

2

1

Service

Total cost (8)
Total usage (GB)
EC2-Instances ($)

EC2-Instances (GB)

Dec 2018

Dec 1, 2018

267.76

2,979.56

267.76

2,979.56

Jan 2019

—— EC2-Instances

Jan 1, 2019

2.56

32.85

2.56

32.85

Feb 2019

Feb 1, 2019

1.82

23.58

1.82

23.58

Mar 2019

Mar 1, 2019

2.16

27.92

2.16

27.92

Service Total

274.29

3,063.91

274.29

3,063.91



oNOUTSE WN =

AR PRPWWWWWWWWWWRNRNNNNNNNNNNRRRPRRRPRRRRR
NFRPFOCOWONOUUR_MRWNREROCOVONOUUSAWNROOVONOUUS, WNRERE OO

def encoder = Encoders.product[7DC]
val periods = datePeriodService.buildDatesPeriod()
val data = sparkSession.read.schema(encoder.schema)
.json("s3a://tdc")
.as[7DC] (encoder) . cache()

periods.foreach(period => {
val dataFilter = data.filter(tdc => {

)

val mapFilter = dataFilter.map(tdc => {
val male (tdc.gender == "male") 1
val female (tdc.gender == "female") 1
val other (tdc.gender == "other") 1

TDCPlus(gender, tdc.age)
)

mapFilter.groupBy("gender")

.agg(count(lit(1)).alias("total"),
sum("genderMale").alias("totalMale"),
sum("genderFemale").alias("totalFemale"),
sum("genderOther").alias("totalOther")

)

.foreach(data => {
1)

mapFilter.groupBy("gender", "age")

.agg(count(lit(1)).alias("total"),
sum("genderMale").alias("totalMale"),
sum("genderFemale").alias("totalFemale"),
sum("genderOther").alias("totalOther")

)

.foreach(data => {
1)
1)

0

0

0



Previsibilidade de
Custos



Integracao
Continua



Faca mais
Com menos






Conclusao



> MapReduce: Simplified Data
Processing on Large Clusters

> Bigtable: A Distributed Storage
System for Structured Data

> The Google File System

> The history of Hadoop

> Untangling Apache Hadoop YARN,

Part 1: Cluster and YARN Basics
> How to calculate nhode and
executors memory in Apache

Spark



https://static.googleusercontent.com/media/research.google.com/en//archive/mapreduce-osdi04.pdf
https://static.googleusercontent.com/media/research.google.com/en//archive/mapreduce-osdi04.pdf
https://static.googleusercontent.com/media/research.google.com/en//archive/bigtable-osdi06.pdf
https://static.googleusercontent.com/media/research.google.com/en//archive/bigtable-osdi06.pdf
https://static.googleusercontent.com/media/research.google.com/en//archive/gfs-sosp2003.pdf
https://medium.com/@markobonaci/the-history-of-hadoop-68984a11704
https://blog.cloudera.com/blog/2015/09/untangling-apache-hadoop-yarn-part-1/
https://blog.cloudera.com/blog/2015/09/untangling-apache-hadoop-yarn-part-1/
https://github.com/vaquarkhan/vaquarkhan/wiki/How-to-calculate-node-and-executors-memory-in-Apache-Spark
https://github.com/vaquarkhan/vaquarkhan/wiki/How-to-calculate-node-and-executors-memory-in-Apache-Spark
https://github.com/vaquarkhan/vaquarkhan/wiki/How-to-calculate-node-and-executors-memory-in-Apache-Spark
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